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Storage requirements for 
blockchain applications 

 
This paper discusses the data storage requirements for the different components 
of a blockchain network.  The storage requirements include capacity, 
performance, backup and archive, security, and management.   
 
To understand the storage requirements, you must first understand the 
components that consists of a blockchain network. 
 
A blockchain network contains a shared, distributed ledger for recording 
transactions in a way in which the transactions cannot be altered. IBM is a 
premier member and major contributing member of the Hyperledger project, 
hosted by The Linux® Foundation. Hyperledger Fabric is a framework to create 
blockchain applications using a modular architecture and it provides services 
such as consensus, ordering, and membership. 
 
An asset is tracked within the blockchain through transactions as the assets flow 
through a business network (that is, changing ownership from one entity to 
another).   
 
A business network is made up of multiple peers or nodes who participate in the 
agreed upon business processes and rules. The nodes can be from the same 
organization or from different organizations (for example, different companies 
or regulators). Each node has access to the blockchain based on permissions 
defined and enforced by the membership services.   
 
While the blockchain ledger data is shared, it is logically shared, not physically 
shared. Each node maintains its own copy of the ledger. The functions of the 
consensus and ordering services and the protocols of the ledger ensure that each 
copy of the ledger is identical.  
 
Within a blockchain application, there is an embedded logic called smart 
contract. This code contains the rules and functions that describe and make up 
the business processes.    
 
A blockchain is a distributed application, and as such can be deployed on 
premises where the Hyperledger services can be downloaded and run on existing 
Linux on z Systems, IBM® POWER®, or x86 processors.   
 
A blockchain application can also be developed and run in the cloud through 
services such as IBM Blockchain Platform.    

Overview 
 
Challenge 
How much and what type of 

storage is required for a 

blockchain application?  

 
Solution 
There are different 

components of a blockchain 

application, each of which have 

different storage requirements.    

 
This paper describes the 

different components and the 

storage requirements for those 

components. 
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Example blockchain network 
Figure 1 shows an example blockchain network consisting of Hyperledger Fabric that is shared with three 
nodes. Each node represents one of the three organizations within the business network, each interested in 
conducting business on the defined assets. All three nodes have their own copy of the ledger.   
 
The three nodes are separate machines (real or virtual) that are running the Hyperledger Fabric code.  Each 
node is also running the consensus, member services, and audit functions. These functions implement the 
blockchain functions and protocols. The nodes also run the chain code and the smart contract code. The smart 
contract code contains the business logic, defining the rules of governance for the asset.   The entire 
blockchain code on a node is typically run in containers for portability and size efficiency. 
 
The three nodes also have another database referred to as the world state. This database has the current state 
for each asset being tracked in the blockchain. The ledger may have thousands of transactions but may be 
against only a few unique assets. An example of this is a checkbook. The ledger has all the deposits and 
withdrawals from the account, but the world state database maintains only the current balance for that 
account. The storage requirements for the world state database is minimal. 
 
In this example, Node 1 also has connectivity back to its enterprise IT for access to systems of records and 
secondary or supporting data.    
 
There is also user application code that accesses one or more of the nodes to access the asset information in 
the blockchain to initiate transactions.   
 

 
Figure 1. Blockchain network example 
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Storage requirements for blockchain 
To determine the storage requirement for a blockchain network application, the blockchain application in 
broken down to different components. Those components include the blockchain ledger and the secondary 
data for the application itself. 
 

The blockchain ledger 
As a sharable, distributed ledger, each node that has access to the blockchain will have its own copy of the 
ledger. The copies are all identical and get updated when a transaction is committed to the blockchain. In this 
example, there are three copies of the ledger, one on each node.   
 
As transactions are committed to the blockchain, they are combined into blocks. The number of transactions 
per block is determined by batch size and batch interval. The batch size is the maximum number of 
transactions per block. The batch interval is the maximum time allowed between committing blocks, even if 
it is not full.  The block will be committed onto the blockchain either when the block is full, or the interval 
time has elapsed, whichever occurs first. The current default size of a block is 1MB.    
 

Capacity planning 
There are a couple of things to keep in mind when determining the capacity for the ledger. At the time of this 
writing, there is no method to delete, prune, or archive the contents of the Hyperledger Fabric. This is being 
looked at a future release but there is no commitment at this time. Therefore, capacity plans must be made for 
the life of the blockchain application. 
 
For this example, it is assumed that 10 transactions can fit into a single block and they are coming in at a rate 
where only full blocks are written. 
 
Capacity usage per second = (TPS/10) * 1 MB 
 
This capacity must then be extended out over the life expectancy of the blockchain application, which might 
be weeks, months, or years.     
 
Example for a single node: 

• Expect 100 transactions per second 
• 100 TPS / 10 Transactions per block = 10 blocks 
• 10 Blocks x 1 MB = 10 MBps storage usage 
• 10 MBps x 31.536 million seconds per year = 315.36 TB per year 

 
This is a large number and values will vary depending on the number of transactions per second. 
For this example, this number would then need to be tripled, one copy per node. 
 

Performance requirements 
Many blockchain applications require very low latency response time in order to support real-time 
applications such as financial trading or payment applications. This can be best optimized by using flash-
based storage devices. Flash storage devices are solid state and are not slowed down by the performance 
bottlenecks associated with traditional spinning disks. IBM supports flash-based storage across all storage 
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product lines (IBM System Storage® DS8XXX systems, IBM Storwize®, IBM Spectrum Virtualize™, and 
IBM Spectrum Accelerate™).   
 
Other applications do not require low latency response times. The transaction time may be limited by the 
network between nodes (slowing the sharing of the data) or by the processing time of the smart contract code. 
In these cases, storage devices with traditional spinning disk would suffice. Again, IBM supports spinning 
disks across all storage product lines. 
 
The specific type of storage device depends on the requirements of the application. 
 

Security requirements 
Data privacy is a key requirement in a blockchain network. There are many levels that ensure the security of 
the blockchain data. Some are inherent within the blockchain design such as using channels, pointing input 
users to specific nodes, hash or encrypt the data before the data is committed to the blockchain, and restrict 
the roles of users within an organization to specific access privileges.    
 
From a storage point of view, there are three areas to investigate. The first being encrypting the data at rest of 
the ledger data on the storage device. The second area is to provide multitenancy capabilities within the 
storage device. Multitenancy capabilities ensure that one set of resources (users, hosts, management) will 
only see the portion of the storage device they have permission to see. This will keep other users and other 
hosts from seeing and accessing data in another area. The third area is limiting access control to users of the 
storage device to those specific functions that users may need. 
 
All IBM storage subsystems support data at rest encryption and user access control lists. The Spectrum 
Accelerate family of devices, IBM Flashsystem® A9000 and IBM FlashSystem A9000R, have full 
multitenancy support.  
 

Backup / Archive 
As with any other application, the best practice is to back up the data. An added feature blockchain has is that 
each node already has a complete copy of the Hyperledger Fabric data. IBM has a number of backup 
products, which can be used to back up the Hyperledger Fabric data. These include IBM Spectrum Protect™ 
and IBM Spectrum Protect Plus for virtual environments.   
 
For archival, the Hyperledger Fabric has no way to prune or archive out of the blockchain and retrieve later if 
needed. One of the primary reasons to archive data is to move the data from the more-expensive, fast-storage 
device to a slower, less-expensive device when it is determined that the data is no longer needed for frequent 
access. The IBM storage devices support a process called IBM Easy Tier®.  Easy Tier can automatically 
move the data within the array from one tier to another based on usage patterns. This is not specific to 
blockchain but works for all types of data access. Based on the specific product that implements this tiering, 
the data can migrate from flash to spinning disk to cloud, all policy driven.   
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Business resiliency 
Business resiliency refers to an organizations ability to maintain continuous business operations during 
planned and unplanned disruptions. There are currently no specifications within a Hyperledger project for 
this. This can be achieved through traditional methods such as clustering the nodes. So, if one node fails, its 
clustered pair can continue to do the work within the blockchain. It is assumed that the cluster is located in 
the same facility.   
 
Another method is to move the data offsite electronically in real time. Synchronous replication allows for an 
exact copy of the data to be maintained in another location on a transaction-by-transaction basis. There are 
distance limitations (latency limitations) associated with synchronous replication.    
 
All of the IBM storage product lines support synchronous replication.  

Secondary or supporting data 
Secondary or supporting data s is a term used to describe additional data used by a node or nodes to facilitate 
a transaction. In Figure 1, this is shown on Node 1 as a connection back to the enterprise IT infrastructure. 
The secondary data may include information such as, PDF documents, images, or letters of credit. The 
amount of secondary data can be quite large and needs to be calculated on an application-by-application 
basis.    
 
It is possible to store these items in the ledger to allow for easy sharing of that data. However, it is not 
recommended to do so for various reasons. Storing these items in the ledger would cause a large increase in 
traffic between nodes, because all the nodes would need to have those items to store in the ledger. This would 
lead to increased processing times for each transaction as the data needs to also be sent to each node. This 
would be undesirable for some applications.   
 
The secondary data would typically be required by a smart contract to enforce a business run about the 
transaction. One method to manage the data and not put it in the ledger is to include a hash of the address or 
URL where the data resides. If another user or node needs the data, it can be accesses using that address. 
 
Another method that is being discussed is the use of a SideDB. This would enable a private data channel for 
passing this type of data between nodes while maintaining integrity, small size, and speed of the ledger 
database. 

Secondary data storage requirements  
Capacity, Performance, Security, Backup / Archive, Business Resiliency 
 
Determining the capacity requirements for any secondary storage must be taken on an application-by-
application basis. The size and growth of this is based on the data size and the data governance (that specifies 
how long the data must be available). The same holds true for performance, security, backup, archive, and 
business resiliency. Each of these topics were discussed in detail in the section on “The blockchain ledger” 
storage requirements and the same guidelines can be used here. 
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The IBM Spectrum Storage™ Suite of products can be used to support the secondary data storage 
requirements.  The products, are described on the IBM Spectrum Storage Suite web page at: 
https://www.ibm.com/us-en/marketplace/software-defined-storage/details#product-header-top 
  
IBM Spectrum Control 
It simplifies and automates storage provisioning, capacity management, availability monitoring, and 
reporting. This analytics-driven hybrid cloud data management solution can reduce your costs by up to 73%. 
 
IBM Spectrum Virtualize 
It reduces downtime, adds features and unifies storage from over 400 storage systems to make block storage 
more efficient, agile, and cloud-ready. IBM Spectrum Virtualize can increase your data storage by up to five 
times. 
 
IBM Spectrum Accelerate 
It deploys an enterprise data storage platform on-premises, on IBM Cloud, or your private cloud. It enables 
rapid deployment of the DNA of IBM’s fastest systems on your choice of x86 servers, in 30 minutes instead 
of 30 days or more. 
 
IBM Spectrum Protect 
It protects your data with multi-site replication and flexible restore capacity, and reduces your backup costs 
up to 53%. IBM Spectrum Protect can simplify data protection where data is hosted in physical, virtual, 
software-defined, or cloud environments. 
 
IBM Spectrum Protect Plus 
It simplifies data recovery and access for virtual machines. This software can be deployed in minutes and can 
protect your environment within an hour, as a standalone solution or integrated with IBM Spectrum Protect to 
offload copies for long-term storage and governance efficiently at scale.  
 
IBM Spectrum Archive 
It enables the lowest cost, reliable data storage with simplified tape access and the rapid deployment of SDS. 
IBM Spectrum Archive reduces the total cost of ownership for active archive data by up to 90%. 
 
IBM Spectrum Scale 
It supports big data analytics and clustered applications with high-performance, scalable storage that enables 
global collaboration, simplifies workflows, and lowers costs with cloud tiering. 
 
IBM Cloud Object Storage 
It manages data growth from under 100 TB to many petabytes with ease. You can gain leading data integrity 
and security and native hybrid cloud options.  
 
  

https://www.ibm.com/us-en/marketplace/software-defined-storage/details#product-header-top
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Summary 
This paper described where data storage is used in blockchain applications. It also described some of the 
unique requirements that are inherent in a blockchain application. Determining the required storage capacity 
should no longer be a mystery.  
 
The sizing and determining the storage requirements for the secondary should be no different than how 
storage requirements are filled with other applications today.   
 
The good news is as you turn to IBM for blockchain and Hyperledger application development and support, 
the IBM storage product portfolio is there to aid and make the process easier, whether it is in the cloud with 
Blockchain Platform or build your own in your own data center. 

Get more information 
To learn more about blockchain and specifically IBM Hyperledger Fabric, you can contact your IBM 
representative or IBM Business Partner, or visit the following websites:  
 

• Data storage solutions 
  www.ibm.com/storage 
 

• Hyperledger – home page 
  www.hyperledger.org 
 

• IBM Blockchain 
  www.ibm.com/blockchain 
 

• IBM developerWorks – Blockchain  
  developer.ibm.com/tv/blockchain 
 
 

About the author 
Steve Elliott is a business solutions architect within the Storage Offering Management team. You can reach 
Steve at steve.elliott@us.ibm.com 
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http://www.hyperledger.org/
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