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Abstract

The Xerox Network System is composed of heterogencous processors connected across a variety of
transmission media. A series of protocols is defined to describe the communication mechanisms between
system elements. One of these protocols, the Filing Protocol, defines a general purpose file management
system. Current implementations of the protocol, although derived from the Xerox specification. fall
short of providing the interconnectivity between elements desired in a heterogeneous network system.
The definition of an easily implemented protocol subset that provides the common file system functions
of retrieval, storage, enumeration/location and deletion is derived from experiences with several
implementations. This definition and an accompanying implementation document provide a mechanism

to guide future implementations toward increased interconnectivity.

Keywords and Phrases

Network Protocols, Distributed File Systems

Computing Review Subject Codes

C.2.2 [Computer-Communication Networks]: Network Protocols  Protocol architecture; C2.4
[Computer-Communication Networks]: Distributed Systems Distributed applications; D.+ 3

[Operating Systems). File Systems Management - Distributed file systems;



1. Introduction

The Xerox Network Systems (XNS) architecture defines a series of protocols for use between systems in
a distributed computing environment. These protocols provide a mechanism for communicating between
a variety of machines across a variety of transmission media, and encompass the full range of the ISO/OSI
reference model from the physical through application layers. Application protocols are defined for

filing, printing, network object lookup and user authentication.

The Xerox Network Systems provide a general purpose file management system which is heirarchical in
nature and supports a wide variety of functions, including file transfer, access control, file location and
enumeration, random access, serialization and deserialization of directory heirarchies. The Filing Protocol

represents a formal definiton of this file system as wcll as a guide for accessing the system.

As the network model has been refined, implementations of this model became more prevalent. It
became clear that there are many operating systems and application processes which 1) have a specific
need for certain portions, or just a subset, of the Filing functions and/or 2) do not have the requirements
or resources to support the Filing Protocol in its entirety. For example, a subset intended for simple file
transfer and enumeration has a range of uses within the areas of distributed printing. e¢lectronic

publishing and interconnectivity of heterogeneous systems.

Currently several commercial implementations of the Filing Protocol exist for different system
configurations. Although each of these implementations is based upon the XN specification for Filing, in
reality, each of these implementations falls short of the full implementation The result is a lack of
interconnectivity because there is no formal definition of a standard Filing subsct to guide coordination of

the implementation schemcs

This thesis is divided into several sections documenting the c¢volution of a subset of the Filing Protocol
for use as a simple file transfer protocol. The thesis was motivated by my inital expericnces involved

with providing compatible file transfer functionality between three cxisting Filing implementations My
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work resulted in the formal definition and incorporation of the FilingSubset Protocol into the Xerox

Filing Protocol and the development of the accompanying implementor’s guide.

Section 2 is an overview of the XNS architecture and the relationship between the XNS protocol family
and the ISO/OSI Reference Model. Section 3 describes the concepts and terms defined by the Filing
Protocol as a foundation for understanding the more detailed discussions in later sections Section 4
describes several existing Filing implementations and points out the incompatibilities evidenced between
them. This description highlights the difficulty in providing interoperability between various
implementations. Section 5 presents a specific solution to the problems from these implementations of
the Filing Protocol. The choices made in this section are then formalized into a subset of the Filing
Protocol that provides the intended file transfer functionality This formal specification of the
FilingSubset Protocol is presented in Section 6. Appendix A includes the FilingSubset Implementor’s
Guide, a detailed implementation strategy for the FilingSubset Protocol. This strategy describes the
implementation of the protocol from general perspective and describes specific support required on the
UNIX and VMS operating systems. A copy of verion 6 of the Xerox Filing Protocol is included in
Appendix B for reference. This version contains the Xerox definition of the FilingSubset Protocol, which

is an edited version of the specification presented in Section 6 of this thesis



2. XNS Architecture

The XNS architecture defines a family of protocols and standards to provide for the exchange and
handling of information within a distributed network environment. This architecture is an outgrowth of
the 3MB Ethernet used within Xerox from the early 1970's into the 1980’s. This experimental network
was developed at Xerox’s Palo Alto Research Center (PARC) and has been the subject of numerous

published papers.

The XNS protocols represent a refinement of the early research protocols. As the architecture graduated
to the 10MB Ethernet and other transmission media. research continued into numerous application areas

and products were developed to provide greater diversity and richer functionality.

This section presents an overview of the XNS architecture and its relationship to the ISO/OSI reference
model. The intent is to provide the reader with some background on the structured approach of the XNS
architecture and the inter-relationship betwecn the various protocols that it defines This inter-

relationship is important in understanding the definition and use of the Filing Protocol later in this thesis.

2.1. ISO Model

In 1981 the International Organization for Standardization (ISO) defined a refcrence model [11] for Open
Systems Interconnection (OSI) consisting of ~ layers of protocols as shown in Figure 2 1 Each of these
layers offers distinct functions that depend upon the lower layers and in turn are relied upon by the

higher layers. The layers included in this model arc:

Layer 1: Physical This layver performs the actual transmission of data over the physical

communication medium

Layer 2: Data Link This layer providcs reliable transmission by organizing the data into

frames and providing error detection and optionally correction
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Figure 2 1 [SO/OSI Reference Model Protocols

Layer 3: Network The responsibility of this layer is to organize higher level data into
packets which are transmitted to the recipient To perform this, the

network layer must provide for packet addressing and routing

Layer +4: Transport This layer provides reliable end-to-end transmission indcpendent of

any intermediate nodes.

Layer 5: Session The session layer provides for the establishment, management,

synchronization and termination of a user level connection from source



to destination. This connection exists independent of the underlying

transport connections

Layer 6: Presentation This layer translates user data objects into the form transmitted
between systems Common translations may include data compression,

encryption and character code conversions.

Layer 7: Application This layer performs applications specific to the environment in which

the network is used.

The XNS architecture is organized into a series of protocol layers which closely resemble the ISO model.
However, in several instances, a single XNS layer corresponds to multiple ISO layers. The XNS layers and

their association to the ISO model is depicted in Figure 2.2.

2.2. Servers, Services and Clients
Two terms used quite frequently when describing the XNS architecture are those of clients and servers.

Any device attached to the network for the purposes of prov ding a service to network users is referred
to as a server. The collection of software which accomplishes a specific task by following a defined

protocol for interaction is commonly referred to as a service

Several types of servers are evident in the XNS environment A dedicated scrver performs a specific task
and nothing else. A print scrver is an example of such a dedicated server. A server may also be a general
purpose computer capable of providing scveral services simultaneously, such as naming, authentication
and mail services. In addition, a user workstation may function as a network server on occasion. for

example, a temporary file service.

The entity which makes requests of a service is called a client. Clients typically perform work on behalf
of a user; however, services may in fact be clients of other services undcr certain conditions, such as

when a file service contacts an authentication service to validate user credentials
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2.3. XNS Protocols and Standards

2.3.1. Physical/Data Link Protocols

The primary transmission medium used by XNS is the Ethernet [7]. The Ethernet specification describes
both the physical and data link layers as defined by the ISO model. XNS also supports other standard
physical interfaces (RS-232, RS-449 and X .21) and data link protocols (X.25 and synchronous point-to-

point protocol).

2.3.2 Internet Transport Protocols

Typically, a network consists of many sub-network configurations which are connected in some manner.
Each of these sub-networks may use a different physical transmission medium. However, an internet
protocol provides the functions which allow these sub-networks to be addressed as a single uniform
network. The XNS network, like other packet switching networks, routes each packet. or datagram,
individually. This concept differs from that of a virtual circuit in that no prior setup is necessary between
the respective source and destination nodes before data can be exchanged A transport protocol must
provide the mechanisms to insure that packets are delivered to the receiver in the same order in which

they were sent, with no duplication or omission.

The XNS Internet Transport Protocols [9] provide these services through several layered protocols, each

performing a distinct function.

The Internet Datagram Protocol defines the fundamental unit of data. an internet packet, which is passed
within the internet, and also defines the means for these packets to be addressed. routed and delivered
Each packet contains addressing information (source and destination addresscs), control information

(checksum, length, packet type and transport control) and data (encoded higher level protocol data).

The Sequenced Packet Protocol (SPP) provides for the reliable delivery of packets from source to

destination. It is this protocol that guarantees the delivery of packets in order with no duplication or

ommission.



The Packet Exchange Protocol (PEP) provides a facility for efficient request-response oriented
communication. This is typically used when a single internet packet can contain the response data and

the reliability achieved through the use of the Sequenced Packet Protocol is not required.
The Error Protocol provides a standard mechanism for errors to be communicated.

The Routing Information Protocol defines the means by which network routing tables are maintained.
Each network node must maintain a routing table which is used to route individual packets from one
network to another. This protocol provides for the broadcast and maintenance of the information

contained within the tables.

The Echo Protocol defines a simple means to verify the existence and correct operation of anv network

host.

233 Courier (Remote Procedure Call Protocol)

The Courier Protocol [6] defines the manner in which clients and servers interact within the distributed
XNS environment. Courier defines a single request/reply, or transaction. mechanism upon which all

higher level XNS protocols are based

Courier is based upon the remote procedure call model, where an active client invokes operations
provided by a passive network server A Courier call is analagous to a subroutine call where arguments

are passed on the call and values may be conveved on the return, as shown in Figure 2 3.

CALL procedure. arguments

Client Service

RETURN results

. --Or-- :
Active Passive
ABORT error. arguments

Figure 2 3 Courier model

Courier is defined as consisting of three layers  the block stream. the object strcam and the message

stream. The block stream encapsulates the binary data from higher layer packets for transmission by the
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Sequenced Packet Protocol. The object stream imposes structure onto this binary data in the form of
common data types (such as booleans, cardinals. strings, etc.). The message stream structures these data

types into Courier procedure calls and replies.

The message and data types supported by Courier also form the definition for a language in which all XNS
application level protocols are written. The formal definition for higher level protocols consists of

transaction-oriented expressions written in this Courier language.

There may be instances where applications desire to send large amounts of data for which it does not
make sense to pass the data as a procedure argument. For this reason, Courier also includes a Bulk Data
Protocol [2] which defines the mechanism for transmitting simple streams of data between two Courier
applications. For the purposes of transmission. this data may be viewed as a single Courier data object
which is interpreted based upon the context of a recent Courier call. Bulk data transfers may take place in
two forms: immediate, where the initiator is either the sender or receiver of the data and third party.

where the initiator causes the data to be sent from a separate sender to another receiver

2.3.4 Application Protocols

The XNS application protocol layer consists of a set of protocols and standards that support and enhance
those protocols. This layer is further subdivided into three distinct levels, the Application Support

Environment, Basic Application Scrvices and Information Format and Encoding Standards

The lowest level, the Application Support Environment. provides those services used by the majority of
higher level applications. Specifically this level provides the following functions to present a secure and

reliable network for the higher levels:

) location of resources and individuals within the network

L user authentication

) a common time base for the entirc network

. a common character encoding format for files and Courier strings

14-



] standardization for the use of fonts and font services

The Clearinghouse Protocol [4] defines the mechanisms for object naming and addressing within the
network. The Clearinghouse service and associated database is decentralized and replicated throughout
the network. This protocol defines the information stored by the service and the means whereby users

can retrieve the information.

The Authentication Protocol [1] defines the methods used by clients and servers to identify each other in
a secure and reliable manner. This protocol defines the credentials which a user provides to gain access

to the network services and the procedures employed by clients and services to verify these credentials

The Time Protocol [14] defines a standard format for the representation of time within the network and

the manner in which network clients receive the current time from a network time service.

The Character Code Standard [3] defines the encoding of character data within the network This
encoding provides character assignments for Ascii and ISO 646 characters as well as special characters

from many different alphabets, mathematical symbols and graphics characters.

The second level, consisting of the Basic Application Protocols, defines the protocols needed by uscrs of

the network on a regular basis. These protocols provide the following common applications:

o a global network file system
° remote printing

° mail services

° interactive terminal services

The Printing Protocol [12] defines the manncr in which print requests are communicatcd to print seryers

and the status of print requests is determined.

The Filing Protocol [8] defines a gencral purposc distributed file system and the mechanism for transfer of

files within the nctwork.



The Gateway Access Protocol supports terminal emulation and file exchange between non-XNS clients

and XNS services as well as XNS clients and non-XNS services.

The Mail Protocol defines the format of mail messages and the means employed to send and receive these

messages.

The third level, consisting of the Information and Encoding Standards, defines specific formats or
languages for the encoding and decoding of files within the network. This level provides a uniform
format for similar files in an effort to provide users with the ability to edit, print or transmit a file

anywhere within the network, regardless of host hardware or software.

Interpress [10] defines a standard representation for documents which are to be printed It is this
language that is interpreted by a print service prior to the actual printing. Interpress provides device

independence for the creators of print files within the network.

The Raster Encoding Standard is the definition of a general purpose encoding for digital images This
standard is used to represent stand-alone images to be viewed as well as images included within

Interpress files.
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3. Filing Protocol Overview

The Xerox Network Systems provide a general purpose file management system which is hierarchical in
nature and supports a wide variety of functions. including file transfer. access control, file location and
enumeration, random access, serialization and deserialization of directory heirarchies. The Filing Protocol

represents a formal definiton of this file system as well as a guide for accessing the system.

The protocol being defined by this thesis evolved as a subset of the Filing Protocol because there were
existing implementations of the Filing Protocol and compatability with these implementations could be
preserved. Since the Filing Protocol contained the level of functionality desired for the protocol being
defined, that functionality simply needed to be separated from the full protocol into the definition of the

subset.

A brief description of the basic concepts of the Filing Protocol is presented here to provide a background
for the remainder of the thesis. A detailed description of the protocol is not intended. since manyv of these
details are not relevant to this thesis. Instead, the complete Xerox specification of the Filing Protocol is
included, for reference, in Appendix B. The description of the protocol that follows defines the terms and

concepts intrinsic to understanding the work presented later

3.1 Clients and Servers

The Xerox Filing Protocol is a formal specification of a gencral purpose file system It defines the
interaction that takes place between a filing client. an entity requesting work to be done on behalf of a

user, and a file service. the entity accepting requests for work.

A client may have an explicit user interface. where specific user inputs control the client process actions.

or it may be invoked during the execution of a process where there is no user interaction.

A file service may. but is not required to, exist on a separate processor or server. Multiple separate file
services may in fact reside on a single server A gencral time-sharing computer may provide a file scrvice

to allow some level of file access to users not resident on that machine



All files within a file service are organized in a heirarchical manner. Each service contains a single root
directory which in turn contains various descendant subdirectories and files All files residing directly in
a directory are referred to as children of the directory file. The directory which contains a file is. in turn.

that file’'s parent.

3.2 Procedures

The Filing Protocol defines a set of procedures for various levels of file access and transfer. The

procedures defined in the Xerox specification are:

Session Management--

Logon establish a session
Logoff terminate a session
Continue retain an open session during a period of inactivity

File Access--

Open open a file

Close close a file

Create create a file with no content
Delete delete a file

Access Control Management--

ChangeControls modify the controls in effect for a previously opened file
GetControls retricve the controls in effect for a previously opened file
UnifyAccessLists unify the access lists for a subtrec

Attribute Management--

ChangeAttributes modify the attributcs for a file

-18-



3.3

The Filing Protocol is a session oriented protocol. in that an explicit user logon must be performed to

establish a session, with a subsequent logoff terminating the session. All procedure calls issued by the

GetAttributes

Remote File Management--

Copy

Move

File Transfer--

Retrieve

Store

Replace

Serialize

Deserialize

Random Access--

ReplaceBytes

RetrieveBytes

File Enumeration--

Find

List

Sessions

retrieve the attributes for a file

copy a file and its descendants to another directory

move a file and its descendants to another directory

retrieve the contents of a file

create a file with contents

replace the contents of an existing file

encode a file and its descendants into a stream of bytes

reconstruct a file and its descendants from a stream of bytes

overwrite or append to the existing content of a file

read a range of bytes from an existing file

locate and open a file in a directory

return attributes about files in a directory

client relative to the initial logon request take place in the context of that session

A unique identifier called a scssion handle is used by both client and scrvice processes to maintain the

context of a user session. Upon successful validation of the user credentials. the service creates the
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session handle and returns it to the client. This handle is then used on all subsequent client calls within
the same session until a logoff occurs. The logoff signals termination of the session and causes the client

and service to discard the corresponding session handle

Sessions may vary greatly in their duration and amount of activity. A file service may terminate a session

at any time when a remote procedure call is not in progress.

3.4 Users and Authentication

Each session requires that some user identification be presented to the service process. The Filing
Protocol provides for the use of both primary and secondary credentials. Primary credentials are in a
form defined in the Authentication Protocol [1] and are validated against a network Authentication
service. Secondary credentials are file service specific and may be required as needed by the underlying
service operating system. The service performs the necessary validation of the credentials presented as a

part of logging on to the service.

3.5 Files: content and attributes

The basic unit of operation within the Filing Protocol is that of a file A file is a logical grouping of data

which is stored as a single unit.

Each file is viewed as either temporary or permanent. Temporary files do not reside in any directory and
only exist for the duration of all sessions which have the file open. Permanent files reside in a specific

directory and remain therc until explicitly deleted

Each file consists of two distinct parts: content and attributes The content of the file is the data actually
contained in the file as a scquence of eight-bit bytes This data is uninterpreted by the file service except

in the case where a specific format is dcfined for the transfer of the data

Attributes are additional data items associated with a file's content that may be used to provide additional

identification or description of a file. Attributes may either be interprcted, in which case they have a



specific meaning to a file service and result in a defined behavior, or uninterpreted, in which case they

are stored on the file service but interpreted only by the client

Each attribute is designated by an attribute type, many of which are defined by the Filing Protocol. Fach

of these defined attribute types must be interpreted by all file services implementing the Filing Protocol.

Attributes normally are obtained and modified by explicit client action; however, certain procedures do

result in file service modification of attributes.

Interpreted attributes exist in several different categories:

identification related fileID. isDirectory. isTemporary. name. pathname. type and version
content related checksum, dataSize and storedSize
parent related parentID and position
event related createdBy, createdOn, modifiedBy, modifiedOn, readBy and readOn
directory related childrenUniquelyNamed, numberOfChildren, ordering, subtreeSize and
subtreeSizeLimit

access related accessList and defaultAccessList

3.6 Handles

Filing clients issue requests to a file service to operate on files When a service creates a new file or
opens an existing filc on behalf of a client, a file handle is created and returncd to the client. This handle
is used by the client and service to identify the file within the context of a session. The handle is

discarded once the filc is closed or the session is terminated

The actual structure of a file handle is service specific and is only interpreted by the file service.

3.7 Controls

A client may request access to a file with certain access characteristics to be imposed by the scrvice.

These characteristics, called controls, are presented with the request to open the file and specify the



intended interaction with a file by the client. Controls can be used by the service to determine the level
of interaction with a file that can occur simultaneously by several clients. Since controls are relative to a
given file handle, they can also be used to control access by the same client if a file is opened multiple

times in a single session. Specifically, controls can designate:

lock a type of lock (none, share or exclusive)

timeout a timeout period to be used in waiting for a lock

access a set of access permissions requested for a file
38 Scopes

When clients enumerate or locate files, they specify arguments, called scopes, to describe the selection

criteria to use Scopes can specify the following:

count the maximum number of files to present to the client

depth the nesting level of descendants to consider during the search

direction the direction of examination. either from beginning to end or end to beginning
filters the conditions on attributes to be used for identification (condition is True or

False, condition equal to a constant, or a logical combination of conditions)

3.9 Errors

Consistent with the Courier model. the Filing Protocol will return appropriate errors when a procedure

call cannot be scrviced correctly. Specifically, the following classes of errors may be returned

AccessError the desired file access is not possible

ArgumentError a specified argument (attribute, control or scope) type or value was
invalid

AuthenticationError the user could not be validated

o
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ConnectionError the bulk data connection could not be established

HandleError the specified file handle was invalid

InsertionError the specified file could not be inserted into the directory
RangeError the specified random access byte range was invalid
ServiceError the session could not be created or terminated
SessionError the specified session handle was invalid

SpaceError the specified storage for the file could not be allocated
TransferError the bulk data transfer encountered a problem
UndefinedError an implementation dependant problem occured



4. Implementation Descriptions

This section presents descriptions of several existing implementations based upon the Xerox Filing
Protocol definition. These descriptions are intended to demonstrate the potential areas of incompatibility

arising from the differences in each implementor’s choice of a specific subset.

This section will discuss the following implementations : 1) the Xerox Network Systems 8037 File Server
and Xerox Development Environment FileTool client, 2) Implementation A for VAX/VMS and 3)
[mplementation B for VAX/4 2BSD UNIX and System V UNIX. The anonvmous identification of the latter
two implementations results from the proprietary nature of the corresponding commercial products.
They are included in the discussion because they are working examples of diffcrent implementations,
each of which attempted to support useful functionality. They provide concrete examples of the various

forms of incompatibilities which may be expericnced.

The descriptions presented will compare the implementations with regard to two categories: attribute
acceptance/usage and procedure support. The discussion of attribute acceptance and usage focuses on
the acceptance and retention of Filing attributes by a file service and the usage of attributes by the
clients. The discussion of procedure support describes where the implementations differ from the Filing
Protocol in their support for Filing procedures This description does not encompass the full detail of
these implementations, rather, it is intended to provide a perspective on the alternatives available when
implementing a subset of the protocol and the interoperability problems which are a result of these

alternatives.

The problems pointed out in this section provide the motivation for this thesis They forcibly
demonstrate the need for a single well defined protocol, in order to achicve interoperability between
heterogeneous implementations. Section 5 describes some of the specific choices made in defining this
standard subset and Section 6 specifies the resulting Filing Protocol subset which provides the desired

file transfer facility.



4.1 Attribute Acceptance - Services

Table 4.1 lists the attributes allowed on those procedures accepted by at least two of the various server
implementations. From this table, it is evident that only a small subset of attributes is actually accepted
and subsequently retained by each of the implementations and that the intersection of all three represents

an even smaller subset.

4.1.1 Xerox 8037 File Service

The Xerox 8037 File Service supports the full Filing Protocol with respect to attribute support The List
and GetAttributes procedures allow specification of any attributes and will return appropriate values for
the attributes requested. The Open and Store procedures allow only those attributes specified as legal in
the series of tables in Section 3.10 of the Filing Protocol [8]. Attribute specification is also supported for
the Copy, Deserialize, Move and Replace attributes although they are not included in Table + 1 since

neither the VMS or UNIX implementations support these procedures

4.1.2 VAX/VMS File Service

The VAX/VMS service only supports those attributes which readily map into specific VMS file system
constructs. In addition, the range of attributcs supported is not consistent across each of the procedures
implemented. Attributes that are not included in the table are not accepted and the corresponding
procedure is rejected. Howcever, not all attributes accepted on various procedures are. in turn. retained

by the file service.

A List procedure is rejected if an attribute type other than createdBy, createdOn, datasize. filelD.
isDirectory, modifiedOn, name, readOn, type or version is specified. Appropriate values are returned for

each of these attributes.

The Open procedure only accepts the file[D, name, parentID and version attributes. The Open will be

rejected if the parentID value is not nullfilelD

v
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VAX/VMS UNIX
Procedure Xerox 8037 File Service File Service File Service
ChangeAttributes accessList procedure not supported all actribute types
checksum
childrenUniquelyNamed
createdBy
createdOn
defaultAccessList
name
ordering
position
subtreeSizeLimit
type
version
Create accesslist procedure not supported all attribute ty pes
checksum
childrenUniquelyNamed
createdby
createdOn
dataSize
defaultAccessList
isDirectory
isTemporany
name
ordering
position
subtreeSizeLimit
type
version
GetAttributes all attribute types procedure not supported dataSize
(values returned for isDircctory
these attributes) modifiedOn
name
type
List all attribute types createdBy dataSize
(values returned for createdOn isDircctony
these attributes) dataSize modificdOn
fileID name
isDirectory type
modifiedOn
name
readOn
type
version

Table 4.1

Scrvice acceptance of attribute typcs
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VAX/VMS UNIX
Procedure Xerox 8037 File Service File Service File Service
Open file[D fileID all attribute types
name name
parentID parentID
pathname version
version
Store accessList createdBy all attribute types
checksum createdOn
childrenUniquelyNamed dataSize
createdby isDirectory
createdOn name
dataSize type
defaultAccessList version
isDirectory
isTemporary
name
ordering
position
subtreeSizeLimit
type
version

Table 4.1 (continued)
Service acceptance of attribute types

The Store procedure is rejected if the client specifies an attribute type other than createdBy. createdOn,
dataSize, isDirectory, name, type or version. Only the attributes name, type and version are actually

retained with the file; values for the other attributes are accepted but ignored

The ChangeAttributes, Create and GetAttributes procedures are not supported by the VMS

implementation.

4.1.3 UNIX File Service

The UNIX file service supports a different subsct of Filing attributes. Again, only those attributes readily
mapped into Unix file system constructs are supported and retained with the files. The file service will

accept, but not retain, attributes which it does not support.



The ChangeAttributes procedure only allows the name attribute to be specified. If the name attribute is
not specified, the procedure is rejected; however, specification of other attributes does not cause the

procedure call to be rejected.

The Create, Open and Store procedures accept all attributes and do not reject the procedure call
according to the legality of the attributes as specified in the Filing definition. Although specification of
the isDirectory and name attributes are necessary for the service to process the Open procedure call, the
procedure is not rejected if either of these attributes are missing. All attributes specified on the Create

and Store procedures, with the exception of isDirectory and name are not retained

The dataSize, isDirectory, modifiedOn, name and type attributes are accepted by the GetAttributes and
List procedures and appropriate values returned. Other attributes are accepted, but values are simply

omitted from the list returned to the client.

4.2 Attribute Usage - Clients

Table 4.2 compares the use of attributes by clients on thosc procedures supported by one or more clients
For each procedure, the client may use any combination of the attributes listed. This table in conjunction

with Table .1 is useful in identifying the incomptabilitics between the various clients and scrvices

4.2.1 XDE FileTool

The Xerox FileTool uses a subset of the defined Filing attributes depending upon the higher level user
function being performed. For example, the Open procedure may specify the pathname or file[D attribute
depending upon whether a previous GetAttributes was performed to determine the file[D attribute value.

The List procedure only requests those attributes actually specified by an option in the user interface.

Usage of attributes by the FileTool client is legal as defined by the tables in Section 3.10 of the Filing

Protocol [8].
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4.2.2

VAX/VMS Client

Client usage of attribute types

VAX/VMS .
Procedure XDE FileTool / UNIX Client
Client
e
ChangeAttributes procedure not used procedure not used name
Create procedure not used procedure not used name
type
GetAttributes pathname procedure not used dataSize
modifiedOn
name
type
List createdBy dataSize dataSize
createdOn isDirectory modifiedOn
dataSize name name
modifiedOn type type
name
pathname
readOn
type
version
Open file[D name isDirectory
name name
pathname
Store createdOn dataSize dataSize
dataSize isDirectory modifiedOn
name name name
type type type
Table + 2

The VAX/VMS client only uses those atributes necessary to identify files and maintain round-trip

integrity of the data between Xerox and corresponding VMS services. Thosc attributes supported include

dataSize, isDirectory, name and type

4.2.3 UNIX Client

The UNIX client also makes use of only a small set of attributes for the same reasons as the VM client

However, the modifiedOn attribute is also specified on several proccdures even though it is illegal as

defined by the Filing Protocol.



4.3 Procedure Support - Services

Table 4.3 depicts the level of support for Filing defined procedures by the various implementations. Each
non-empty entry describes digressions from the Filing Protocol that are evidenced by these

implementations.

4.3.1 Xerox 8037 File Service

The Xerox 8037 File Service implementation was the original implementation of the Filing Protocol and
provides support for much of the protocol as defined Some anomalies are present which are of specific

importance when considered in conjunction with the other implementations.
The List procedure does not allow specification of the pathname attribute on a filter of type matches

The Create and Store procedures allow the isDirectory and type attributes to have conflicting values. The
isDirectory attribute is the sole indicator of directory files on the file service; specification of a tDirectory
type value without an accompanying isDirectory value of TRUE does not create a directory on the file

service.

4.3.2 VAX/VMS File Service

The VAX/VMS implementation supports a limited sct of procedures. The Logon. Logoff. Open. Close.
Delete, Store, Retrieve, List and Continue routines are the only procedures supported Of these. only the

Logoff, Close, Delete and Continue procedures do not impose some restrictions upon their use.

The Logon procedure will only accept Authentication credentials of type simple. An appropriate

rejection is issued if other credentials types are specified.

The Open procedure is restrictive in the type of attributes it allows The acceptance of attributes is

described in Section +.1.1.

The Store procedure also imposes restrictions on the types of attributes accepted and subscquently

retained as discussed in Section + 1.1. Only controls of type exclusive lock are accepted; all others are



VAX/VMS X
Procedure Xerox File Service / UN
File Service File Service
0 e ————————————
Logon - credentials (simple) credentials (not in Xerox
form)
Logoff - - -
Open -- attribute supgort attribute support
controls (only exclusive lock) | all controls accepted but not
implemented
Close - - -
Create - not supported attribute support
all controls accepted but not
implemented
Delete - - -
GetControls -- not supported not supported
ChangeControls - not supported not supported
GetAttributes -- not supported -
ChangeAttributes -- not supported --
Move - not supported not supported
Store = controls (only exclusive lock) | separate procedure for tText
remove CR from tText storage
records all controls accepted but not
implemented
Retrieve - added CR to tText records separate procedure for tText
retrieval
Serialize - not supported not supported
DeSerialize -- not supported not supported
Find -- not supported not supported
List -- scopes (count or filter of type implemented own
matches on pathname or wildcarding procedures
equal on version attribute) scopes (not implemented)
Continue - - -
UnifyAccessLists -- not supported not supported
RetrieveBytes - not supported not supported
ReplaceBytes -- not supported not supported

Table + 3

Service implementations - Non-support of procedurcs




rejected. A conversion of file content is performed on incoming files of type tText to preserve the
editability of simple text files throughout the network. The service assumes that a carriage return is the

record delimiter and subsequently strips these characters to form records when writing to V'MS files.

The Retrieve procedure performs the inverse conversion of file content if the file being transferred is of
type tText. Specifically, a carriage return character is inserted at the end of each record as it is entered

into the bulk data stream.
The VMS service does not allow storage or retrieval of directory files.

The List procedure only allows specification of a few types of scopes: 1) count or 2) filter of type
matches on the name and 3) filter of type equal on the version attribute. In addition, the count scope is
not used when formatting the returned attribute list. The List procedure also imposes restrictions on

acceptance of attribute types as described in Section +.1.1.

4.3.3 UNIX File Service

The UNIX service implementation supports only the Logon, Logoff, Open. Close, Create. Delete,
ChangeAttributes, GetAttributes. Store, Retrieve, List and Continue procedures. The Logoff, Closec, Delete

and Continue are the only procedures which impose no restrictions beyond the Filing Protocol definition

The Logon procedure accepts only credentials in the simple form; however. the encoding of the
credentials data docs not adhere to the Authentication Protocol, since the XNS model of authentication is

not supported.

The Open and Create procedures impose restrictions on the types of attributes accepted, as described in
Section 4.1.3. In addition, several non-Filing attributes are defined and are requircd by the service to
identify files. These procedures also accept all controls types. even though no form of controls is

provided by the service.

The Store procedure, like Open and Create, accepts all controls types without providing specific support

for them. The preservation of editability of simple text files is also provided, but in a manner unlike that



chosen by the VMS implementation. Specifically, an implementation-specific procedure is defined which
is used to store files of type tText. The content of these files is actually maintained across the bulk data

stream by defining a format for encoding the data into the bulk data stream.

The Retrieve procedure is identical to that defined in the Filing definition. However, a separate routine is
implemented for retrieval of files of type tText. This procedure simply performs the inverse of the

encoding performed by the analagous Store procedure.

The List procedure was totally incompatible with the Filing definition since the scope selection
mechanism was not implemented. The client used an implementation-specific procedure to establish the
context for wildcard searches on the service. The List procedure was then used to determine the next file

matching the previously specified file specification and return the requested attributes.

4.4 Procedure Support - Clients

Table 4.4 describes those procedures used by the various client implementations and any restrictions on
their use. Many of the restrictions described are complementary to restrictions enforced by the

corresponding file service.

4.4.1 XDE FileTool

The Xerox client only uses the Logon, Logoff, Open, Close, Delete, GetAttributes, Store, Retrieve, List and
Continue procedures. All procedures are implemented in accordance with the Filing definition. The
Delete procedure does, however, make use of multiple transport connections specifying a single Filing
session handle. Although this feature is allowed by the definition of Courier, it is not used by the other

client implementations.

Controls specified on the Open and Store procedures are of type empty. The List specifies a filter of type

matches on the name attribute.
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Procedure XDE FileTool VAX/VMS Client UNIX Client
Logon -- credentials (simple) credentials (not in Xerox
form)
Logoff - - -
Open attribute use attribute use attribute use
controls (empty) controls (empty) controls (empty)
Close - - -
Create not used not used attribute use
Delete uses multiple transport - -
connections for a single
session
GetControls not used not used not used
ChangeControls not used not used not used
GetAttributes -- not used attribute use
ChangeAttributes not used not used attribute use
Move not used not used not used
Store attribute use attribute use attribute use
controls (empty) controls (empty) controls (empty)
add CR to tText records separate procedure for tText
storage
Retrieve -- remove CR from tText separate procedure for tText
records retrieval
Serialize not used not used not used
DeSerialize not used not used not used
Find not used not used not used
List scopes (only filter of type attribute use attribute use
matches on name attribute) scopes (only filter of type implemented own
matches on name attribute) wildcarding procedures
scopes (not implemented)
Continue - -- -
UnifyAccessLists not used not used not used
RetrieveBytes not used not used not used
ReplaceBytes not used not used not used

Table + +

234

Client implementations - Non-support of procedures




4.4.2 VAX/VMS Client

The VMS client implements the same procedures as FileTool with the exception of the GetAttributes
procedure. Attribute usage on those procedures is legal as defined by the protocol, although only a

limited number of attributes are used, as described in Section +.2.2.
Simple credentials are specified by the client on a Logon procedure.

Controls specified on the Open and Store are empty. The List procedure performs selection with a filter

of type matches on the name attribute.
The Store and Retrieve procedures perform the same conversion of tText file content as the VMS service
4.4.3 UNIX Client

The UNIX client implements the ChangeAttributes and Create procedures in addition to the procedures
supported by the XDE client. The subset of attributes implemented for use on those procedures is

described in Section +.2.3.

The Logon procedure uses credentials of type simple, but does not encode the data according to the

Xerox Authentication Protocol.

Empty controls are specified on the Open, Create and Store procedures. The Create proccedure is only
used to create empty directory files. Howcever, the type attribute is used to convey a type of tDirectory
without an accompanying isDirectory attribute. This use is legal according to the Filing definition but is

in conflict with the Xerox file scrvice implementation

The client also uses two implementation-specific procedures for the storage and retrieval of type tText
files. These procedures perform the same encoding’decoding of file content as their counterparts

implemented in the UNIX file service.

Wildcard listing is also performed via an implementation-specific procedure which is used by the client

to set up an initial search context. The List procedure is then used to retricve the desired attributes about



each file matching the wildcard criteria. The Filing selection mechanism of scopes is not implemented by

the client.
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5. Implementation Incompatibilities

A well defined protocol, such as the Filing Protocol, minimizes the opportunities for incompatibilities
within implementations of the protocol. However, implementation of only a portion of the full protocol
increases the possibility that the interoperability will be reduced. Section 4 describes specific points
where the implementations discussed were not compatible because there was only a small intersection in
the subsets of the protocol chosen for implementation. The resulting disparity in implementation

strategies points out the need for a single subset which is supported across all implementations.

Maximum compatibility between implementations of a subset protocol is based on a well-specified set of
procedures and attributes which form a required basis for all implementations to support. This definition
must precisely specify the actions performed by each of the procedures and the handling of the defined
attributes within each of those procedures. A richer set of functions may be implemented as incremental

levels of support beyond the defined base level.

This section discusses the potential areas of incompatibility and selects specific solutions that are used to
build the specification of the subset protocol in Section 6. Alternatives are selected based on the need for
file transfer between heterogeneous systems.

5.1 Areas of incompatibility

The descriptions of the various Filing Protocol implementations in Section + indicate many areas of
incompatibility between the implementations. The causes of the incompatability witnessed in these

implementations can be divided into two categories:
° non-support of Filing constructs by the native operating system

. alternate specifications in the Filing Protocol



5.1.1 Non-support of Filing constructs by the native operating system

The XNS protocols were defined for use in a distributed system consisting of homogenous processors and
operating systems. As heterogeneous processors and operating systems were introduced into this
environment, the need to implement the protocol on top of existing file systems became critical because

a great deal of host software was already based on the underlying file system.

Successful implementation of the Filing Protocol on an existing file system must integrate Filing
constructs with the native operating/file system. thus enabling the protocol to act as a natural extension
of the native system. In many cascs, the mapping of defined Filing constructs to existing file systems is
not easily accomplished. This is due to the inability of the native operating or file system to provide

Filing functionality in the following areas:

) procedure support

. attribute retention and retrieval

. usc of controls to insure file integrity

) syntax of file names

. deletion of directories and all descendants
5.1.2 Alternate specifications in the Filing Protocol

The Filing Protocol is the detailed definition of a complcte file system I[n many cascs. the richness of the
protocol allows alternative methods to achicve the same results. For implementations not supporting the
full protocol, these alternatives lead to incompatible implementations.

The following examples point out several alternatives for specific actions which exist in the Filing

Protocol:

. specification of Open attributes to identify a file



U opening a file by use of the pathname attribute on Open or successive opening of nested

directories specifying the name attribute

. use of the isDirectory and type (tDirectory) attributes to designate a directory on a Store

5.2 Resolving Incompatibilities

Resolution of the above-stated incompatabilities is required to support interoperability between different
implementations. This section proposes particular solutions to these problems. These choices are used as

the basis for the subset protocol definition presented in Section 6.

The alternatives chosen are based upon the requirements of the protocol subset. The protocol is intended

to provide:
. common file system functions of retrieval, storage. enumeration and deletion
. round-trip equality of file content
. compatibility with common host proccssing activities (i.e.. text editing, backup/restore,
etc.)
J preservation of attributes essential to the above functions
5.2.1 Non-support of Filing constructs by the native operating system constructs

The usefulness of a Filing Protocol implementation on a specific operating system requircs successful
integration of Filing constructs with the existing file system. Much of this integration depends upon the
features provided by the host operating/file system Each of the arcas presented in Scction 5 1.1 are

examined and a specific alternative is presented. under the constraint of keeping the subset as small as

possible.

Procedure support

The initial step in supporting a subset of the full protocol on an existing file system is to decide which

procedures must be implcmented. The functions of retrieval, storage. enumeration and deletion can be



casily accomplished with the following set of procedures: Logon, Logoff, Open, Close. Delete, Store.
Retrieve, List and Continue. The remaining Filing procedures introduce added functionality and
complexity that is not essential to the common file exchange functions desired or simply duplicate

actions that can be performed by one of the above procedures.

The GetAttributes and List procedures allow retricval of the attributes associated with a given file or
files, respectively. List allows the client to specify the selection criteria for the files to be listed. while the
GetAttributes procedure is constrained to a single file which has previously been opened. The desire to
support specification of wildcard file formats led to the choice of the List procedure in the set of
mandatory procedures. The GetAttributes procedure is not considered essential since the specification of

a single file on a List can be used to obtain the same results.

The Create and Store procedures allow the creation of empty and non-empty files, respectively.
However, the Store procedure can also be used to create empty files by sending a bulk data stream
containing no data or by specifying BulkData nullSource as the source stream Since use of the Store is the
sole procedure for conveying file content to a service, use of the Create is not esscntial for the creation of
empty files. A given service must allow the usc of a null bulk data stream on the Store procedure to effect

creation of an empty file

This set of implemented procedures provide the context for discussion of other incompatibilites.
Problems evidenced on procedures which are not included in this list are irrelevant to the remaining

discussion.

Attribute retention and retrieval

The support for retention and retrieval of Filing attributes is the largest area of discrepancy between the
implementations discussed previously. Each implementation uses its own subset of attributes for the

desired functions and assumes compatability only with similar implementations.

Comparing the facilitics provided by different operating and file systems with the requirements of the

subset protocol indicate a set of attributes which are commonly implementable and useful across all
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systems. These core Filing attributes convey the information which is most useful to other host utilities.
The Filing attributes createdOn, dataSize, isDirectory, modifiedOn. pathname and type are designated as
the set of attributes which must be supported by all implementations. This level of support implies that a
service implementation must retain the value for each of these attributes when presented on a Store
procedure and must also return the appropriate value when requested on a List Clients are also

responsible for retaining these attributes when retrieving a file from a service.

The majority of the remaining Filing-defined attributes do not easily map to existing file system
constructs on many popular file systems. In some cases (i.e , createdBy, file[D), legal Filing values cannot
be maintained by the file system; in others (i.e., accessList, ordering, version), the functionality implied

by the attribute is non-existant.

The definition of these mandatory attributes. in combination with the set of required procedures.
provides the backdrop for the discussion of more specific problems as they relate to these procedures

and attributes.

Use of controls to insure file integrity

Controls are used by the Filing Protocol to insure file integrity by controlling multi-clicnt access to files
When dealing with existing file systems, this functionality may already exist. although in a potentially

different form.

For those procedures designated as mandatory. it is reasonable to assume that the default access
mechanisms provided by the resident operating system are sufficient. The ability to implement Filing-
defined controls may require changes to the resident file system and therefore contradict a major goal of

defining the subset protocol Therefore. no specific support for controls is required or assumed by a

given service implementation
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Syntax of file names

One of the most obvious inconsistencies across heterogeneous systems is that of file name conventions.
The constraints imposed upon file names by various systems can sometimes lead to very complicated
conversion algorithms. The definition of the Xerox pathname syntax in the Filing Protocol introduces yet

another convention for implementations to consider.

When coupling the intended use of the implementations with the desire for ease of implementation, the
obvious strategy is to allow specification of pathname values in the syntax of the intended service file
system. This strategy implies that the filename syntax on two systems mayv be radically different, but in
most cases, the user knows the conventions of the intended system and can specify an appropriate value.
The specification of service-specific wildcard file names on a List is also allowed by this scheme. The
need to define and implement any mapping algorithms is eliminated; however, individual

implementations may still support alternate syntaxes (such as the Filing pathname syntax) as desired.

Deletion of directories and all descendants

Deletion of directorics as specified in the Filing Protocol implies deletion of all descendant files for that
directory. Support for this feature may differ from system to system depending upon the structure of the
resident file system For this reason, deletion of directorics is not required and a given service is allowed

to return an appropriate error.

5.2.2 Alternate specifications in the Filing Protocol

The Filing Protocol allows the use of alternate mechanisms for accomplishing spccific functions. The
existence of these alternatives implies that more than one method can be used to effect a given result

This in turn fosters incompatibility when an implemcntation chooses to support one alternative without

providing support for the others.

The resolution of this class of problem involves mandating support for onc of the alternatives. All

implementations are required to support the single alwernative defined by the subset protocol. Support



for other alternatives may exist at the discretion of individual implementations This provides a common
ground for all implementations to perform the desired actions and thus maximizes interoperability with

other implementations.

Specification of Open attributes to identify a file

The Filing Protocol allows a client to specify a given file on an Open procedure through the combination
of several attribute types: fileID, name, parentID, pathname and version. Since the fileID, namec, parentID
and version types are not included in the set of mandatory attributes to be supported by each
implementation, use of the pathname attribute becomes the required method of identifying files on an

Open.

Use of the pathname attribute on an Open or successive opening of nested directories

For historical reasons, several implementations of the Filing Protocol have used the name attribute with
an accompanying directory handle to identify a file on an Open. The name attribute specifies the name of
the file as it exists relative to the directory associated with the supplied directory handle. Since the value
for the name attribute is relative to the immediate parent, the client must successively issue an Open (and
Close) for each directory identified as an ancestor of the desired file For instance, to open the file
A/B/C/D (assuming the Xerox specified pathname syntax), the client would open A, open B, (closc A),
open C, (close B) and open D. Use of the pathname attribute allows the client to simply specify the

absolute form, A/B/C/D, on the Open.

In Section 5.2.1 5 the syntax of the pathname attribute value was defined to be service-specific. This
implies that a given clicnt may not know a given scrvice syntax and thus be unable to parse the pathname
value and call the successive Opens Since pathname was previously defined to be a mandatory attribute
and the form of the pathname value is specified relative to the root directory. use of the successive
Opens is not encouraged A service implementation may require use of the pathname attribute on the
Open with an accompanying directory handle value of nullHandle It is recognized that in certain cases.

the inability of the client to know the appropriate scrvice syntax may in fact cause the service to open a



file different from that intended by the client. However. for the implementations examined by this thesis,

the number of these cases is relatively small

Use of the isDirectory and type (tDirectory) attributes to designate a directory file

The Filing Protocol includes two mechanisms for specifying directory files. Although there appears to be
a redundancy in this definition, actual implementations use only the isDirectory attribute to designate a
directory file. A type value of tDirectory when not used in conjunction with an isDirectory value of True,

will create a non-directory file of type tDirectory.

To prevent confusion on the part of clients, this ambiguity is resolved by dictating that the isDirectory
and type (tDirectory) attributes are essentially the same Specification of one without the other will have
the same effect; conflicting values when both attributes are specified will result in an error. This allows

directory files to be created on a service by specifying either an isDirectory value of True. a type value of

tDirectory, or both.
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6. FilingSubset

The previous sections have provided background related to the the development of a subset of the Filing
Protocol primarily for use as a file transfer protocol between heterogeneous systems. This section
presents the formal specification of the FilingSubset. a subset protocol of the Filing Protocol that makes
use of the choices identified in Section 5. The specification which follows was edited and subsequently
adopted by Xerox as the definition of the FilingSubset Protocol included in version 6 of the Filing

Protocol (Appendix B).

6.1 Overview

6.1.1 Motivation

The Filing Protocol represents the specification of a general purpose filing system which defines the
interaction that takes place between client and server processes within the Xerox Network System This

protocol acts as the definition of the file system as well as a guide on how to use that system.

As the formal specification for a file system, the Filing Protocol provides mechanisms for file access,
transfer and management. As the network model matured. the addition of new network processors and
application processes introduced requirements for varying levcls of filing service. The motivation to
provide a consistent base level of service across all processors increased with the inability of new
implementations to provide the full level of service stated in the Filing Protocol The motivations for
defining a consistent subset for implementation across a wide variety of processors stems from scveril

areas including:

o the ability to allow file exchange without the support necessary for a full level of service
. the ability to provide XNS Filing access to the native file system resident on a *foreign’ host
. the ability to allow XNS Filing access to the files on a system whose primary purpose is not

to provide a file service
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6.1.2

the inability of the native operating system on several 'foreign’ hosts to support Filing

features and constructs

the expense of software development and resource utilization necessary to support the full

Filing Protocol

Requirements and Goals

The definition of a subset of the Filing Protocol is guided by a set of requirements and goals. In general,

the requirements are to provide a useful and compatible level of service within the context of the Filing

Protocol. The requirements set forth for the definition of the FilingSubset are:

provide the common file system functions of retrieval, storage, enumeration and deletion.

facilitate compatibility by remaining a proper subsect of the Filing Protocol.

build upon the Xerox Network Systems Authentication model in addition to the native

operating system model for authentication.

retain round-trip equality of file content.

A set of goals is also defined which, although not required nor guaranteed, are important to the overall

usefulness for elements implementing the subset. The following goals are desirable in the definition of

the FilingSubset:

round-trip preservation of attributes (the ability to store a file on a remote system and

retrieve it at a later date with all attributes intact).

the ability to perform common processing activities on a file regardless of on which system

it currently resides (for example, text editing, data base listing and backup/restore).

ease of implementation of both client and server code on a wide variety of systems.
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6.2 Definition

The FilingSubset defines a guaranteed minimal level of service which is supported by both clients and
servers implementing the Subset. This service is defined as a set of restrictions on the Filing Protocol
definition. The mandatory restrictions define specific implementation alternatives specific to the

FilingSubset.

The FilingSubset is a proper subset of the Filing Protocol. This guarantees that both actions and
responses defined in the subset are identical to those in the Filing Protocol. The subset also guarantees
that clients that implement the subset can interact with a service implementing the full Filing Protocol In
addition, a client using the full protocol can interact with a subset service by restricting its use of

procedures and arguments to those included in the subset definition.

In all cases, the procedures, arguments and errors defined in the subset are identical to those in the Filing
Protocol. In providing a lower level of service, the subset does, however, restrict the choices available
for argument and error values. The subset also allows recognizes that it may not be possible for a given
service to support the semantics of certain operations. The subset dictates appropriate errors to be

returned under those conditions.

Maximum interoperability is ensured when both client and server implementations support this minimum
level and make no assumptions regarding the availability of a broader functionality. However, increased
levels of functionality, up to full Filing, may be supported by individual implementations with the

restriction that appropriate actions be taken in the event that the additional functionality is not supported

by other implementations.

The complete Courier definition of the FilingSubset is presented in Section 6.8.
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6.3 Attributes

In defining a minimum level of Filing service, the FilingSubset differentiates three levels of support for

file attributes. These levels are mandatory. implied and optional.

6.3.1 Mandatory Attributes

Mandatory attributes represent the specific set of attributes whch must be interpreted by all Subset
implementations. These attributes are guaranteed to be retained by any service implementing the
FilingSubset and must also be accepted on specific procedure calls to the extent that they are legal

arguments on that same procedure within the Filing Protocol.

The attributes createdOn, dataSize, isDirectory, modifiedOn, pathname, and type are defined by the
Subset as mandatory and must be supported by all Subset implementations. In addition, an
implementation must support the type values tAsciiText. tDirectory and tUnspecified This support
implies that a service implementation must accept these attributes on a Store procedure, if they are legal

arguments, and must also return the appropriate non-null value when requested with a List procedure.

6.3.1.1 createdOn

The createdOn attribute is identical to that in Filing.

6.3.1.2 dataSize

The Filing Protocol states that the dataSize attribute contains the number of eight-bit bytcs in the
content of the file. The FilingSubset recognizes that it not always straightforward for specific
implementations to determine the actual content size, so all Subset implementations should regard the

value of the dataSize attribute as an estimate of the file size rather than the amount of valid data in the

file.

6.6.1.3 isDirectory

The isDirectory attribute is identical to that in Filing
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6.3.1.4 modifiedOn

The modifiedOn attribute is identical to that in Filing.

6.3.1.5 pathname

The FilingSubset requires all implementations to permit the use of the pathname attribute to identify a
file. The value of the pathname attribute will always specify a remote file’s access path in a form which
is recognized by the service. A Subset client should make no assumptions as to the syntax of this attribute

since it will vary from service to service.

Two types of pathname values are supported by Filing: 1) absolute, which is specified from the root file
and 2) relative, which is specified relative to an accompanying directory Handle or parentlD attribute.
All FilingSubset service implementations are required to allow specification of the absolute syntax for the
pathname attribute on an Open. List or Store procedure. However. when the absolute form is specified
on one of these procedures, a FilingSubset service is permitted to reject the procedure if the directory
Handle specified on the call is not the nullHandle. Likewise, the procedure may be rejected if the
parentlD attribute is not the nullfilelD if it is specified on an Open or Store procedure in conjunction

with the absolute pathname form.

FilingSubset services are not required to support a relative pathname syntax A service may reject a
procedure call with an AttributeValueError if the pathname value specified is in the relative form.
Clients should recognize that support for this syntax may not be provided by a given service and there is
no explicit mechanism to determine if such support does exist. Use of the rclative pathname syntux by a

client may result in either an undefined behavior or rejection from the scrvice.

The value of the pathname attribute returned from a List procedure should always be an absolute

pathname so that it can be used directly for subsequent operations.
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6.3.1.6 type

The tAsciiText, tDirectory and tUnspecified values must be supported by all FilingSubset

implementations.

FilingSubset services should also permit the specification of these tvpes on the Open call. This usage of
the type attribute indicates the client's intention to receive the file as the specified type regardless of the

file type as stored on the service.

6.3.2 Implied Attributes

Those non-mandatory attributes which receive an default value when a file is created are designated
implied attributes. In maintaining consistency with the Filing Protocol, the Subset requires that
implementations must allow specification of these implied values for the accessList,
childrenUniquelyNamed, defaultAccessList, isTemporary, ordering. subtreeSizeLimit and version
attributes even though the attribute may not be fully supported by the implementation A Store
procedure must allow specification of these attributes insofar as the accompanying attribute value is in
fact the service-specific supported value (see Section 6.7). Specification of an unsupported value, under

these circumstances, must be rejected with an AttributeValueError if the attribute is not fully supported.

6.3.3 Optional Attributes

Optional attributes comprise the remaining attributes. Support for these attributes is optional. 1f an
implementation provides support for any of these additional attributes. that support must be within the

definition of the Filing Protocol.

6.4 Remote Procedure Support

The FilingSubset supports only those procedures which provide the essential functions required for file

retrieval, storage, listing/enumeration and delction. These procedurcs are Logon. Logoff, Continue,

Open, Close, Retrieve, Store, List and Delete.



The FilingSubset also requires all implementations to permit file identification through the use of the

pathname attribute.

This section describes the expected level of support by all Subset implementations for the remote

procedures defined.

6.4.1 Session Support

The Logon, Logoff and Continue procedures are defined to be identical to the Filing Protocol.

6.4.2 Opening and Closing Files

The Subset Open procedure must permit use of the pathname attribute for file identification.
Specification of the parentlD, type and version attributes must be allowed in conjunction with the
pathname attribute although the required set of allowable values for each of these attributes is limited
(the values nullFilelD for parentID, tAsciiText, tDirectory, tUnspecified for type and highestVersion
andlowestVersion for version). A server implementation must not return an AttributeTypeError if the
parentiD, type or version attributes are specified on an Open; instead, an AttributeValueError may be

returned if the value of the attribute is not one of the above.

The Open procedure may be rejected if controls is not the empty sequence or directory is not the

nullHandle.

The Filing Protocol specifies that while a client has a file open, the file may not be dcleted by other
network clients. The Subset does not presume that a service implementation can prevent a previously
opened file from being deleted by other users. regardless of whether they are gencral interactive users or
other network clients. Subset clients should be prepared to deal with directorics or files which cannot

be accessed even after a valid handle is obtained (the error HandleError[problem: invalid] is returned)

The Close procedure is defined to be identical to the Filing Protocol.



6.4.3 Enumerating Files in Directories

The FilingSubset defines a minimal file enumeration capability, the List procedure, which is based on use

of the pathname attribute.

6.4.3.1 Scopes

The FilingSubset requires a minimum level of support for scopes. Specifically, count and filter are the
only scope types which are required to be supported. A Subset service must also permit the matches

filter type which specifies the pathname attribute.

6.4.3.2  Attribute Support

The List procedure is required to return values for all attributes requested. Specifically. non-null values
must be returned for the mandatory and implied attribute types accesslList, childrenUniquelynamed,
createdOn, dataSize, defaultAccesslList, isDirectory, isTemporary, modifiedOn, ordering, pathname,
subtreeSizelLimit, type and version. For the remainder of the Filing attributes, appropriate non-null
values must be returned if that attribute is supported by the implementation; the null, or empty, sequence
(Attribute: TYPE = ReCORD [type: AttributeType, value: SEQUENCE 0 OF UNSPECIFIED]) must be returned

for all unsupported attributes.

The BulkData.immediateSink and BulkData.nullSink transfer types must be supported by all

implementations for returning the appropriate information from a List request.

6.4.4 Storing Files

The Subset Store procedure requires implementations to permit the use of the pathname attribute for
file identification. The type andversion attributes must be allowed in conjunction with the pathname
attribute; however, the required set of allowable values for each of these attributes may be quite small:

tAsciiText, tDirectory, tUnspecified for type and highestVersion for version.



Treatment of the remaining attributes depends upon the leve! of support for those attributes within each
service implementation. A service cannot reject a Store procedure with an AttributeTypeError if any of
the mandatory attributes (except modifiedOn) are specified. An AttributeValueError may be returned if

the accompanying value is determined to be invalid.

Likewise, a service can not reject a Store procedure with an AttributeTypeError if an optional attribute
is specified. The procedure must not be rejected with an AttributeValueError if the accompanying value
is the server-specific supported value as shown in the table in Section 6.” The procedure must be
rejected with an AttributeValueError if the accompanying value is, indeed, not supported by the service

implementation.

All other attributes must be rejected with an AttributeTypeError if that type is not supported or an

AttributeValueError if the specified value is invalid or unsupported.

The Store procedure may be rejected if controls is not the empty sequence or directory is not the

nullHandle.

The BulkData.immediateSource and BulkData.nullSource transfer types must be supported by all

implementations for sending the file content during a Store request

The Store procedure allows both directory and non-directory files to be created. Directory files may be
created by specifying all of the following: 1) isDirectory attribute value of TRUE, 2) type attribute valuc of
tDirectory and 3) a bulk data stream type of Bulkdata.immediateSource with no file content or the

Bulkdata.nullSource bulk data stream type.

A FilingSubset service is permitted to reject the creation of directory files. if that action is not supported
by the service. The error AccessError [problem: accessRightsinsufficient] should be reported if the
service does not allow the creation of directory files. A service may optionally only allow creation of
empty directory files. In this case, the error AttributeValueError [problem: unreasonable, type:

isDirectory] should be returned if a client attempts to create a non-empty directory.



6.4.5 Retrieving Files
The FilingSubset Retrieve procedure is identical to the Filing Protocol.

The BulkData.immediateSink and BulkData.nullSink transfer types must be supported by all

implementations for returning the file content from a Retrieve request.

6.4.6 Deleting Files
The FilingSubset Delete procedure is defined to be identical to the Filing Protocol for non-directory files.

The Filing Protocol states that if a Delete procedure is specified where the intended file is a directory, all
descendants of that directory will also be deleted. The FilingSubset does not presume that all descendants
of a directory can in fact be deleted when the directory itself is deleted. Server implementations that
cannot guarantee this behavior should return the error AccessError [problem: accessRightsinsufficient)].
Client implementations should be prepared to deal with this error condition when observed. Likewise, an
error encountered during deletion of the directory tree may result in only partial deletion of the files

within that directory tree.

6.5 Remote Procedure Restrictions

The FilingSubset defines a minimum capability that must be supported by all implementations This
minimum level of support is imposed by defining those argument values which all Subset
implementations must accept. Specific server implementations may accept a larger range of values;
however, support for these values should not be assumed on the part of client implementations. To the
extent that additional argument values are supported, this support must still be compatible with the full
Filing Protocol. Indeed. a valid implementation must return an error if the expected functionality cannot
be provided. FilingSubset procedures are allowed to return appropriate errors if the described conditions

are observed for the following procedures and that implementation does not support the functionality

implied by values other than those specified



This section summarizes the restrictions in a convenient itemized form. The intent is to provide a list of

those conditions which may result in an error from a Subset service.

Open--

Store--

directory specifies a handle other than nullHandle

controls does not specify the empty sequence

attributes does not contain the pathname attribute type

attributes contains an attribute type other than parentlD, pathname, type or version
the parentlD attribute specifies a handle other than nullFilelD

the type attribute specifies a value other than tAsciiText, tDirectory or tUnspecified

the version attribute specifies a value other than highestVersion

directory specifies a handle other than nullHandle
controls does not specify the empty sequence

content specifies a source other than type BulkData.immediateSource or

BulkData.nullSource
attributes does not contain the pathname attribute type

attributes contains one of the attribute types fileID, modifiedBy, modifiedOn, name,

numberOfChildren, parentID, readBy, readOn, storedSize or subtreeSize
the type attribute specifies a value other than tAsciiText, tDirectory or tUnspecified

the version attribute specifies a value other than highestVersion



Retrieve--

. content specifies a sink other than type BulkData.immediateSink or BulkData.nullSink
List--

. directory specifies a handle other than nullHandle

o scope includes a scope type other than filter or count

o filterType specifies a filter type other than matches

. a matches filter contains an attribute type other than pathname

. listing specifies a sink other than type BulkData.immediateSink or BulkData.nullSink

. types specifies an attribute type other than mandatory or implied attributes
6.6 Remote Errors

Each of the FilingSubset procedures report remote errors identical to the Filing Protocol. The FilingSubset
guarantees the return of specific errors for certain conditions. Additional errors may be returned under

the appropriate conditions if a specific service can detect the condition.

6.7 Procedures and attributes

The tables on the following pages describe the effects of FilingSubset procedures with respect to
attributes. If a procedure never modifies interpreted attributes, no table is given. If an entry in the table is
empty, the corresponding attribute is never changed. Otherwise, a brief indication of the change is given

Where specification of an attribute will result in an error condition, the appropriate error is identified

In the case of List, the table specifies the required return values from a service. Although this procedurc
does not modify attributes, its behavior is defined by the FilingSubset. The Open table specifics the
attribute values that must be allowed by a subset service on the Open. The Store table shows both the

attribute types and values that must be allowed by a service as well as the values that must be retained by



the service regardless of whether a value was specified for the attribute on the procedure.



The FilingSubset states that all attributes which are supported by a server must return an appropriate
value. If an attribute is not supported by a server, then Attribute : TYPE = RECORD [type:

List

Attribute If Requested’

accesslList returned

checksum returned
childrenUniquelyNamed | returned

createdBy returned

createdOn non-null value must be returned
dataSize non-null value must be returned?
defaultAccessList returned

filelD returned

isDirectory non-null value must be returned
isTemporary returned

modifiedBy returned

modifiedOn non-null value must be returned
name returned

numberOfChildren returned

ordering returned

parentiD returned

pathname non-null value must be returned
position returned

readBy returned

readOn returned

storedSize returned

subtreeSize returned

subtreeSizeLimit returned

type

non-null value must be returned

uninterpreted

returned

version

returned

AttributeType, value: SEQUENCE 0 OF UNSPECIFIED] must be returned.

The value returned for the dataSize attribute should be viewed by the client as an approximation of

the actual content size .




Open

Attribute If a Parameter
accessList illegal, AttributeTypeError
checksum illegal, AttributeTypeError
childrenUniquelyNamed | illegal, AttributeTypeError
createdBy illegal, AttributeTypeError
createdOn illegal, AttributeTypeError
dataSize illegal, AttributeTypeError
defaultAccessList illegal, AttributeTypeError
fileiD optional®
isDirectory illegal, AttributeTypeError
isTemporary illegal, AttributeTypeError
modifiedBy illegal, AttributeTypeError
modifiedOn illegal, AttributeTypeError
name opl’.ionalz
numberOfChildren illegal, AttributeTypeError
ordering illegal, AttributeTypeError
parentiD optional 3
pathname file with this value is opened
position illegal, AttributeTypeError
readBy illegal, AttributeTypeError
readOn illegal, AttributeTypeError
storedSize illegal, AttributeTypeError
subtreeSize illegal, AttributeTypeError
subtreeSizeLimit illegal, AttributeTypeError
type file with this value is openedl
uninterpreted ignored
version opt;ional5

The FilingSubset permits the use of type to indicate that the transferred form of the file is of the
specified type. This may impose some form of alteration on the actual file content as the file is
transferred. If a specified type is not supported by the implementation, the procedure should be
rejected with an AttributeValueError.

FilingSubset implementations are not required to support this attribute. If support is not provided,
the service should return an AttributeTypeError. '

The Filing Protocol allows the combination of parentiD, path.name and version. However, a given
subset implementation is free to reject the Open with an AttributeValueError if either parentlD 1s
not equal to nullFilelD or version is not highestVersion and the implementation does not support

either attribute.



Store

Attribute If a Parameter’ Supported Values If not a Parameter®
accessList set if value supported [defaulted: TrRug] set to [defaulted: TRug]
checksum set if type supported unknownChecksum set appropriately

childrenUniquelyNamed

set if value supported

TRUE 'FALSE.‘

TRUE/FALSE4

createdBy set if type supported -- currently logged-in user
createdOn set -- current date and time
dataSize initial allocation (hint) - number of bytes transferred

defaultAccessList

set if value supported

set to [defaulted: TRuE]

fileiD

illegal, AttributeTypeError

system-assigned value

1sDirectory set -- FALSE

isTemporary set if value supported FALSE FALSE

modifiedBy illegal, AttributeTypeError -- currently logged-in user
modifiedOn illegal, AttributeTypeError - current date and time
name illegal, AttributeTypeErrorZ -- implementation dependant

numberOfChildren

illegal, AttributeTypeError

0

ordering

set if value supported

defaultOrdering

parentlD illegal, AttributeTypeError - filelD of resulting parent
pathname set -- consistent with ancestry
position set if type supported -- depends on parent’s ordering
readBy illegal, AttributeTypeError --

readOn illegal, AttributeTypeError -- nullTime

storedSize illegal, AttributeTypeError -- sct appropriately

subtreeSize

illegal, AttributeTypeError

set appropriately

subtreeSizeLimit

set if value supported

nullSubtreeSizeLimit

nullSubtreeSizelimit

type

set if value supportedj

tAsciiText, tDirectory,
tUnspecified

tDirectory or tUnspecified

uninterpreted

set if type supported

null

version

set if value supported

highestVersion

next available

The FilingSubset must treat attributes in onc of four ways (1) An attribute marked “illegal” will be
rejected with AttributeTypeError (2) An attribute marked “set” must not be rejected with
AttributeTypeError and must normally accept non-null values In unusual cases it may reject a non-
null value, such as a string which is too long (3) An attributc marked “set if value supported” must
not reject with AttributeTypeError. It must not result in an AttributeValueError if the value is one
of the supported values as listed above An AttributeValueError may be reported for other values
which cannot be supported. (4) An attribute marked 'set if type supported” must be rejected with
Attribute TypeError or AttributeValueError if the implementation does not fully support the type or

value respectively.

The FilingSubset does not require support for this attribute If support is not provided, an
AttributeTypeError should be reported
The types tAsciiText, tDirectory and tUnspecified must be supported by .aII implementations
The supported value for childrenUniquelyNamed is implcmcntation. specific ficpcnding upon
whether version is supported If multiple versions are supported, childrenUniquelyNamed is TRUE
These valucs are the default values if the attribute type is supported by the implementation
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6.8 Courier Definition

The complete Courier definition of the FilingSubset follows. All Courier

specified in the Filing Protocol.

FilingSubset: PROGRAM 1500 VERSION 1 =
BEGIN
DEPENDS UPON

BulkData (0) VeERrsION 1,

Clearinghouse (2) version 3,

Filing (10) VERSION 6,

Authentication (14) VERSION 3;
--TYPES AND CONSTANTS --
-- Attributes--
AttributeSequence: TYre = Filing.AttributeSequence;
AttributeTypeSequence: Tyre = Filing.AttributeTypeSequence;
allAttributeTypes: Handle = Filing.allAttributeTypes;

--Controls --

ControlSequence: TyPe = Filing.ControlSequence;
ControlTypeSequence: Type = Filing.ControlTypeSequence;

-- Handles and Authentication --
Credentials: Type = Filing.Credentials;
SecondaryType: TYpe = Filing.SecondaryType;

Handle: Tyre = Filing.Handle;

nullHandle: Type = Filing.nullHandle;

Session: TYPE

Filing.Session;

Verifier: Tyre = Authentication.Verifier;

-- Scopes --

ScopeSequence: Type = Filing.ScopeSequence;

--REMOTE PROCEDURES --

-- Logging On and Logging Off --

types are

identical to those



Logon: PROCEDURE [
service: Clearinghouse.Name, credentials: Credentials, verifier: Verifier]
RETURNS [session: Session]
REPORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] =
Filing.Logon;

Logoff: PROCEDURE [session: Session]
REPORTS [AuthenticationError, ServiceError, SessionEror, UndefinedError] =
Filing.Logoff;

Continue: PROCEDURE [session: Session]
REPORTS [AuthenticationError, SessionError, UndefinedError] =
Filing.Continue;

-- Opening and Closing Files --

Open:PROCEDURE [attributes: AttributeSequence, directory: Handle,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError, AuthenticationError,
ControlTypeError, ControlValueError, HandleError, SessionError, UndefinedError] =
Filing.Open;

Close: PrOCEDURE [file: Handle, session: Session]
REPORTS [AuthenticationError, HandleError, SessionError, UndefinedError] =
Filing.Close;

--Deleting Files --

Delete: prOCEDURE [file: Handle, session: Session]
REPORTS [AccessError, AuthenticationError, HandleError, SessionError, UndefinedError] =
Filing.Delete;

-- Transferring Bulk Data (File Content) --

Store: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, content: BulkData.Sink, session: Session]

RETURNS: [file, Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError, AuthenticationError,
ConnectionError, ControlTypeError, ControlValueError, HandleError, InsertionError,
SessionError, SpaceError, TransferError, UndefinedError] = Filing.Store,;

Retrieve: prOCEDURE [file: Handle, content: BulkData.Sink, session: Session] _
REPORTS [AccessError, AuthenticationError, ConnectionError, HandleError, SessionError,
TransferError, UndefinedError] = Filing.Retrieve;

-- Listing Files in a Directory --

List: PROCEDURE [directory: Handle, types: AttributeTypeSequence,.
scope: ScopeSequence, listing: BulkData.Sink, session: Session] .

REPORTS [AccessError, AttributeTypeError, AuthenticationError, ConenctionError,
HandleError, ScopeTypeError, ScopeValueError, SessionError, TransferError,

UndefinedError] = Filing.List;
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--REMOTE ERRORS --

-- problem with an attribute type or value --

AttributeTypeError: ERROR [problem: ArgumentProblem, type: AttributeType] =
Filing.AttributeTypeError;

AttributeValueError: eRROR [problem: ArgumentProblem, type: AttributeType] =
Filing.AttributeValueError;

-- problem with an control type or value --

ControlTypeError: ERROR [problem: ArgumentProblem, type: ControlType] =
Filing.ControlTypeError;

ControlValueError: eRROR [problem: ArgumentProblem, type: ControlType] =
Filing.ControlValueError;

-- problem with an scope type or value --

ScopeTypeError: ERROR [problem: ArgumentProblem, type: ScopeType] =
Filing.ScopeTypeError;

ScopeValueError: ERROR [problem: ArgumentProblem, type: ScopeType] =
Filing.ScopeValueError;

ArgumentProblem: Tyre = Filing.ArgumentProblem;

-- problem in obtaining access to a file --

AccessError: ERROR [problem: AccessProblem] = Filing.AccessError;
AccessProblem: Type = Filing.AccessProblem;

-- problem with a credentials or verifier --

AuthenticationError: eRROR [problem: AuthenticationProblem] =
Filing.AuthenticationError;

--problem with a bulk data transfer --

ConnectionError: ERROR [problem: ConnectionProblem] = Filing.ConnectionError;
ConnectionProblem: Tyre = Filing.ConnectionProblem;

-- problem with a file handle --

HandleError: ERROR [problem: HandleProblem] = Filing.HandleError;
HandleProblem: Type = Filing.HandleProblem;

-- problem during insertion in directory (or changing attributes) --

InsertionError: ERROR [problem: InsertionProblem] = Filing.InsertionError;
InsertionProblem: Type = Filing.InsertionProblem;

-- problem during random access operation --

RangeError: ERROR [problem: ArgumentProblem] = Filing.RangeError,
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-- problem during logon or logoff --

ServiceError: erRROR [problem: ServiceProblem] = Filing.ServiceError;
ServiceProblem: Type = Filing.ServiceProblem;

-- problem with a session --

SessionError: eRROR [problem: SessionProblem] = Filing.SessionError;
SessionProblem: Type = Filing.SessionProblem;

-- problem obtaining space for file content or attributes --

SpaceError: erRROR [problem: SpaceProblem] = Filing.SpaceError;
SpaceProblem: Type = Filing.SpaceProblem;

-- problem during bulk data transfer --

TransferError: ERROR [problem: TransferProblem] = Filing.TransferError;
TransferProblem: Type = Filing.TrasnferProblem;

-- some undefined (and implementation-dependent) problem occurred --
UndefinedError: errOR [problem: UndefinedProblem] = Filing.UndefinedError;
UndefinedProblem: Type = Filing.UndefinedProblem;

--INTERPRETED ATTRIBUTE DEFINITIONS--

accesslist: AttributeType = Filing.accesslList;
AccessList: TYype = Filing.Accesslist;

checksum: AttributeType = Filing.checksum;
Checksum: Type = Filing.Checksum;

childrenUniquelyNamed: AttributeType = Filing.childrenUniquelyNamed;
ChildrenUniquelyNamed: Type = Filing.ChildrenUniquelyNamed:;

createdBy: AttributeType = Filing.createdBy;
CreatedBy: Tyre = Filing.CreatedBy;

createdOn: AttributeType = Filing.createdOn;
CreatedOn: Type = Filing.CreatedOn;

dataSize: AttributeType = Filing.datasize;
DataSize: Type = Filing.DataSize;

defaultAccessList: AttributeType = Filing.defagltAccessList;
DefaultAccesslist: Type = Filing.DefaultAccessList,

FilelD: AttributeType = Filing.FilelD;
FileID: Tyre = Filng.FilelD;
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isDirectory: AttributeType = Filing.isDirectory;
IsDirectory: Type = Filing.IsDirectory;

isTemporary: AttributeType = Filing.IsTemporary;
isTemporary: Type = filing.IsTemporary;

modifiedBy: AttributeType = Filing.modifiedBy;
ModifiedBy: TYpe = Filing.ModifiedBy;

modifiedOn: AttributeType = Filing.modifiedOn;
ModifiedOn: Type = Filing.ModifiedOn;

name: AttributeType = Filing.name;
Name: TYPe = Filing.Name;

numberOfChildren: AttributeType = Filing.numberOfChildren;
NumberOFChildren: Tyre = Filing.NumberOfChildren;

ordering: AttributeType = Filing.ordering;
Ordering: Type = Filing.Ordering;

pathname: AttributeType = Filing.pathname;
Pathname: Type = Filing.Pathname;

parentID: AttributeType = Filing.parentlD;
ParentID: TypPe = Filing.ParentID;

position: AttributeType = Filing.position;
Position: Type = Filing.Position;

readBy: AttributeType = Filing.readBy;
ReadBy: Type = Filing.readBy;

readOn: AttributeType = Filing.readOn;
ReadOn: Type = Filing.ReadOn;

storedSize: AttributeType = Filing.storedSize;
StoredSize: Type = Filing.StoredSize;

subtreeSize: AttributeType = Filing.subtreeSize;
SubtreeSize: Type = Filing.SubtreeSize;

subtreeSizelLimit: AttributeType = Filing.suptrgeSizeLimit;
SubtreeSizelimit: Type = Filing.SubtreeSizeLimit;

type: AttributeType = Filing.type;
Type: Type = Filing.Type;

version: AttributeType = Filing.version;
Version: Type = Filing.Version;

--BULK DATA FORMATS --
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-- Attribute series Format, used in List --

StreamofAttributeSequence: Tyre = Filing.StreamOfAttributeSequence;
--Line-oriented ASCII text file format, used in file interchange --
StreamOfAsciiText: Type Filing.StreamOfAsciiText;

END;
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A. FilingSubset Implementor’s Guide

During the course of development of the FilingSubset Protocol, it was recognized that there was a need
for an implementation guide to accompany the protocol specification. This guide would provide a
concise scheme for the implementation of the protocol to maximize interoperability. The FilingSubset
Implementor’'s Guide was written as a response to this need. This document describes the
implementation of the FilingSubset Protocol from both a client and service perspective. This description
is presented at two levels: 1) independent of any underlying file system and 2) specific support for

implementation in the UNIX and VMS operating systems.

A copy of the FilingSubset Implementor’s Guide is included in the same form in which it is being

distributed by Xerox.
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1. INTRODUCTION

The FilingSubset Protocol defines a minimal capability to store, retrieve, enumerate and
delete files of a remote service. Maximum interconnectivity is ensured when both client and
service implementations support this specified minimum level of service and make no
assumptions regarding the availability of a broader functionality

The FilingSubset Protocol has been designed to provide XNS access to native file svstem= on
heterogeneous hosts in a straightforward and easily implementable fashion The
FilingSubset specification defines the behaviour between clients and services without
respect to a specific implementation.

1.1 Purpose

The FilingSubset Implementor’s Guide describes a framework for implementation of the
FilingSubset Protocol which can serve as a handbook for future implementors. This
document presents:

] a client mapping of common user functions to FilingSub=set procedure -

. service support for the FilingSubset

. recommended use of and support for FilingSubset procedures and attributes n
the UNIX™ 4.2BSD, UNIX™ 4.3BSD, UNIX™ System V and VAX/VMS operating
systems

Through the use of specific implementation examples, the reader will be shown a common
method for implementing the protocol within the above operating systems and therchy
further interconnectivity and reduce the potential for implementation inconsistencies

The examples presented in this guide describe a consistent implementation of the required
functionality of the FilingSubset Protocol. These examples are by no means the only method
for providing the facility desired; they have been chosen because they offer a simple und
clearly understood framework for an actual implementation, regardless of the interface to
the lower level XN S protocols.

1.2 Document organization

Chapter 2 of this document describes the relationship between the FilingSubset Protocnl and
other XNS protocols in terms of the support required for FilingSubset implementations
Chapter 3 describes a client implementation for translating common user functions into the:
appropriate FilingSubset procedures Chapter 4 presents a service implementation at a level
independent of the underlying file svstem interface Each of these chapters deals with the




INTRODUCTION

recommended use of the FilingSub~et for interaction between client and server. Chapter 5
details the <upport for FilingSubset procedures and attributes with regard to the UNIX
4 2BSD, UNIX 43BSD and UNIX System V operating systems. Support for these sume
procedures and attributes for the VAX/VMS operating system is described in Section 6.

1.3 Document conventions

Courier text and examples are depicted in special fonts, and generally conform to a certain
style. Examples illustrated through the use of C code are also depicted in a special font. The
rules and style are set forth below.

1.3.1 Notation

Throughout this document, special fonts are used to depict Courier text/examples and C
examples instead of using quote marks or other delimiters. This convention also aids the eve
indiscriminating between various examples and the exposition.

[tems in THIS FONT indicate elements of the Courier language and are almost always in upper
case. This font indicates items that are defined using the Courier language. [dentifiers will
have their first letter capitalized if they are the name of a tvpe, error or procedure:
identifiers with a lowercase first letter are usually the names of variables, arguments or
results.

[tems in th1s font indicate C code examples. Identifiers which are entirely uppercase are the
names of user defined C constants or macros. [dentifiers will have their first letter
capitalized if they represent the name of a structure tyvpe, constant Courier value or Courier
defined procedure. Those identifiers with a lowercase first letter are usually the names of
user defined variables, arguments or results.

1.3.2 Notation for Courier examples

[n the examples that follow, a call to a remote procedure is denoted hy the name of the
procedure followed by the arguments supplied to it. A return from a remote procedure 1~
denoted simply by the results, preceded - when confusion might otherwise result - by the
keyword ReTURNS. The argument or result list is modeled as a record; the arguments or
results as the record’s components. Accordingly, Courier’s standard notation for record
constants is used to specify arguments and results lists.

For example, if the procedure Add is defined as:

Add: PROCEDURE [first, second: CARDINAL]
RETURNS [sum: CARDINAL] = 99;

then a call to that procedure would be denoted by:

Add [first: 7, second: 5]
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and the call would vield the result
[sum: 12] or RETURNS [sum: 12]

Fine point: The above notation for procedure calls should not be confused with the -tandard notation for a tecord
constant selected by ineansofachoice datatype Thetwoare scnilarinappearance but otherwise unretated

Examples of remote errors are either just the name of the error, if it is defined without
arguments:

OVERFLOW

or the same as a procedure call if it is defined with arguments For example, if Overflow
were defined as:

Overflow: ERROR [carry: CARDINAL] = 99;

then an example of its use might be:

Overflow [carry: 1]

indicating that Overflow was reported with argument carry having the value 1

Courier requires values for a SEQUENCE DF UNSPECIFIED to be a sequence of numbers. S0 as to
retain readability in examples. the content of a SEQUENCE OF UNSPECIFIED is described using

Courier notation. The reader should understand that the numeric representation of these
types is what should be used as the content of the sequence.

1.3.3 Notation for C examples

Code examples are used in this document to describe the intertace to the native tile svstem
All examples are written in the C language as described in "The C Progrumming
Language,” Kernighan and Ritchie, Prentice-Hall, 1978.

The examples in Chapters 5 and 6 will present routines or portions of routines which make
use of the resident system interface to provide the necessary support for uttributes or
procedures. These examples are intended to be working examples: however, the procedure
and variable names are chosen for maximum clarity and mayv not necessarily adhere to the

restrictions of a particular compiler
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2. XNS PROTOCOL DEPENDENCIES

All implementations of the FilingSubset Protocol require, as a prerequisite, working
implementations or at least knowledge of several other XNS protocols Specifically, the
FilingSubset is dependent upon the XNS Internet Transport, Courier, Bulk Data,
Clearinghouse, Authentication and Time Protocols.

Although the intent of this document is not to describe actual implementations of these
supporting protocols, this section discusses specific portions of these protocols which must be
implemented and recommends certain implementation restrictions which will further the
interconnectivity of FilingSubset implementations.

2.1 Internet Transport Protocols

Any FilingSubset implementation requires a functional implementation of the following
Internet Protocols {8]: Internet Datagram Protocol, Sequenced Packet Protocol (SPP),
Routing Protocol and Error Protocol.

Although the Packet Exchange Protocol (PEP) is not essential to the implementation ot the
FilingSubset, a PEP implementation is recommended since it should be used for locating
Clearinghouse and Authentication services on the network.

2.1.1 Relationship of transport connection to FilingSubset session

Implicit within the layered architecture of the XN\S protocols s the notion that a higher
level connection exists independent of the transport connection supporting it The XNS
architecture allows complete independence between transport and ~ession connections, »o
that one or more transports may be used to communicate procedure calls to a single session,
and a single transport may be used to communicate procedure calls to one or more sessions
With this in mind, some FilingSubset implementations may wish to restrict a -ession
connection to a single transport connection In order to provide the greatest degree of
interconnectivity, FilingSubset clients should restrict all operations pertaining to a given
FilingSubset session to a single transport connection. That is to sav, clients should endeuvor
to keep the transport alive during the life of the session, and should not divide operations on
a given session among different transport connections.

The XNS architecture permits a further distinction to be made between the SPP and Courier
connections. Within this model, a single transport connection 1mplies both a single Courier

connection and a single SPP connection.
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2.2 Courier and Bulk Data Protocols

All FilingSubset procedures are defined in the Courier language and also pass argumnents
and convey results as Courier data tvpes: therefore. implementation of the Courier Remote
Procedure Call Protocol {6] is required by all FilingSubset implementations.

The FilingSubset is an application level protocol based on the Courier remote procedure call
model. As such, all subset clients issue the initial connection request to the Courier well
known socket. Implementation of a FilingSubset service implies the existence ot such a
Courier listener which accepts incoming requests and creates a connection which the subset
service subsequently uses.

The FilingSubset Protocol uses the Bulk Data Protocol [2] to transfer file contents and
enumerated lists. All FilingSubset implementations must support, at a minimum. the
BulkData.immediate and BulkData.null transfer choices. Third party bulk data transfers
need not be supported for operation of the FilingSubset.

2.3 Clearinghouse Protocol

The Clearinghouse Protocol [4] is used to interrogate a Clearinghouse service for
information about objects within the network, such as users, services, etc. It is recommended
that FilingSubset implementations use the Clearinghouse service when those functions are
required: however, a subset implementation can perform without a Clearinghouse service
Alternative methods are presented for those cases where a Clearinghouse service does not
exist or the implementation of such a service is non-trivial.

2.3.1 Implementation with a Clearinghouse service

FilingSubset client implementations may make use of the Clearinghouse Protocol for two
specific functions: 1) location of Clearinghouse servers and 2) location and description of file
services.

2.3.1.1 Location of a Clearinghouse server

Locating a Clearinghouse server is a prerequisite to the use of a Clearinghouse for other
activities. The BroadcastForServers operation described in Section 3 8 and Appendix E of the
Clearinghouse Protocol {4] is the recommended procedure for locating a Clearinghouse
server.

Use of the BroadcastForServers procedure implies that a functional implementation of the
Packet Exchange Protocol exists

2.3.1.2 Location and description of file services

[n most instances, a FilingSubset client will possess the name of the service for which a
connection is desired The client must translate this name into the unique network addre~-
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which is used by the [nternet Transport Protocois In uadition, the client must determine
whether the name identifies a properly registered file <ervice and if =0, what ievel of the
Filing Protocol are provided, what level of Authentication is :upported and the veqaured
secondary credentials item types

This is accomplished by izsuing a Courier Retrieveltem procedure call to a Clearingho 1-e
service requesting the fileService property The values returned from this procedure are
described in Clearinghouse Entry Formats 5] and contain the followiny

[ the distinguished object name of the server, tvpe Clearinghouse.ObjectName

° adescription of the file service. type STRING

o a list of network addresses, SEQUENCE OF Clearinghouse.NetworkAddress

° the Authentication levels supported by the service, type

AuthenticationLevelValue
° the level of Filing Protocol support provided by the service
° the secondary credentials item types required by that service
The Clearinghouse service mav report an error indicating that the name ~upplied does not

identify a file service.

2.3.2 Implementation without a Clearinghouse service

Under some circumstances, the use of a Clearinghouse service mav not be possible or the
implementation costs too great Alternatives to Clearinghouse use are presented here.
however, their use will result in a lesser degree of functionality, robustness and securits
Each of these methods muy be used us individual or collective replacements for the
respective Clearinghouse procedures.

2.3.2.1 Location of a Clearinghouse server

A simpler mechanism of cuching Clearinghouse server addresses may be used to avoid
implementation of the BroadcastForServers procedure This requires maintaining a single
file which contains the host nume and network address of the Clearinghouse servers within

commonly used domains

For example, the file Sales.map could contain entries for the clearinghouse ~ervers which

service the sales domain, as follows

sales-clearinghousel 1#1-123-456-789
sales-clearinghouse2 1#1-387-654-321

This mechanism is quite easily implemented and can provide service for the more commonly
used domains. However, it is not reasonable to employ this mechanisin as a means to acce -~
all domains on the network since the volume of data would be quite large and the data itsclf
wnuld be subject to change as the network changes
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2.3.2.2 Location and description of file services

A mechanism similar to that described above for locating Clearinghouse servers could yly,
be employed for locating file services However, this will only provide the name to address
translation and will not allow the client to determine the file service's requirement;
regarding levels of Authentication support, protocol support and secondary credentials |
client should be prepared to receive appropriate error con.dntlons from.the service if the
service does not support the Filing3Subset Protocol or requires credentials different from

those supplied.

[f a Clearinghouse service does exist and its address can be ascertained with either of the
previouslv mentioned methods, then location of the file service as specified in Section 2.3 | 2
is preferable to maintaining a large and dvnamic file of file service addresses.

2.4 Authentication Protocol

FilingSubset clients and services rely on the Authentication Protocol. This defines 1) the
format of the user's network credentials and verifiers and 2) the protocol to use when
communicating with Authentication services to create and validate these credentials and

verifiers

FilingSubset services should provide support for immediate credentials of which there are
two types: simple or strong. Clients may use either of these tvpes although the use of strong
credentials is encouraged because they incorporate a greater level of network security.
However, support for strong credentials requires the use of an Authentication Service.

Subset clients provide both primarv and secondary credentials and a verifier on a Logon
Primary credentials are those credentials that resolve a client’s identity to a Clearinghouse
name. Validation of primary credentials is accomplished through use of the Authentication
Protocol [1] unless a client uses nullPrimaryCredentials which indicates that network
authentication is not to be performed.

Secondary credentials communicate host-specific authentication information. These
credentials are validated according to the mechanisms defined by the host operating system
for the service. As such, the format of secondary credentials are service-specific. Secondary
Credentials Formats [9] describes a set of well-known secondary item types to be employed
by services.

2.4.1 Implementation with an Authentication Service

Successful use of the Authentication Protocol is predicated on interaction with an
Authentication Service. An Authentication Service is located in much the same wuy as a
Clearinghouse service. The BroadcastForServers operation, as described in Section 3.6 of the
Authentication Protocol, is used This operation requires a working implementation of the

Pack'et Exchange Protocol; however, an alternate mechanism, similar to that suggested in
Section 2 3.2.1 of this document, may be employed.
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2.4.1.1 Primary credentials

A clxen‘t does not require interaction with an Authentication Service to creute stmple
credentials and a verifier. The credentials consist of the user’s distinguished Clearinzhou~e
name or alias, of type Clearinghouse.Name. while the verifier is of tvpe HashedPassword

The verifier value is computed using the algorithm in Section 5.1 of the Authentication
Protocol.

A FilingSubset service validates simple credentials by issuing a CheckSimpleCredentials
call to an Authentication Service. The subset service passes the client supplied credentials
and verifier and receives a boolean response. which if TRUE indicates a valid verifier
Appropriate errors are returned if the verifier is invalid.

Strong primary credentials are manutactured by an Authentication Service at the request of
a client initiating a conversation. These credentials are then passed to a FilingSubset
service which performs the validation using the procedure described in Section 2.9 1 of the
Authentication Protocol.

2.4.1.2 Secondary credentials

Secondary credentials are created by a client depending upon the set of SecondaryltemType
values required by the FilingSubset service. The client determines the neceszary types by
issuing a request to a Clearinghouse service. The required items of SecondaryltemType are
then combined to form the secondary credentials passed to the service [f a Clearinghouse
service is not available, the service will reject a Logon when a client supplies the wrong <et
of secondary item types for the service. [n this case, the item types required by the service
will accompany the error so that the client may use these to repeat the Logon with the
correct item types.

Secondary credentials are also available in the simple and strong tvpes and it 1~
recommended that a FilingSubset service support both of these tvpes Simple :secondary
credentials are validated by the service using the mechanizms supplied by the host
operating system.

Strong secondaries are simple secordaries encryvpted with the client’s conversation kev, as
used to form the strong primary credentials. The unencryvpted simple secondary value is
formed, then padded with zero bits to a multiple of 64 bits and encrypted using the client’s
conversation key as described in Section 5.3 of the Authentication Protocol.

2.4.2 Implementation without an Authentication Service

FilingSubset clients and services can operate successfully without the use of an
Authentication Service by relving on validation of the secondary credentials only.
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2.4.2.1 Primary credentials

The use of simple and strong primary credentials is precluded if use of an Authentication
Service is not possible, since the use of either type of credentials involves interaction with

the service.

A client can, instead, use nullPrimaryCredentials which indicates to the service that network

authentication is not to be performed.

2.4.2.2 Secondary credentials

Secondary credentials of strength none or simple can be employed by subset clients and
services without requiring an Authentication Service. Strong secondaries cannot be used
since they are encrypted with a conversation key which is created by the Authentication

Service.

The use of simple secondaries is identical to that described in Section 2.4.1.2.

The use of secondaries of strength none is not encouraged since a client must use
nullPrimaryCredentials when an Authentication Service is not available. This would provide
no user authentication within the network or on the specific service.

2.5 TimeProtocol

FilingSubset implementations do not explicitly require use of the Time Protocol as it applies
to the use of network time servers. However, several FilingSubset attributes are defined in
XNS Time format, which will imply a conversion to/from the native operating system time
format.

10
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3. CLIENT IMPLEMENTATION
E——— RS

A FilingSubset client interacts with a FilingSubset service on behalf of a user This user
may be a human being, where commands are input from an interactive user interface, or
another software entity, where actions are requested via a procedural interface. In all cases,
the user initiates the interaction between client and service: the service never initiates
activity with a client.

The client is responsible for translation of user requests into FilingSubset procedures to
effect the desired user action. The FilingSubset procedures, in turn, provide the client with
low level access to the file system of remote hosts. It is the client's responsibility to sequence
these procedure calls and maintain an appropriate control state to provide the desired
action.

The FilingSubset client presented in this section allows the user to perform the following

actions:
] open a session
] close a session
L enumerate a file or files in adirectory
® store a file or files on a remote service
° retrieve a file or files from a remote service
° delete a file or files on a remote service
° create an empty directorv on a remote service

Only those functions supported by the FilingSubset are used by this client All pathnames
presented to the service are specified in absolute syvntax. where the nullHandle 15 used to
specify the parent directory. Attribute integrity is assured by conveving all legal mandatory
attributes to the service on a Store and retaining all mandatory attributes in the local fle
svstem on a Retrieve. The use of a single transport connection for the <ession implies that
the client cannot enumerate the candidate files for retrieval or deietion on one connecction,
then simultaneously open a second connection to perform the retrieval or deletion Insteuad,
the client must save the enumerated list returned by the service and use this list +hen

performing the retrieval or deletion later.

3.1 Opening a session

Prior to accessing any files on a file service, a client must open a Courier connection to a
subset service and perform a Logon. This procedure returns a session handle which i5 u~ed
on subsequent procedure calls until a Logoff is 1ssued or the connection 5 closed Upon

1"
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return from the Logon, the client may 1ssue other procedure calls to the service hy including

the returned session handle on those calls.

[n some scenarios, a user may specify either a file service name or a network address for the
intended service. [n the case where a name is specified, this name must be translated to the
associated network address via the procedure outlined in Section 2.3 before the Logon can he

performed.

User credentials are created as defined by the Authentication Protocol. Clients must supply
both primary and secondary credentials and a verifier to the service. The client should use
the appropriate primary and secondary credentials based upon the Authentication level
supported by the service, as determined by the procedure outlined in Section 2.3. Secondary
credentials are created according to the procedure outlined in Section 2.4.1.2.

Once the Logon has successfully completed, the client may open a default directory,
generally the root. This is not necessary when the client uses the absolute pathname syntax
for all file identification, since specification of the nullHandle as a directory handle implies
the root.

The root file may be opened by specifying the nullHandle for the directory file handle along
with an empty attribute sequence, [SEQUENCE 0 OF UNSPECIFIED]. The use of nullHandle with the
empty attribute sequence will imply the root directory regardless of any service-specific
pathname syntax.

3.1.1 Maintaining an open session

12

Once a session has been successfully established, the client is responsible for keeping that
session open, especially during long periods of inactivity. This is accomplished bv issuing
Continue procedures at specific intervals to ensure that the service does not terminate the
session.

Once the Logon has completed, the client issues a Continue to the service to determine the
service specific continuance value. The value returned is specified in seconds, so the client
should decrease this by some factor (i.e., ) and establish a timeout mechanism which will
issue another Continue at the expiration of the interval. This allows the client to issue the
next Continue well before the service timeout interval.

Once the timeout mechanism is in place, any FilingSubset call including the Continue, is
considered to be activity and causes the service to reset its timer. The client should cancel
any pending timer prior to issuing any procedure and reset the timer upon successful
completion of each procedure. Once the Logoff has successfully completed, the client should
cancel any pending timer without reestablishing it.

The XNS architecture allows any given session to exist over multiple transport connections
The definition of the FilingSubset does not preclude use of this facility, however, it is
recognized that not all subset services can support this function. Clients should not assume
that this facility exists and, should be able to operate correctly with only a single transport

connection for each session. Likewise, clients should, where possible, prevent an early
termination of the transport connection.
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3.2 Closing a session

A user will typically close a connection once the desired interaction with that <ervice has
been completed. Closing a connection requires a Logoff to release the session hanaie
followed by a close of the Courier connection used for that session and usually. the
underlying SPP connection. After successfully completing the Logoff, the client should aizo
cancel any pending continuance timer alarms.

3.3 Enumerating a file(s)

[t is often useful to enumerate the pathnames of files in a given directorv and optionally to
retrieve additional attributes of those files. This is accomplished through the List procedure
A client is responsible for specifying those attributes which will be returned along with the
search criteria to be used. Subset services are only required to provide support for
mandatory and implied attributes; therefore, the client should restrict the requested
attribute types to the set of mandatory attributes: createdOn, dataSize, isDirectory,
modifiedOn, pathname and type. A request for other attribute types may result in return
values which are either null or constant for the service implementation. A client may also
specify allAttributeTypes to request that values for all attributes supported by the service be
returned.

Clients should only request those attributes which are of interest to the user Asking for
unnecessary attributes may result in more performance overhead on the service and
undoubtedly results in a larger amount of transferred data.

The FilingSubset allows use of the pathname attribute in the specification of the selection
criteria and requires all services to support the absolute pathname svntax. Clients should
specifv a scope of type filter, with a filter type o matches on the attribute pathname which
has a value in the absolute form. This guarantees that the service will accept the
specification criteria. Since the pathname value specified in the filter is in absolute form. the
nullHandle should be supplied as the directory handle on the List. The service will return
appropriate errors if the pathname value specified is non-existent or inaccessible.

The stream of enumerated data returned to the client is of type StreamofAttributeSequence
The client interprets this stream and present the results to the user. This stream contains
one AttributeSequence for each file listed where each AttributeSequence contains an
attribute value for each requested attribute. Those attributes defined by the FilingSubset to
be mandatory or implied will contain a non-null value whereas those attributes defined as
optional may have a null value (Attribute: [type: AttributeType, value: SEQUENCE 0 OF
uNsPEeCIFiED]) if the service does not support the requested attribute.

Due to restrictions in the underiying operating system, a given service may actually perform
the enumeration as a two step process: 1) enumerate the candidate files and 2) determine the
requested attributes. This implies that an individual file may be deleted aqd/or inaccessible
at the time the service determines the attribute values. [fa file no longer exists, that tile will
simply not be returned by the service in the enumerated list. [f a file has become
inaccessible, all attributes except pathname will have null values
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3.4 Storing a file(s)

A new file is created on a remote service through use of the Store procedure. The client iy
responsible for specifying all mandatory attributes (except modifiedOn, which is illegal) op
the Store. In addition, the client must determine if the file exists on the service and delete
the existing file, if desired, when the service does not support multiple versions of a file with

the same name.

Several FilingSubset procedures may be executed during the course of storing a file or files
on a remote service. Since a user may provide a file specification which contains wildcard
characters, the client must first enumerate the possible files on the local file system and
then store each file individually, with or without user confirmation.

The client lists the specified files on the local file system using the standard host operating
system facility. For each file listed, the values for the corresponding mandatory
FilingSubset attributes (createdOn, dataSize, isDirectory, modifiedOn, pathname and
type) should be determined. Having accomplished this, the client can create the file on the
remote service by issuing a Store followed by a Close to release the file handle created on the

Store.

The Store procedure should specify the following arguments: the directory handle
nullHandle, an AttributeSequence containing values for all mandatory attributes except
modifiedOn, the empty sequence for controls, the bulk data stream type
BulkData.immediateSource and the session handle returned on the Logon. The file is read
from the local system and transferred via a hulk data stream to the service. If the file is
successfully created, a file handle is returned by the service.

If the Store was successful, a Close is issued to release the returned file handle. This will
specify the file handle and the current session handle. Once the file has been closed, the
sequence of Store and Close can be repeated for each file to be stored.

3.4.1 Overwriting an existing remote file

The possibility exists that a given FilingSubset service implementation does not support
multiple versions of similarly named files and will not allow the client to overwrite an
existing file on the service. In this case, the error InsertionError [problem: fileNotUnique] is
returned by the service. A client who wishes to achieve the effect of overwriting an existing
file on a service which does not support multiple versions must first delete the existing file
and then perform the Store.

A client can determine if the file exists on the service and if it should be deleted by
enumerating the desired file requesting the childrenUniquelyNamed attribute. If the file is
not found, the service returns the error AccessError [problem: fileNotFound) and the client
may continue with the Store. If the file does exist and the value returned for
childrenUniquelyNamed is FALSE, then the client may store the file and the service will
create the next highest version. If the value for childrenUniquelyNamed is TRUE, then the

client may choose to either not perform the Store or first delete the existing file and then do
the Store.

14
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When the existing file must be deleted, the client should issue an Open and Delete ~.m:jar ‘o
the scenario described in Section 3 6.

3.4.2 Bulk data transfer

File content is transferred from the client to service in a bulk data stream. The format of the

data in this stream will vary depending upon whether the transferred file is of type
tAsciiText.

A file of type tAsciiText is transmitted as a StreamofAsciiText. This represents an encoding
of the records within the file, where a record is determined by the native operating system
definition. The client must strip any operating system specific data from the record along
with the record delimiter, if one exists, and transmit this as type AsciiString. The boolean
lastByteSignificant must also be set to reflect whether the length of the record was odd or
even, since AsciiString is actually a SEQUENCE OF UNSPECIFIED. These lines are then formatted
into the StreamofAsciiText and transmitted.

Any files which are not of type tAsciiText are simply sent as a single uninterpreted stream »f
bytes. The service writes this stream to the local file svstem with no change of format.

3.5 Retrieving a file(s)

Similar to storing files, the client is responsible for retaining all mandatory attributes of a
file retrieved from a remote service. On operating systems where multiple versions are not
supported, the client must also determine if the local file exists and needs to be deleted
before the file can be retrieved. A client also has the option to override the service's notion of
the file tvpe and, in turn, force the service to transfer the file as a specified type

A user may provide a file specification which contains wildcard characters. This implies that
the client must first enumerate the possible files and then retrieve each one individually
This enumeration has another purpose, in that it retrieves the attributes of the file as stored
on the remote service, so that the client can retain these attributes on the local file system.

Initially, the client performs a List in a manner similar to Section 3.3 The user-supplied file
specification is provided as the pathname attribute value and all mandatory attributes are
requested in types. The service returns a bulk data stream containing a SEQUENCE OF
AttributeSequence for each file found which matches the pathname value No subsequent
procedures can be issued before the entire bulk data stream is received. so the data received
by the client must be retained until it can be used for the retrieval sequence later

For each file to be retrieved, the client issues an Open to obtain a file handle. 4 Retrieve 'o
transfer the file and a Close to release the file handle. The Open requires the following
arguments: an AttributeSequence containing the pathname attribute value returned from
the List, the directory handle nullHandle, the empty sequence for controls and the session
handle returned from the previous Logon If the client wishes to request a particular type of
transfer, the desired value for the type attribute would also be included 1n
AttributeSequence. The file handle returned from the Open is then used on the subsequent

Retrieve and Close calls.

The Retrieve procedure requires the file handle returned from the Open, a bulk data stream
type of BulkData.immediateSink and the session handle obtained on the Logon The
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resulting bulk data stream is received from the service and written to the locul tile \||
attributes returned from the List should be retained along with the file in the locul file
system. Sections 5 and 6 of this document describes how this is done on the UNIX and vis

operating systems,respectively.

Once the Retrieve has completed, either successfully or unsuccessfully, a Close procedure is
issued specifying the file handle and the current session handle. Once the file has been
closed, the next file can be retrieved as determined by the enumerated data returned from

the List.

3.5.1 Overwriting an existing local file

Some operating systems do not support the ability to create multiple versions of the same
named file. On those systems, the client may wish to allow the user to decide whether to
overwrite an existing local file or not. To accomplish this, the client must determine if the
specified local file exists. If the file does not exist, the client may continue with the Retrieve.
If the file does exist, the user may be prompted for a response. If the file is not to he
overwritten, the client will not retrieve this file and continue with the next file in the
enumerated list. Otherwise, the file is deleted via the local mechanisms and the file
subsequently retrieved.

3.5.2 Bulk data transfer

File content is transferred from the service to client in a bulk data stream. The format of the
data in this stream will vary depending upon whether the transferred file is of type
tAsciiText.

A file of type tAsciiText is transmitted as a StreamofAsciiText. This represents an encoding
of the records within the file, where a record is determined by the native operating system
definition. The client must format the data from each AsciiString within this stream
according to the local operating system conventions and write it to the local file Specifically.
any line delimiters required by the local system will have to be added to the string as it is
written. Since the string is transmitted as a SEQUENCE OF UNSPECIFIED, the boolean
lastByteSignificant is used to determine if the client should ignore the last byte of the data
string. Decoding of the StreamofAsciiText is operating system specific and implies that the
true value for the dataSize attribute may be different than that supplied by the service.

Any files which are not of type tAsciiText are sent as a single uninterpreted stream of hytes
The client writes this stream to the local file system with no change of format.

3.6 Deleting a file(s)

File deletion is accomplished in a manner similar to that of storage and retrieval. A List.
requesting the pathname attribute, is performed to enumerate the candidates for deletion
For each file returned, the file is deleted by the sequence of procedures: Open and Delete.

The_ List is executed specifying the arguments: the directory handle nullHandle, an
AttrnbuteTypeSequence containing only the pathname attribute, a scope of type filter with
a filter type of matches including the user supplied file specification as the pathname

16
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attribute value, the bulk data stream type BulkData.immediateSink and the current session
handle. The bulk data stream returned will contain a pathname attribute value for each file
matching the user specification. The entire bulk data transfer must complete before the

client can continue with the file deletion. This implies that the enumerated list will have to
be retained for use |ater.

Each file in the returned bulk data list is opened via Open, specifying an AttributeSequence
containing the pathname attribute value returned from the List, the directory handle
nullHandle, the empty sequence for controls and the current session handle. Upon successful
completion, a file handle is returned which is used by the client on the subsequent Delete.
Appropriate errors will be returned from the service if the file does not exist or is
inaccessible.

The Delete requires the file handle returned from the Open and the current session handle.
Once the file is deleted, the file handle associated with that file is invalidated by the service
A Close should be issued to release the associated file handle if an error occurs on the
deletion.

The client should be aware that a given service may or may not support deletion of directory
files and their descendants. If a service does not support deletion of directory files, the
service will return the error AccessError [problem: accessRightsinsufficient] A client
should not assume that the file was in fact deleted unless the Delete returns successfullv

A service may not always guarantee that all descendants of a directory file will, in turn, be
deleted. When the service cannot support this feature or encounters a problem deleting the
descendants, the error AccessError [problem: accessRightsinsufficient] is reported. Clients
should be aware that when this error is reported, a portion of the directory tree may still
remain on the service.

3.7 Creating a directory

The FilingSubset allows directory files to be created by using the Store procedure and
providing an isDirectory attribute value of TRUE. A given service may allow or disallow the
creation of a directory file and, if allowed, may also only allow the creation of empty

directory files.

The sequence of steps used to create a directory file is almost identical to that of storing a
file. The client supplies the following arguments on the Store procedure: the directory
handle nullHandle, an AttributeSequence containing the set of mandatory attributes where
the value for isDirectory must be TRUE and the value for type should be tDirectory. the empty
sequence for controls, the bulk data stream type of BulkData.nullSource and the current
session handle. No bulk data is transferred to the service since the source stream specified is
of type BulkData.nullSource. The service returns a file handle upon successtul completion

Once the directory is successfully created, a Close must be issued to release the file hundle

17
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4. SERVICE IMPLEMENTATION

A FilingSubset service interprets Courier procedures and provides the necessary interfaces
to the local operating system. As such, a service implementation must accept the procedures

defined by the FilingSubset: Logon, Logoff, Continue, Open, Close. Store, Retrieve and
Delete.

This section describes how to support these procedures in a FilingSubset service
independent of any underlying file system. Each procedure is discussed in detail, describing
the actions required to interface to the local file system, acceptable procedure argument
values and the use of specific error return values.

The service implementation described in this section provides support for the minimal
functionality defined by the FilingSubset as summarized in Section E.3 7 of the Fiuling
Protocol. Specifically, all file identification is performed with the pathname attribute in the
absolute form with an accompanying nullHandle directory handle. All mandatory and
implied attributes are supported and retained with stored files. The creation of empty
directory files is supported, although not required by the FilingSubset; however, creation of
non-empty directories and retrieval of directories is not supported. Additional comments
may also be provided for common functions which are above the minimal functionality but
may be of merit to specific implementation schemes.

Several sections of the implementation scheme presented here assume that a FilingSubset
session is supported by a single transport connection, where loss of the transport implies loss
of the session. This implementation also relies on the premise that a single instance of a
process (as defined by the local operating system) will service a single session from the
initial establishment of a Courier connection to the subsequent termination of the session
This allows the state of the session to be maintained internal to the process and eliminutes a
reliance on interprocess communication. The scenarios described here would need to be
enhanced to remove these restrictions.

4.1

Common data structures

A service is responsible for creation and maintenance of several data structures which
reflect the current state of a client’s interaction with the service. The session handle 15 used
to maintain the state of a FilingSubset session over the life of the session. The file handly
maintains the state of a file that a client has opened on the remote service.
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4.1.1 Session handle

The session handle contains two items a token which is a unique service specific valye
representing the session, and a verifier which is an Authentication verifier used to enforce

<ecurity on consecutive session procedure calls.

The item token is generated by the service when the session handle is created. The vulye
oiven to token is an identifier which is used by the sevvice to point to a session context block.
This context block actually contains various entries relevant to the associated session, such

ds:

. the state of the session (i.e., logged on, file currently open, store in progress,

retrieve in progress, etc.)

. identification of the underlying Courier connection

L the primary credentials of the user who is logged on

L the current verifier

. a list of handles for files which are currently open in the session

The session state is updated by each procedure processing routine to reflect the current
activity of the ~ession. This updating ensures consistency across procedure calls and allows
errors to be returned for inappropriate calls sequences.

4.1.2 Fi' handle
A file handle is used by the client and service to identify files which are to be accessed on the
service. Lpon completion of a successful Open or Store, a file handle is returned which
identifies the file to the service on subsequent calls. This handle value is used to point toa
file context block which contains information relevant to the associated file such as
. the pathname attribute value for the file as specified on the Open or Store
. the type attribute value specified by the client on the Open
. an appropriate entry for each of the mandatory attribute values, createdOn,
datasSize, isDirectory, modifiedOn and type
L a field indicating whether the file is physicallv open, closed, etc.
° any operating system specific structures as needed by the implementation
An Open procedure sets the pathname and type fields to the values specified in the
AttributeTypeSequence provided. The remaining mandatory attribute values are
determined and set appropriately. Any operating system specific structures are alo
initialized at that time. The vualues contained in the context block allow subsequent
procedures to discern relevant information about the file by looking in this context block
rather than interacting with the locul file syvstem.
20
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A Store sets the pathname field and all attribute value fields to those values provided on the

Store. The service will then retain these values in the local file system.

4.2 Common support

.\Ian'y of the procedure routines perform a common set of actions in addition to any procedure
specific processing required. All routines, with the exception of Logon, must verifv the
session and reset the continuance mechanism prior to other actions. Also, all routines which
specify a file handle (Close, Retrieve and Delete) must check the file handle for validity

4.2.1 Session validation

The session handle provided on each call subsequent to the Logon, must be validated by the
service. Specifically, two functions are accomplished bv this validation' 1) the verifier
included in the session handle is revalidated and 2) the internal ~tate of the ses=ion is
checked for consistency..

4.2.1.1 Verifier validation

The verifier included in the session handle may be one of two tvpes simple or strong,
depending upon the primary credentials type provided by the Logon that created the ses<ion
handle. The implementation presented here uses simple credentials. the validation of strong
credentials is described in the Authentication Protocol (1].

The mechanism for validating a simple verifier involves saving the Logon verifier within
the session context block. Each subsequent procedure call simply compares the verifier
within the session handle against the saved verifier and returns the error
AuthenticationError [problem: verifierinvalid] if they do not match

4.2.1.2 Session consistency validation

The session context block created at Logon is used to validate the internal state of the
session. The token within the session handle points to the session context block
corresponding to the associated session. Specifically, the service verifies that the session
state reflects an open session. [f the token value is invalid or the context block pointed to
represents a session which is not open, the error SessionError [problem: tokenlnvalid] .-
returned.

4.2.2 Use of the continuance timer

A service cannot alwavs expect that a client will terminate a session explicitly The ~crvice
should also maintain the option of terminating an open session after some specitied period ot
inactivity. To enforce this, a service specific continuance value 1s maintained This value
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defines, in seconds, the interval which must elapse between successive client procedure calls

hefore the service will terminate the session.

Upon completion of a successful Logon, the service establishes an internal continuance

timer which will cause the execution of a routine to terminate the session upon expiration of
this interval. During each successive procedure call from the client, the processing routine
cancels the previous timer and rearms the mechanism again. After a Logoff is successfully
completed, the service cancels the previous timer and does not reset the interval.

efore the client issues its next procedure call, the service

[f the continuance interval expires b '
les, releasing the assoctated file context

can terminate the session by closing any open fi :
blocks, closing the underlying Courter connection and releasing the session context block.

4.2.3 File handie validation

The Close, Retrieve and Delete procedures require the file handle for a file previously
opened on the service. To maintain consistency, the service should perform a verification of

the file handle in each of these routines.

These routines do not allow the specified file handle to be nullHandle. [f nullHandle is used,
the error HandleError [problem: nullDisallowed] is returned.

The state entry within the file context block is also checked to insure that the file was
previously opened. The error HandleError [problem: invalid] is returned if the file pointed to
by the file handle is not open.

Some FilingSubset implementations may not guarantee that a previously opened file is not
deleted by another utility on the system. These services should check for file existence each
time the file handle is used and should report the error HandleError [problem: invalid] if the
file no longer exists.

The ownership of a previously opened file may also be altered by other utilities even though
the client has a valid file handle. If the service is presented with a valid file handle, but
cannot access the file that the handle references, then the error AccessError [problem:
fileChanged] is reported.

4.3 Procedures

4.3.1 Logon

Logon: PROCEDURE [service: Clearinghouse.Name, credentials: Credentials, verifier: Verifier]
RETURNS [session: Session]

REPORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] = Filing.Logon;

Logon establishes a session which is used to control the subsequent interaction between
client and service. This procedure is accompanied by three arguments: service, credentials
and verifier. Service is the distinguished name of the service being connected to while
credentials and verifier describe the credentials to be used in validating a user.

22
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This procedure initially verifies that ‘e service being connected to 15 in fact the :ervice
currently processing the procedure [t is possible for multiple FilingSubset services to reside
on the same network server, where each service has the same or a different root directory
Each service should maintain an internal tag to identify itself This tag is used to \uliddie
the service name provided on the Logon ‘

Secondary
none simple strong
Primary
nullPrimaryCredentials legal legal illegal
simple legal legal illegal
strong legal illegal legal

Table 4 1 Primary and secondary credentials combinations

User credentials are validated according to the type and strength of credentials supplied
The error AuthenticationError [problem: secondaryCredentialsTypeinvalid] should be
returned if the combination of primaries and secondaries is not allowed as shown in Table
41

The primary user credentials and verifier are validated as specified by the Authentication
Protocol. Credentials of type nullPrimaryCredentials are not subject tv any validation \ set
of simple primary credentials and verifier are validated by passing them to an
Authentication Service on a CheckSimpleCredentials procedure .\ return value of TRuE
indicates that the wverifier is good. If the Authentication Service returns an
AuthenticationError, the accompanving problem can be returned to the FilingSubset client
as AuthenticationError [problem: problem]. The error ServiceError [problem:
cannotAuthenticate] is returned if the Authentication Service can not be contacted \ ~ct ot
strong primary credentials and verifier are validated as described in the Authentication
Protocol with an appropriate error being returned if the credentials are invalid.

Secondary credentials are validated via the host operating system validation procedures,
with appropriate errors being returned to the client if the validation fails. If a required
SecondarylitemType is not supplied by the client, the error AuthenticationError [problem:
secondaryCredentialsTypeinvalid] is returned, indicating the item types required Subset
services should report AuthenticationError [problem: secondaryCredentialsRequired] if
secondary credentials of strength none are used in conjunction with nullPrimaryCredentials

On hybrid hosts, the Logon routine may also have to alter the effective identity of the
process to be that of the user specitied in the secondary credentials. This action is dependent
upon the host operating system and is accomplished by the local mechanisms as requirced.
This alteration would be performed to ensure that user access to and ownership of tiles cun
be handled by the standard host mechanisms.

To be consistent with the Filing Protocol, the process should not position itself in a defuult
working directory other than the root for the given service. [t is the client’s responsibility o
perform any positioning subsequent to a successful Logon: this implies that the client may

open the root explicitly. On some hvbrid host scrvices, it may be advantagcou~ tor the
<ervice to position itself to the appropriate root directory during the Logon since usc of the
23
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4.3.2 Logoff

nullHandle by a client implies the service root directory. The error ServiceError [probiem:

serviceUnavailable] should be reported if this positioning fails.

Once this has been accomplished, the procedure creates a session handle, initializes the <t

of this handle and returns the handle to the client. If an error occurs in creating the session
handle, the error ServiceError [problem: serviceUnavailable] should be returned. In a cyxe

where a single service process is responsible for a session, the error ServiceError [problem:

serviceFull] should be reported if a Logon is attempted prior to the Logoff which terminates

the current session.

Logoff: PROCEOURE [session: Session] ‘ N
REPORTS [AuthenticationError, ServiceError, Sessionkrror, UndefinedError] = Filing.Logoff;

Logoff indicates that the client is terminating the session. This procedure has one
argument: session which is the handle of the session to be ended

This procedure initially verifies that the session handle supplied is indeed valid using the
procedure in Section 4+ 2 The Logoff routine not only verifies that the session is currently
open, it also has to determine if uny other actions are in progress. Subset clients ure
encouraged to maintain a single Courier connection for each session, so the service is not
required to support simultaneous actions. When the Logoff is issued while another
operation is in progress. the error ServiceError [problem: sessioninUse] is returned.

During the existence of the session, it is possible that some files have been opened and not
subsequently closed. Prior to returning to the client, all files which are currently open
within this session are closed and the associated file context blocks released.

4.3.3 Continue

4.3.4 Open

Continue: PROCEOURE [session: Session]
RETURNS [continuance: CAROINAL]
REPORTS [AuthenticationError, SessionError, UndefinedError] = Filing.Continue;

Continue registers a client’s interest in maintaining an open session during a long period of
tnactivity. This procedure passes session, the handle of the session to be continued.

Processing of a Continue involves verification of the session handle and resetting of the
continuance mechanism, as explained in Section 4.2.

Open: PROCEOURE [attributes: AttributeSequence, directory: Handle,
controls: ControlSequence, session: Session])

RETURNS [file: Handie]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,

AuthenticationError, ControlTypeError, ControiValueError, HandleError,
SessionError, UndefinedError] = Filing.Open;
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Open makes a file available for use by the client. The following arguments are passed in the
Open procedure: attributes identifies the file to be opened: directory specifies the starting

directory in which to look for the file: controls specify the controls applied to the resuiting
file handle and session is the client’s session handle.

[nitially, the session handle is verified and the continuance timer reset. Argument values
and attribute types and values contained in attributes are then checked for validity. The
FilingSubset defines restrictions on the argument values and attribute tvpes and values
provided on the Open. The following errors are returned for the respective conditions:

AttributeTypeError [problem: disallowed, type: attribute type]
an attribute type other than parentiD. pathname. type or version is
specified

AttributeTypeError [problem: duplicated, type: attribute type)
the parentiD, pathname, type or version is specified more than once

AttributeTypeError [problem: illegal, type: attribute type)
an attribute type not defined by the Filing Protocol is specified

AttributeValueError [problem: illegal, type: attribute type]
anillegal attribute value is specified

AttributeValueError [problem: unimplemented, type: parentiD]
a parentiD value other than nullFilelD is specified

AttributeValueError [problem: unimplemented, type: version]
a version value other than lowestVersion or highestVersion is specified

ControlTypeError [problem: disallowed]
controls is not the empty sequence

HandleError: [problem: invalid]
directory is not nullHandle

A file handle is allocated and initialized by setting the pathname and type entries from the
corresponding attribute values. [f no values are specified, an appropriate default is used (i.e ,
the root pathname for the service and the actual file type as determined by the service). The
pathname value is used to identify the file when it is opened. The type attribute convevs the
client’s intention to have the file content transfer be of this type when retrieved. To be
consistent with its treatment ot directory files, a service may only allow the tAsciiText and
tUnspecified type values to be specified. The error AttributeValueError [problem:
disallowed, type: type] would be returned if another type was requested.

The service then verifies that the file exists and the user has permission to access the file
The error AccessError [problem: accessRightsinsufficient] is returned if the user does not
have access to the file. AccessError [problem: fileNotFound] is returned to indicate that the
file does not exist. The service determines the values for the isDirectory and type attributes
and saves these in the file context block. The operating system specific structures are also
initialized once the file is opened. If successful, the file handle is inserted into the open file
queue in the session context block and returned to the client.

A service should allow the specification of an empty AttributeSequence in conjunction with
use of nullHandle for directory. This is used to open the root of the file service regardiess of
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4.3.5 Close

any service specific pathname syntax. The file handle returned to the client, in this Cuse,

should not be nullHandle.

4.3.6 List

Close: PROCEDURE [file: Handle, session: Session] . N
REPORTS [AuthenticationError, HandleError, SessionError, UndefinedError] = Filing.Close;

Close indicates that a client no longer needs a file handle within the specified session
Arguments to this procedure are file, the handle to be closed and session, the session handle

The accompanying session handle is validated and the continuance mechanism reset. The
file handle is checked for validity as described in Section 4 2.3 and, if successful, the file is
closed and the handle removed from the open queue in the session context block.

List: PROCEDURE [directory: Handle, types: AttributeTypeSequence,
scope: ScopeSequence, listing: BulkData.Sink, session: Session]

REPORTS [AccessError, AttributeTypeError, AuthenticationError,
ConnectionError, HandleError, ScopeTypeError, ScopeValueError, SessionError,
TransferError, UndefinedError] = Filing.List;

List enumerates files within a directory and returns the requested attributes associated with
those files. This procedure include the following arguments: directory, the handle for the
directory to be enumerated; types, the attribute types to be returned; scope, the selection
criteria for enumeration; listing, the bulk data sink to receive the attribute list and session,
the handle of the session to be continued.

The List procedure initially verifies the session handle and resets the continuance timer. The
argument values and attribute types provided on the call are validated and the following
errors reported if the specified conditions occur:

AttributeTypeError [problem:duplicate, type: attribute type]
an attribute type is specified more than once

AttributeTypeError [problem:illegal, type: attribute typel
an attribute type not defined in the Filing Protocol is specified

ScopeTypeError [problem:illegal, type: scope type]
a scope type not defined in the Filing Protocol is specified

ScopeTypeError [problem:missing, type: scope type]
a scope type of count or filter is not specified

ScopeTypeError [problem:unimplemented, type: scope type]
a scope type other than countor filter is specified

ScopeValueError [problem: illegal, type: scope type]
an illegal pathname attribute value is specified
an tllegal count value is specified

26
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4.3.7 Store

ScopeValueError [problem: unimplemented, type: filter]
afilter type other than matches is specified
a matches attribute type other than pathname is specified

TransferError [problem: aborted]
a bulk data sink type other than BulkData.immediateSink or
BulkData.nullSink is specified

The routine can return if listing specifies BulkData.nullSink If BulkData.immediateSink is
specified, the pathname attribute value is then used to enumerate the candidate files by the
host operating system. The attributes requested are retrieved for each file enumerated and
transferred as a bulk data stream to the client.

The stream is formatted as a StreamofAttributeSequences with a single AttributeSequence
for each file enumerated. The ordering of the AttributeSequence tvpes within the -tream is
determined by the associated ordering value for the directory listed. If the ordering
attribute is not supported by the service, the ordering will be defaultOrdering ([key: name,
ascending: TRUE, interpretation: string]).

The FilingSubset states that values must be returned for all attributes requested. If the
attribute is mandatory or implied, a non-null value is returned. [fan implied attribute is not
supported, the value returned is the service default value for that attribute. The value
returned for unsupported optional attributes will be null (attribute: [type: attribute type,
value: SEQUENCE 0 OF UNSPECIFIEQ]): optional attributes which are supported return valid
values. [f types requests allAttributeTypes, then the service must return non-null values for
all mandatory, implied and supported optional attributes.

The error AccessError [problem:accessrightsinsufficient] is returned if the requested file is
inaccessible by the user. AccessError [problem:fileNotFound] is returned if the pathiname
value results in no files being enumerated.

Some service implementations may perform the file and attribute enumeration in two steps.
Thus, the possibility exists that the service can enumerate the directory. but may not be able
to access individual files later to determine values for the requested attributes. If an
individual file has been deleted. then the file will not be included in the bulk data stream
returned to the client. If the user no longer has permission to access the file. the service will
return null values for all attributes except the pathname attribute This implies to the client
that the requested attribute values are not accessible on the service even though the parent
directory is accessible.

Store: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, content: BulkData.Source, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, ControlTypeError, ControlValueError,
HandleError, InsertionError, SessionError, SpaceError, TransferError,
UndefinedError] = Filing.Store;

Store creates a file with the specified content and the specified attributes. Store uses tive
arguments: directory specifies the directory in which to insert the file: attributes. the
attributes to give to the created file: controls. the controls to be upplied to the re<ulting tile
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handle: content, the bulk data source used to send th
session handle.

Store verifies the session handle an '
errors are returned if the associated restrictions on argument values and attribute tvpes

e file contents and session, the curren;

d resets the continuance mechanism. The following

AttributeTypeError [problem: disallowed, type: attrlbut-e-type]
an attribute type of filelD, modifiedBy, modifiedOn, name,

numberOfChildren, parentiD, readBy, readOn, storedSize or
subtreeSize is specified

AttributeTypeError [problem: duplicated, type: attribute typel
a valid attribute is specified more thanonce

AttributeTypeError [problem: illegal, type: attribute typel
an attribute tvpe not defined by the Filing Protocol is specified

AttributeTypeError [problem: missing, type: pathnamej
a pathname attribute value is not specified

AttributeTypeError [problem: unimplemented type: attribute typel
an attribute type of checksum, createdBy or position is specified

AttributeTypeError [problem: unreasonable, type: type}
the isDirectory value is TRUE and the type value is not tDirectory
the type value is tDirectory and the isDirectory value is FALSE

AttributeValueError [problem: illegal, type: attribute type)
an illegal attribute value is specified

AttributeValueError [problem: unimplemented, type: accesslist]
an accessList value other than [defaulted: TRUE] is specified

AttributeValueError [problem: unimplemented, type: childrenUniquelyNamed]
a childrenUniquelyNamed value other than the service specific valueis
specified

AttributeValueError [problem: unimplemented, type: defaultAccessList]
a defaultAccessList value other than [defaulted: TRUE] is specified

AttributeValueError [problem: unimplemented, type: isTemporary]
an isTemporary value other than FALSE is specified

AttributeValueError [problem: unimplemented, type: ordering]
an ordering value other than defaultOrdering is specified

AttributeValueError [problem: unimplemented, type: subtreeSizeLimit]
a subtreeSizelLimit value other than nullsubtreesizeLimit is specified

AttributeValueError [problem: unimplemented, type: type}
a type value other than tAsciiText, tDirectory or tUnspecified is specified

28
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AttributeValueError [problem: unimplemented, type: version]
a version value other than highestVersion is specified

ControlTypeError [problem: disallowed]
controls is not the empty sequence

HandleError: [problem: invalid]
directory is not nullHandle

TransferError: [problem: aborted]

a bulk data source type other than BulkData.immediateSource or
BulkData.nullSource is specified

If content specifies BulkData.nullSink, the routine returns to the client. Otherwise, a file
handle is created and the values supplied for the mandatory attributes cached in the file
context block. Table E 4 of the Filing Protocol [7] describes the values to be given to any
mandatory attributes not specified on the procedure call. The value for the dataSize
attribute should be the number of bytes as stored on the local file svstem once the bulk data
transfer has completed.

The specified file is created using the local operating system procedures and the necessary
operating system specific structures initialized in the file context block. The error
AccessError [problem: accessRightsinsufficient] is reported if the user does not have
permission to create the file. If the file exists, the error InsertionError [problem:
fileNotUnique] is reported to the client. [f no space exists on the service to create the file, the
error SpaceError [problem: mediumFull] is returned. The previously allocated file context
block is released if an error is reported.

The content of the file is read from the bulk data stream and written to the file on the local
file system. If any problems are encountered while reading the bulk data stream or writing
to the file system, the service sends an out-of-band notification to the client to abort the bulk
data transfer, reports the error TransferError (problem: aborted], and deletes the partial
file. If the client aborts the bulk data transfer, the same error is also reported and the partial
file deleted.

Upon successful completion of the bulk data transfer, the attribute values contained in the
file context block are stored with the file through the use of the local file svstem
mechanisms The file handle is queued onto the session context block and the file handle
returned to the client. If an error is reported after the file handle has been created, the

associated context block is freed.

Files of type other than tAsciiText are transferred as an uninterpreted sequence of bvtes and
are written to the local file system with no formatting. The data transferred in the bulk data
stream will be of type StreamofAsciiText for a file of type tAsciiText. Each AsciiString within
this stream will be written to the file in the appropriate format for the local operating
system. The value of lastByteSignificant will indicate whether the last byte in each

AsciiString.bytes should be written to the file.

To indicate that the file to be created is a directory, a client will set the isDirectory value to
TRUE. A TRUE value for the isDirectory attribute also implies a type value of tDirectory if the
type value is not specified: however, a type of tDirectory does not imply an isDirectory value
of TRUE. If both the isDirectory and type values are specified and they are in conflict. the ¢rror
AttributeTypeError [problem: unreasonable, type: type] should be reported. This error
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would also be reported if a type value of tDirectory is specified with no associated isDirectory

value.

A subset service is not required to support the creation of directory files and will report
AccessError [problem: accessRightsinsufficient] if directory creation 1s not allowed.

Furthermore, a service which does support directory creation is not required to allow the

creation of non-empty directory files. A service which does not support this feature reports

the error AttributeTypeError [problem: unreasonable, type: isDirectory] if the client
specifies an isDirectory value of TRUE in conjunction with BulkData.immediateSource and 4

non-zero length data transfer.

4.3.8 Retrieve

Retrieve: PROCEDURE [file: Handle, content: BulkData.Sink, session: Session]
REPORTS [AccessError, AuthenticationError, ConnectionError, HandleError,
SessionError, TransferError, UndefinedError] = Filing.Retrieve;

Retrieve transfers the contents of a file on the service to the client. Three arguments
accompany the Retrieve procedure: file, the handle of the file to be transfered, content, the
bulk data sink to receive the file contents and session, the handle of the -ession to be
continued.

The Retrieve routine verifies the session handle and resets the continuance timer as
described in Section 4.2. The supplied file handle is verified, as described in Section 4.2.3,
and the following error reported if the corresponding restriction on argument values occur:

TransferError: [problem: aborted]
a bulk data sink type other than BulkData.immediateSink or
BulkData.nullSink is specified

[f content specifies BulkData.nullSink, the procedure returns. I[f BulkData.immediateSink is
specified, then the file identified by the file handle is read from the local file svstem and
written to a bulk data stream for transfer to the client. If an error is encountered while
either reading the file or writing to the bulk data stream, an out-of-band notification is sent
to abort the transfer and the error TransferError [problem: aborted] is reported to the client
[f the client, for some reason, aborts the transfer, then the same ecrror is reported.

The bulk data stream may be formatted depending upon the type of the file heing
transferred. The type is determined from a combination of the type attribute value as it was
specified on the previous Open and the type attribute value of the file as it exists on the local
file system. If the client specified a type on the Open, the file content is transferred as that
type. If type was not specified, the locally determined file type is used. The service
determines the correct transfer type by examining the respective values in the session
context block at the time of the transfer.

Files of a type other than tAsciiText are transferred as a single uninterpreted stream of
bytes. A file of type tAsciiText will be transferred in the bulk data stream as type
StreamofAsciiText. Each line of the input file is stripped of any operating system specific
data, including line delimiters, and encoded into an AsciiString. If the number of charucters
in the line is odd then lastByteSignificant is set to FALSE. otherwise it is set to TRUE.

["ilingSubset services are not required to permit the retrieval of directory files. A ~ervice
which does not allow this reports the ervor AccessError [problem: accessRightsinsufficient]
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The isDirectory entry in the file context block is used to determine if the tile i indeed a
directory.

4.3.9 Delete

Delete: PrOCEOURE [file: Handle, session: Session]

REPORTS [AccessError, AuthenticationError, HandleError, SessionError,
UndefinedError] = Filing.Delete;

Delete deletes an existing file. The following arguments are passed in the Delete procedure:
file, the handle of the file to be deleted and session, the current session handle.

The session handle is verified, the continuance mechanism rearmed and the tile handle
verified as described in Section 4 2. The file specified by the file handle will then be deleted
Different actions may be taken depending upon whether the file is a directory as determined
by examining the isDirectory entry in the file context block. Upon successful deletion of the
file, the associated file handle is removed from the open file queue in the session context
block and released.

FilingSubset services are not required to allow deletion of directorv files. If directory
deletion is not supported, then the error AccessError [problem: accessRightsinsufficient] is
reported. A service that does in fact support deletion of directories may not be able to
guarantee that all descendants of that directory will in fact be deleted. in accordance with
the Filing Protocol. The error AccessError [problem: accessRightsinsufficient] should also be
reported for this condition. Clients should recognize that in the situation where this error is
reported, the portion of the directory structure that cannot be deleted, along with other files
which would have been encountered had the deletion continued mav be retained on the
service.

N
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3. UNIX SYSTEM INTERFACE
 EEEEE——————— e

[mplementation of the FilingSubset under UNIX requires both procedure and attribute
support within the native operating and file systems. This section presents an
implementation scenario which describes the necessary interactions with the UNIX system.

Theis section describes those interface procedures required by the client and service
implementations presented in Sections 3 and 4. These are by no means the only method for
providing the facility desired; they have been chosen either because they have actually been
tested or are more likely to be portable between various versions of UNIX In those cases
where differences arise between implementations on UNIX 4.2BSD, UNIX 4 3BSD and UNIX
System V, these differences are noted.

[n several instances, the examples presented will be identical to the VMS counterparts
presented in Section 6. This replication is done in an effort to make hoth the UNIX and the
VMS sections complete stand-alone sections.

Several of the examples presented are predicated on the assumption that a separate UNIX
process instance handles all procedure calls from the time the Courier connection has been
established on the initial Logon call until the subsequent Logoff call. The examples also
assume the definition of Filing defined constants and Courier defined data tvpes. In the
examples, the string "fFili1ng_" is prepended to structure and variable names which are

defined by the Filing Protocol.

5.1 Attribute Support

The FilingSubset Protocol distinguishes three classes of attributes: mandatory, implied and
optional. This section describes specific scenarios under the JNIX operating system for

] services to retain attributes so that they mayv be interpreted bv other native
operating system utilities and returned when requested by network clients

] clients to retrieve and retain the attributes when dealing with remote -ervices

All attributes presented here are discussed with respect to two areas: 1) where attributes
must be retained in thé native file structures and 2) how they may be retrieved trom thewe
structures and transferred to other FilingSubset clients and services Retention of attributes
is of importance to FilingSubset clients when retrieving tiles from a servnce'und by services
when a client requests creation of a file on the service. Likewise, retrieval ot attributes from
the native file structures is used by clients when 1ssuing a-Store and by services when

returning attributes on a List procedure.
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5.1.1 Mandatory Attributes

Mandatory attributes are those attributes which must be interpreted by all FilingSubset
implementations. These attributes are guaranteed to be retained by any service
implementing the FilingSubset Protocol and must be accepted in specific procedure calls to
the extent that they are legal arguments of the corresponding procedure in the Filing
Protocol. Additionally, clients may wish to to retain these attributes when retrieving files
from a service.The FilingSubset defines the following mandatory attributes: createdOn,

dataSize, isDirectory, modifiedOn, pathname and type.

Each of these attributes is discussed with respect to the areas of retention and retrieval,
Retention of an attribute value describes a mechanism for saving the specified XNS
attribute value within the UNIX file system along with the file contents. Retrieval of
attribute values presents methods for deriving the XNS value from the UNIX file system. In
each of these cases, the values may need to be converted from one form to the other

[n the case of the createdOn and modifiedOn attributes, the retention and retrieval of
attribute values requires a conversion between the UNIX and XNS formats. The createdOn
and modifiedOn values are always specified in XNS Time format [10]. XNS time is based on
the number of seconds since 00:00:00 Jan. 1, 1901 Greewich Mean Time. The UNIX operating
system maintains time in a form specifying seconds since 00:00-00 GMT, .Jan. 1, 1970. To
convert XNS time values to UNIX time values, the constant 2177452800 must be subtracted
from the XNS value. Note that this constant is the XNS encoding for the UNIX time 00:0000
GMT, Jan. 1, 1970 [ ((1970-1901) years * 365 days/vear + 17 leup days) * 24 hoursiday * 60
minutes/hour * 60 seconds/minute|. Conversion from UNIX format to XNS format simply
requires adding the constant to the UNIX value.

5.1.1.1 createdOn

The createdOn attribute is useful in determining if similarly named files on different file
servers within the network are identical. This is especially true on systems such as UNIX
where versions are not supported. The ability to rétain the createdOn date must be coupled
with a mechanism for native utilities to provide this date on demand. This can be
accomplished on UNIX by retaining the createdOn vaiue in the file status field
stat.st_mtime. This allows non-network UNIX users to access this date easily also allows the
network client and service to determine und modify this date If this file is modified by local
UNIX uilities, the date will change, in effect implying a new version to network users.

[Retention/
The createdOn value is first converted to UNIX form as described above and then retained

in the UNIX file status block field, stat.st_mtime, by issuing a utimes call (4 2BSD nr 4 385D!
or a utime call (4.2B8SD, 4.38SD and System V).
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The following example tllustrates use of the st ime procedure for retaining *he createdOn and
modifiedOn values:

#1nclude {sys/types.h>

#define XNS_TIME _OIFFERENCE 2177452800 /* difference between base times */

/.
routine:
set_create_time
1nput:
pointer to file context block
where
'f no createdOn value was specified on Store. createdon == 32
'f createdOn value was specified on Store. createdOn != 0. value s
n XNS tyme format
returns:
none
*/

set_create_twme(file_context_black)

file_handle *file_context_block:
(
time_t time_buffer(2];
time _t time():
'f (frle_context_block->createdon) /® save createdOn f specified °
time_buffer(0]= file_context_block->createdon — ANS_TIME _D[77ERENCE:
else /* else, set to current Jate/“i1me °*/

time_buffer(0]= time(Q):
time buffer(1]= tme(0): /* set modi1fiedOn to current jate time °*/

utime(file_context_block->pathname, - 1me_nuffer);

[Retrieval]

Network processes can retrieve the createdOn value by issuing a stat call on the file and
returning the stat.st_mtime value after adding the conversion constant described unove.

5.1.1.2 dataSize

The FilingSubset defines the value of the dataSize attribute to be un estimate of the number
of eight-bit bytes within the file content. The UNIX file svstem maintains a tile size, in bytes,

which can be used for the dataSize value.
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[Retention]

Since the dataSize value is regarded as an estimate of the native storage size, a UNIX service
does not need to explicitly save this value. It will be retained by the UNIX file system once

the file is created.

[Retrieval]

The dataSize value can be returned by issuing a stat call on the desired file and returning

the stat.st_size value.

5.1.1.3 isDirectory

The isDirectory is a boolean designating whether the file is a directory or not. Since UNIX
differentiates between directory and non-directory files, this value is retained in the format
of the file and derived from the stat file structure field, stat.st_mode.

[Retention]

Retention of the isDirectory attribute implies that the file be created differently based on the
attribute value. When the value is FALSE, the standard UNIX file creation routines (open,
creat, fopen, etc.) can be used. If the value is TRUE, the directory file can be created with the
mkd1r system call (4.2BSD and 4.3BSD) or the mkd1r command (4 2BSD, 4 3BSD and System V)

[Retrieval]

The isDirectory attribute value can be determined by issuing a call to the stat routine. This
returns a file status block which contains the field stat.st_mode. The isDirectory value wili
be TRUE if the returned stat.st_mode value is TRUE when logically anded with the constant
S_IFDIR.

5.1.1.4 modifiedOn

The modifiedOn attribute is retained in the UNIX file status field stat.st_atime.
[Retention]

The modifiedOn attribute is retained in the stat.st_itime fieid bv a call to utimes (4 2850
and 4.3BSD) or utime (4.2BSD, 4 3BSD and System V). When a file is created by a FilingSubset
client or service, the modifiedOn value becomes the current date and time. [f no value 1
specified for the modified date on the utimes routine, the current date and time will be used.

[Retrievall

The modifiedOn value is returned to network processes bv issuing a stat call on the file and

returning the stat.st_atime value added to the UNIX to XNS time conversion constant
described in Section 5.1.1.
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5.1.1.5 pathname

5.1.1.6 type

The FilingSubset requires all service implementations to allow the specification of files by
the pathname attribute value. The syntax of the attribute value is defined to be service
specific, which implies that the pathname value will in fact be the UNIX file name. Likewise,

the pathname value can be easily derived from the UNIX file name when listing the parent
directory.

The context for use of the pathname attribute within the FilingSubset restricts the use of
wildcard characters to the matches attribute value on the List procedure.

[Retention)

The pathname attribute value specified will be used as the UNIX file name when actually
creating the file. This value is retained by the parent directory file once the file is
successfully created.

[Retrieval]

A FilingSubset service is allowed to require the pathname attribute when accessing a file.
As such, the value is always specified by the client, except on a List when the service must
enumerate the parent directory. The mechanism presented in Section 5.3.4 using the 1s
command will always return a fully specified UNIX filename to the service.

The ability to transfer files between systems and retain generic file types 1s advantageous to
the users of a heterogeneous network. [n particular. the ability to transfer a text ‘ile to
another system and preserve the editability of that file by the native text editors on the
receiving system without explicit conversion is especially beneficial.

All FilingSubset implementations must support the tvpe attribute values: tAsciiText,
tDirectory and tUnspecified. The UNIX operating svstem does not provide an explicit
mechanism to distinguish between text and binary files. so support for this distinction must
rely on the client or service making a good guess as to the file tvpe based upon analvsis of the

file content.

Generally, the distinction can be made that files containing only Ascii characters will be
treated as tAsciiText and all other files (excluding directories) will be treated as

tUnspecified.

[Retention/

The tDirectory file type is retained in a manner similar to the isDirectory attribute. When
the attribute value is tDirectory, the directory is created via a the system call mxarr 14 2BSD
and 4 38SD) or the command mkd1r (4.285D, 4.3BSD and System V).

Since the UNIX operating system does not create text and non-text files differentl.. the
service does not explicitly retain the attribute value when storing the file [nstead, the

distinction is made when the type attribute is retrieved.
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[Retrieval]

The tDirectory file type can be determined in a manner similar to that of the isDirectory
attribute. A call to stat will return a file status block which contains the field stat.st_moge
The type value will be set to tDirectory if the returned stat.st_mode value is TRUE whep

logically anded with the consant S_IFDIR.

Since the UNIX file system does not provide explicit file types to distinguish between
tAsciitext and tUnspecified, this distinction must be made based on the file content. A
simple, but effective method for determining the file type is to read a selected number of
bytes from the file and look for any byte sequences which contain non-ASCII characters (ie.,
any character is 0 or has the high-order bit set). [f any non-ASCII characters are found, then
the file can be assumed to be tUnspecified: if only ASCII character=z are found, then the
tAsciiText type can be assumed. [t should be noted that this method will not discern the
correct type in all cases; however, it is possible for the client to override the service
determined value by specifying the desired type on the Open call.

The routine get_type is defined to return the file type.
#include {(stdio.h>
#define CHARS_TO_REAQ 2048
/‘
routine:
get_type
1nput:
pointer to pathname of file
returns:
Cardinal containing Filing defined file type

*/

Cardinal get_type(pathname)

char *pathname;
(
FILE *file_desc:
char buffer(CHARS_TO_READ]:
nt count;
char *ptr:
Cardinal type:

W ( (file_descs fopen(pathname, r~)) ) {

type= Filing_tunspecifiea: /* 1f error. assume :Unspecifred °
return(type);

'f ( (count= Fread(buffer,swzeof(char),CHARS TO_READ.f1le _desc)) '= 0 )
type= Filing_tUnspecified:
else (

/* 1f error. assume tUnspecified */

type= Filing_tAsciiText: /* assume tAsciiTaxt

some
S e m el mArY aaRl fear A, -



UNIXSYITEMINTERFACE .

for ( ptr= buffer: ptr ¢ buffer + count 1: ) ( /* for each character */

0 (®*ptr == 0 ) | (*ptr++ & 0200) ) { /* 1f 0 or hign orger 5t *v
type= Filing_tUnspecifrea: /* assume tUnspecifiea */
break;

}

}
}
fclose(file_desc); /* close file */

return(type);

5.1.2 Implied attributes

[mplied attributes are those attributes which obtain an implicit value when a new file is
created. All subset implementations are required to permit the specification of the implied
(default) value for these attributes. A service implementation may reject a Store procedure if
the value for an implied attribute is not the default value and the service does not support
the retention of non-default values for the attribute.

The implied attributes defined in the FilingSubset are accesslist, childrenUniquelyNamed,
defaultAccesslist, isTempaorary, ordering, subtreeSizelimit and version.

Table 5.1 specifies the default values for these attributes on the UNIX operating system.
Since the attribute values are identical for every file unless otherwise supported, no explicit
provision for retention and retrieval of these attributes 1s needed. The service should verifv
that the associated value is indeed the default on a Store and return the default values
when requested on a List procedure.

— Attribute Supported Values
accessList ldelaulted: rRUF|
childrenUniquelv Nined TRUE
defauitAccessList |delaulted: TRIE}
isTemiporarv FALSE
onrdering defaultOrdering
subtreeSizeLimut nullSubtreeSizeLimit
version highestVersion

Table 5.1 UNIX supported values for
implied attributes

5.1.3 Optional attributes

Those attributes which are defined as interpreted in the Filing Protocol but are not defined
as either mandatory or implied within the FilingSubset are classified as optional attributes
These attributes are not required to be supported by any FilingSubset service Conventions
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for retaining and retrieving values for these attributes are not discussed here, since they yre
outside the definition for required functionality in the FilingSubset.

5.2 Client procedure support

Client routines require various UNIX system calls to perform functions specific to the UNIx
operating system and to access the UNIX file system. Examples of this interaction are

discussed in this section.

5.2.1 Continuance timer support

A FilingSubset client must issue a Continue procedure at specific time intervals to prevent
the service from terminating the session for lack of activity. This mechanism is implemented
via use of the alarm and signal UNIX routines. Three routines are defined for use by the
client: set_continuance_timer, reset_continuance_timer and cancel_continuance timer. In
addition, the routine send_continue is referenced. This routine will send a Continue to the

service to maintain the open session.

set_continuance_timer calls send_continue to determine the service continuance value then
initializes the timer mechanism to send a SIGALRM signul before the expiration of that

interval.
#31nclude <{signal.h>
extern send_continue():

Cardinal continuance;

/.
routine:

set_continuance_timer

called after a successful Logon

./

set_continuance_timer()

({

continuance= send_continye():
continuance= continuance/3;

alarm(0):

signal(SIGALRM,send_contwnue):

alarm(continuance);

/.
/®

/‘
/‘

/®
/.
/®

/*® expiration routine, will send continye */

continuance value. 1n seconds */

returned from service */

get service value */
insure we 2xpire before service */

cancel any previous alarm °*/
set routine to catch alarm *

set alarm */
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reset_continuance_timer cancels any pending timer and reissues a new timer request.

/®
foutine:
reset_continuance_timer
called after any FilingSubset procedure call
./ )

reset_continuance_timer()

{
alarm(0): /® cancel previous alarm */
alarm(continuance): /® then, reset alarm */
}
cancel_continuance_timer cancels the previous request and turns off handling of the SiGAL3M
signal.
/‘
routine:
cancel_continuance_timer
called after a successful Logoff
./

cancel_continuance_timer()

{

alarm(Q0): /* cancel any previous 1ilarm */
signal(SIGALRM.SIG_IGN): /* set ~outine to gnore alarm °*/

5.2.2 Determining mandatory attribute values

When a client performs a Store, values for the mandatory attributes may accompanyv the
remote procedure call Each of these values, with the exception of pathname and type, can
be obtained locally by using the stat system call. The routine get_aztributes illustrates how
to accomplish this.

#1nclude (sys/types.h>
#1nclude (sys/stat.h>

extern LongCardinal createdon:
extern LongCardinal mod1fiedon:

extern Boolean 1sdirectory:
extern Cardinal datasize:
extern Cardinal type:
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/®
routine:
get_attributes
input:
pointer to pathname of file
returns:
-1 success
3 error
./

get_attributes(pathname)
char *pathname:

({

/* file name */

struct stat file_stat:

1f ( stat(pathname.&f1le_stat) == -1 ) /* stat file */

return(l):

createdon= file_stat.st_mtime + XNS_TIME _OIFFERENCE; /* createdOn */

modifiedon= file_stat.st_atime + XNS_TIME _OIFFERENCE: /* mod1fiedDn */

datasize= file_stat.st_s1ze: /* dataSize */

/* type and 1s03rectory */

1f ( (file_stat.st_mode & S_IFOIR) != 0 ) {
1sdirectory= TRUE:
type= Filing_tDirectory:
} else {
1sdirectory= FALSE:
type= get_type(pathname):

return(-1):

}

5.3 Service procedure support

A FilingSubset service implemented on the UNIX operating svstem will need to use various
system calls to access the local tile system and provide UNIX specific procedure support. This
section presents detailed examples of this interaction.

Client access to files on a subset service is controlled through the use of a file handle. The
implementation presented in Section 4 describes the value of the file handle as a pointer tod
file context block. To provide the necessary functionality, this context block will contain some
items which are operating system specific.
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For the implementation presented here, the following items are contained in the file context

block:
° a copy of the pathname attribute value as specified on the Open or Store
L a cardinal identifying the file type requested by the client on the Open
L a cardinal specifying the file type as determined by the service
° a cardinal specifying the dataSize value for the file
o a boolean specifying the isDirectory value for the file
o a long cardinal specifying the createdOn value for the file in XNS format
° a long cardinal specifying the modifiedOn value for the file in XNS format
° aFILE file descriptor used to access the opened file

The following C structure defines the structure used in this section:

typedef file_handle {

char *pathname; /®* pownter to pathname value */

Cardinal type: /* client requested type (from Open) */
Cardinal truetype: /* file system file type */

Cardinal datasize; /* dataSize value */

Boolean 1sdirectory; /* 1sOrrectory */

LongCardinal createdon; /% createdOn valuye */

LongCardinal mod:fiedon; /* modifredOn value *’

FILE *frle_desc: /* ptr to file descriptor for open “1le °/

5.3.1 Logon

The Logon procedure is responsible for validating the user attempting the connection and, (f
successful, altering the process ownership to that of the user This alteration of ownership
ensures that the process is subject to the normal access/protection mechanisms emploved by
the UNIX operating system when subsequent procedure calls request access to tiles on the

service.

The user name and password entries of the secondary credentials supplied on the Logon are
validated against the standard UNIX account file '/etc oasswa) ~()nce this has been
completed, the user [D and group [D of the process is changed to that or' the respective user ax
determined from the password file entry for the user The process is also positioned to the
appropriate root file for the service. generally the UNIX root /" This provides a working
directory which can be associated with nullHandle.
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The verifyandposition_user routine 1s deﬁne_d to perform these functions.
#include <pwd.h>

#define SERVICE_ROQT  "/"

/‘
roytine:
verifyand position_user
nput:
user name derived from secondary credentials
user password derived from secondary credentials
returns:
-1 - success
else Filing Error. Problem
*/

Filing Error verifyandposition_user(user_name. user_password)

char *user_name: /* user name derived from secondary credentials °/
char *user_password: /* user password derived from secondary credentials */
(

struct passwd *pwd_entry:

stryct passwd *getpwnam():

char *crypt:

Filing_Error error_value: /* Filing error. problem pair */

/* set to Filing AuthenticationError ¢/
error_value.error= Filing_AuthenticationError:
error_value.problem= Authentication_secondaryCredentialsinvalid:

/®* determine 1f yser 15 valid */
1f ( (pwd_entry= getpwnam(user_name)) == (struct passwd °*)0 )
return(error_value):
/* determine 1f password 15 valid *
'f ( strcmp(pwd_entry->pw_passwd.crypt(user_password.pwd_entry->pw_passwd)) )
return(error_value):

/* set process user [D °*/
1f ( seturd(pwd_entry->pw uid) == -1 )

return(error_value):

/* set process group [0 */
1 setgrd(pwd_entry->pw _gid) == -1 )
return(error_value):

/®* position 1n service raoot *’
1f ( chdir(SERVICE_ROQT) == -1 ) (

error_value.error= Filing ServiceError:

error_value.problem= Filing_serviceUnavailable:
return(error_value):

return(-1)
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5.3.2 Continue

5.3.3 Open

The continuance mechanism is defined to allow services to close a session if it has been idle
for a long period of time or the session needs to be terminated for other reasons. Each service
maintains a continuance value which is the number of seconds that it will keep a session
open between successive procedure calls. This allows the service to set a timeout mechanism
to notify it when this time interval has passed and allow it to disconnect the active session.

This mechanism is armed once a session has been successfully established by a Logon and is
terminated once the session is ended with a Logoff. Additionally, each routine which
processes a FilingSubset procedure, as described in Section 4, should rearm the timer.

The alarm and signal routines are used to implement this mechanism for UNIX services.
alarm is used to set the timer mechanism for the specified interval while signal is used to
indicate whether the service is to handle or ignore the alarm.

The routines set_continuance_timer, reset_continuance_timer and cancel _continuance_timer
are defined. The service routine continuance expiration is referenced by
set_continuance_timer and would execute at the expiration of a timeout interval. At that
time, this routine would close the current session in a manner similar to that proposed for
the Logoff procedure in Section +.4.

set_continuance_timer initially establishes the timeout mechanism

#include {signal.h>

Cardinal continuance: /* continuance value. 'n seconds */
extern continuance_expiration(): /* expiration routine °*/
/‘

routine:

set_continuance_timer

*/

set_continuance_timer()

{
alarm(0): 7% cancel any previous alarm */
s1gnal(SIGALRM.continuance_expiration): /* set routine to catch aiarm */
alarm(continuance): /* set alarm =/

}

The reset continuance timer and cancel_continuance_-imer routines are identical to the

client routines specified in Section 5.2.1.

The Open procedure opens a file for subsequent access by the client. The file is identified bv
the value specified for the pathname attribute. UNIX does not support multiple versions, 5o
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the version values lowestVersion and highestVersion are accepted but indicate the same
file.

With respect to the UNIX file system, there is no guarantee that the ﬁ-le cannot bg deleted by
other utilities running outside of the process that has the file open. Since the.re s no hfzneﬁt
to physically opening the file during processing of an Open, the Open routine will stmply
determine if the file exists and the user has permission to access the-ﬁle. Subsequent
procedures which require physical access to the file will be responsible for actually

performing the open.

The stat_file routine is defined to accomplish this. The UNIX routine stat is used to fill jn
the attribute entries within the file context block. In addition, a call to get_type is‘issued to
determine the file type as stored on the UNIX file system. This allows subsequent file
transfer procedures to determine values for the mandatory attributes dataSize, isDirectory
and type simply by examining the file context block. The possible error returns are:
accessRightsinsufficient if the file cannot be accessed, fileNotFoupd, if the file or some
component of the pathname does not exist and accessRightsindeterminate if any other error

occurs.

#include <arrno.h>
#1nclude {sys/types.h>
#include {sys/stat.h>

/®
routine:
stat_file
nput:
pointer to file handle
returns:
-1 success
else Filing Error. Problem

file_context_block entries filled 1n
./

Filing_Error stat_f1]e(f\le_context_block)

file_handle *file_context_block:
{
struct stat file_stat:
Filing_Error  error_valye: /* Filing error, proplem pair */
error_value.error= F1ling_AccessError: /* default to AccessError °*/
1f stat(f1le_context_block->patnname_&f119_5:3:) == -1 ) (

switch (errno) {

case EACCES: /* yser has no access °
error_value.problem= F1ling_accessRightsinsufficient: .
return(error_value):

case ENOTOIR:
case ENOENT:

/* directory doesn't 2x1st *’
/* file doesn’t 2xist *
error_value.problem= Filing_frleNotFound:

return(error_valye);
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default: /* a1l sther zarrors *.
error_value.problem= Filing_accessRightsIndeterminate:
return(error_value);

}
}
file_context_block->datastze= file_stat.st_s1ze; /* 31ataSrze =/
/* file type =/
W ( (file_stat.st_mode & S_IFDIR) != 0 ) { /® type and 1sDirectory */

file_context_block->1sdirectory= TRUE:
truetype= Fi1ling_tDirectory;
} else (
file_context_block->1sdirectory= FALSE:
file_context_block->truetype= get_type(file_context_block->pathname:

return{-1):

}

5.3.4 List

The List procedure enumerates a directory looking for the specified file or files and returns
the requested attributes for each file found. The file specification to be listed is specified in
the pathname attribute value on a filter of type matches This procedure 1s unique in that it
is the only procedure which will allow wildcard characters in the pathname svntax which 1s
interpreted by the service.

This function is easily accomodated through the use of the UNIX 1s command which lists a
directory and returns the files matching some file name criteria The service uses the popen
routine to execute the 1s command and read the subsequent output. Use of the -1d switches
result in the output being formatted one file name per line with the file name being fully
specified from the UNIX root (“/™). The file names are also returned in ascending order by
name which is the defaultOrdering value for the UNIX implementation Each lile name
returned can then be used to determine the attribute values as requested on the List [f for
any reason the popen routine is not successful, the AccessProblem accessRightsinsufficient

is returned.

The routine 11st_directory is defined to perform this function. [Note: A slightlv altered
version of the get_attributes routine presented in Section 5 2.2 can be used to determine the

mandatory attributes for a file.|

#1nclude {std10.h>
#1nclude {errno.n>

/.
routne:
lTist_drrectory

input:
pointer to UNIX file specificatron

. a7
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5.3.5 Store

*/

returns:
-1 success
eise Filing Error, Probiem

Filing_Error 11st_directory(file_spec)

/* pathname attribute from filter of type matches °*/

char *fi1le_spec:
(
Filing_AttributeSequence attribute_sequence:
FILE *pipe_desc:
FILE *popen():
char command{256]:
Filing_Error error_value: /* Filing error. probiem pair ¢/
error_value.error= F1ling_AccessError: /* default to AccessError ¢/
strcpy(command. "/bin/is -1d 7): /* form appropriate command */

/‘

./

strcat(command.file_spec):

1f ( (pipe_desc= popen(command)) == NULL ) ( /* 1ssue command */
error_value.problem= Filing_accessRightslnsufficient:

return(error_value):

/* read each file name */
while ( fgets(filename MAX_FILENAME_LENGTH.pipe_desc) != NULL ) (

insert implementation specific routines here:
determine the values for the requested attributes
make an attribute sequence
write the attribute sequence to the bulk data stream

pciose(pipe_desc):
return(-1):

The Store procedure is used to create both directory and non-directory files. A different
system call is used to create directory files under UNIX, s0 the service will take an

appropriate action based on the values of the isDirectory and type attribute values as stored
in the file context block.

.\'o-njdirectory files ure stored by creating the specified file, reading the bulk data stream.
writing to the file and closing the file. The createdOn and modifiedOn attribute values are
retained once the file is closed as described in Section 5 1.

After the Store routine has validated the argument and attribute values. a file handle >
allocated. The create_f1le routine is then called to physically create the file. Appropriate
values for AccessProblem ure returned if the file cannot be~created for any reason. The
service does not allow overwriting an existing file and returns an error if the file exists.
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#include {stdio.h>

#1nclude {errno.h>

/e

routine:

create_fle
mnput;

pointer to file handle
returns:

-1 success

else Filing Error, Problem

file_context_block->file_desc filled 1n
.
/

Filing_Error create_file(f1le_context_block)

file_handle *file_context_block;
(
FILE *fopen():
Filing_Error error_value; /* Filing error, problem pair */

/* open *1le for wrize */
1f ( file_context_block->file_sescs
fopen(file_context_slock- pathname."w ') ) {
switch (errno) {
case EACCES: /* user has no iccess °*/
error_value.error= Fi1ling_AccessError:
error_vsalue.problem= F1ling_accessrightsinsufficrent:

return(rror_value);

case EEXIST: /* tile exists */
arror_value.error= Filing_InsertionError-
error_value.problem= F1l1ag_fileNotUnique:

return(error_value):

case ENQENT: /* no such file. 3K */
Jreak:
case ENQTOIR: /* no such directory */

error _value.error= Filing_AccessError:
arror salue.problem= Filing_fileNotFouna:

return(error_value):

case EMFILE: /* orocess f1le tap'e fyll */
case ENFILE: /* system file raple fyll </
error_value.error= F111ng_SpaceError:
error value.problem= F1ling_allocationExceeded;
return(error_value);
default: /* any other arror */
error value.problem= Filing_accessRightsindeterminate;

returnjerror_value);

a9
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return{-1):

}

Once the file has been successfully created, the Store routine will save the attribute
specified on the procedure call in the file context block. Defaul‘t values will be a§signed for
all mandatory attributes not specified. The bulk data stream will be read and written to the
file. If the file transfer is tAsciiText, then the appropriate decoding of AsciiString must be
performed to allow the UNIX line delimiters (the linefeed character,?cta'l 012) to be added to
the file. This can be accomplished by writing the contents of AsciiString.bytes to the file

followed by a call to fputc as follows:

{
1Nt count:
/* character count 1s sequence length * 2 */
count= sequence_length(Asc11String.bytes)/2:
if ( 'AsciiString.lastByteSignificant ) /* if count 1s odd, */
count--: /* decrement by 1 */
/* write characters */
fwrite(Asc1i1String.bytes.s1zeof(char).count.f1le_context_black->f1le_desc):
fputc( \n'.f1le_context_block->f1le_desc): /* then line feed */
}

FilingSubset services are not required to support directory creation. If directory creation is
supported, the service may optionally restrict this to only allow the creation of empty
directories. Directory files can be created easily on UNIX with the mkd1r command: however,
the format of directory files is operating system dependent and therefore does not encourage
the transfer of directory file contents. The create_directory routine is provided to illustrate
the creation of empty directory files.

/®
routine
create_directory
nput:
pointer to file handle
returns:
-1 success
else Filing Error. Problem
./

Filing_Error  create_directory(file_context block)

fi1le_handle *file_context_block:
(
mnt status,;
Filing_Error error_valye: /* Filing error. problem parr */

error_value.error= F1ling_AccessError: /* default to AccessError */
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status= 0;

1 ( fork() == 0 ) { /* execute commana */
execl("/bin/mkdir”, "mkdir" ,file_context_block->pathname,));

ex1t(-1);

wait(&statuys);

1 ( status ) ¢ /® error reports accessRightsinsufficient */

error_value.problem= Filing_accessRightsInsufficient;

return(error_value);

return(-1);

5.3.6 Retrieve

The Retrieve procedure transfers a file from a service to the calling client. FilingSubset
services are not required to allow the retrieval of directory files This is true »f the
implementation presented here, however, the fact that a file is 4 directory or not is
determined at a higher level. [f the file is not a directory, then the file is opened and the

content transferred via a bulk data stream to the client.

The open_file routine physically opens the file for reading via the fopen subroutine. Any

errors encountered during this are returned as type AccessProblem

#1nclude {std10.h>
#1nclude <errno.h>

VA
routine
open_file
nput:
pointer to file handle

returns:
-1 success
else Filing Error, Problem

file context_block->f1le_desc filled 1n

*/

Filing_Error open_file(f1le_context _blocx:

file_handle *f1le_context _block;

(

FILE *fopen( ).

Filing_Error error_value;

error value:= Filing_AccessError: /* defauiz

'* Filing error

arop em carr */

~n Accesstrror *
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/* open file */
if ( file_context_block->file_descs
fopen(file_context_block->pathname."r") ) {

switch (errno) {
» -
case EACCES: /® user has no access */

error value.problems= F1ling_accessrightsinsufficient:

return(error_value);

case ENQENT: /®* no such file =/
case ENOTDIR: /®* no such directory */

error value.problem= F1ling_f1leNotFound:

return(error_value);

default: /* all other errors */
error valuye.problem= Filing_accessRightslndeterminate;

return(error_value);

return(-1):

The content of the file is then read and written to the bulk data stream. Files of type
tAsciiText are transferred as a StreamofAsciiText. The content of the file as read from the
file must be encoded into this form for transmission to the client. This involves removing the
UNIX line delimiter (the linefeed character, octal 012) hefore representing the data as an
AsciiString.

5.3.7 Delete

The Delete procedure is used by clients to delete files. If the specified file is a directory, a
FilingSubset service is not required to support the deletion of that file and optionally all
descendants of the file. The UNIX rm command provides a relatively simple mechanism for
providing this facility. The delete_f1le routine decides on the required processing hased
upon whether the file is a directory or not. Directory files are deleted by specifying the -r
switch on rm. The -f switch is also used to force the deletion, if necessary. Errors encountered

during the deletion of the directory and its descendants are returned as AccessProblem
accessRightsinsufficient.

Non-directory files are deleted with the UNIX un11nk routine. Appropriate errors are reported
as type AccessProblem.

#1nclude (errqo,h>

/l
routine:

delete_file

nput:

pointer to file handle
returns:

-1 success

else Filing Error. Problem
*/
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Filing_Error delete_file(file_handle)

file_handle *fi1le_context_block;

{
Nt status:
Filing_Error error_valye; /* Filing error, proglem pair */
error_value.error= F1ling_AccessError; /* default to AccessError */

1f ( file_context_block->1sdirectory ) {

1f ( fork() == 0 ) { /®* use rm -rf for directories */
execl("/bin/rm”, "rm" ,"-rf" file_context_block->pathname.0);
exit(-1);

}

wait(&status);

if ( status ) { /* error reports accessRightslnsufficrent */
error_value.problem= Filing_accessRightslnsufficient;
return(error_value):

}
} else { /* use unlink for non-31rectories */
1f ( unlink(file_context_block->pathname) == -1 ) {
switch (errno) {
case EACCES; /* isser has no 1iccess °/
error_value.problem= Filing_accessRigntsinsufficient:
return(error_value);
case ENOENT: /* no such firle */
case ENQTOIR: /* 10 such 31irectory °*/
error_value.problem= Filing_fileNotFound:
return(error_value);
default: /* all other errors *~
error_value.problem= f1ling_accessRightsindeterminate:
return(error_value):
}
}

return(-1});
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6. VIVIS 5YS5 1 v INTERFACE
‘

Implementation of the FilingSubset under VMS requires both procedure and attribute
support within the native operating and file systems. This section presents an
implementation scenario which describes the necessary interactions with the VMS system.

This section describes those interface procedures required by the client and service
implementations presented in Sections 3 and 4. These are by no means the only method for
providing the facility desired; they have been chosen because they are consistent with the
UNIX routines of the previous section, except in those instances where appropriate VAX C
routines do not provide the necessary funtionality. Several procedures are alluded to but
cannot be provided, due to the lack of support for certain features from the VAX C run-time
library and the proprietary nature of the VMS operating system. In these cases, it is assumed
that the appropriate functions can be provided through the use of internal VMS functions.

In several instances, the examples presented will be identical to the UNIX counterparts
presented in Section 5. This replication is done in an effort to make hoth the UNIX and the
VMS sections complete stand-alone sections.

Several of the examples presented are predicated on the assumption that a single VMS
process instance handles all procedure calls trom the time the Courier connection has been
established on the initial Logon call until the subsequent Logoff cull. The examples also
assume the definition of Filing defined constants and Courier defined data tvpes. In the
is prepended to structure and variable names which are

examples, the string "fFiling_
defined by the Filing Protocol.

6.1 Attribute Support

The FilingSubset Protocol distinguishes three classes of attributes: mandatory. implied and
optional. This section describes specific scenarios under the VMS operating system for

L] services to retain attributes so that theyv mav be interpreted by other native
operating system utilities and returned when requested by network clients

° clients to retrieve and retain the attributes when deuling with remote services

All attributes presented here are discussed with respect to two areas 1) where attributes
must be retained in the native file structures and 2) how thev may be retrievcd from these
structures and transferred to other FilingSubset clients and services Retention of attributes
is of importance to FilingSubset clients when retrieving ﬁle; from a service und.to ser\{xces
when a client requests creation of a file on the service Likewise, retrieval of attributes irom
the native file structures is used by clients when issuing a Store and by services when

returning attributes on a List procedure.

SS
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6.1.1 Mandatory Attributes

——

Mandatory attributes are those attributes which must be interpretgd by all FilingSubset
implementations. These attributes are guaranteed to be retained by any servie
implementing the FilingSubset Protocol and must be accepted in specific procedure calls to
the extent that they are legal arguments of the corresponding procedure in the Filing
Protocol. Additionally, clients may wish to retain these attributes when retrieving files from
a service. The FilingSubset defines the following mandatory attributes: createdOn,
dataSize, isDirectory, modifiedOn, pathname and type.

Each of these attributes is discussed with respect to the areas of retention and retrieval.
Retention of an attribute value describes a mechanism for saving the specified XN§
attribute value within the VMS file system along with the file contents. Retrieval of
attribute values presents methods for deriving the XNS value from the VMS file svstem. In
each of these cases, the values may need to be converted from one form to the other.

In the case of the createdOn and modifiedOn attributes, the retention and retrieval of
attribute values requires a conversion between the VMS and XNS formats. The createdOn
and modifiedOn values are always specified in XNS Time format [10]. XNS time is based on
the number of seconds since 00:00:00 Jan. 1, 1901 Greewich Mean Time. The VMS operating
system maintains time in a 64 bit quadword specifying 100 nano-second intervals from
00:00:00, Nov. 17, 1858 in local time. VMS has no knowledge of offset from Greenwich Mean
Time nor daylight saving time (DST) adjustments. Therefore, the conversion mechanism
must adjust according to the local values for these offsets.

For a given machine, the difference between the Jan. 1968 and Nov 1858 base values, and
the local difference from GMT are constants. Thus the combined offset can be calculated at
process initialization. The set_base_time routine converts the earliest representable XNS
time (00:00:00 Jan. 1, 1968) to VMS format and adjusts it by the appropriate GMT olfset, as
expressed in VMS format.

#1nclude rms
#include ssdaf
#1nclude descrip

double xns_base_time: /* VMS value for ANS earliest time */

/e
routine:
set_base_time
input
gmt_drfference local GMT offset n VMS ASCII time format
maximum offset 1s *+ 12 hours from GMT
(r.e.. for EST. "0 5:0:0.0")
east_of _gmt Boolean representing east/west of GMT

(TRUE  east. FALSE  west)
returns

xns_base_time set to appropriate vms time value
-1 'f unsuccessfuyl
*/

set_base_twme(gmt_difference,east_of gmt)
struct dsc$descriptor *gmt_difference: /* local GMT offset */
Boolean east_of _gmt: /* direction *’
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(
double time, gmt offset:
static SDESCRIPTOR(XNS_EARLIEST_TIME,"01-JAN-1968 0:0:0.0");
/®* convert earliest representable (NS time to VMS format *~/
'f ((error= sys$bintim(&XNS_EARLIEST_TIME &time)) '= SS§_VORMAL)
return(-1);
/®* convert GMT offset to VMS format */
1f ((error= sys§bintim(gmt_d1fference.&gmt_offset)) != SS§_NORMAL)
return(-1):
if  (east_of_gmt) ( /* 1f east. subtract offset; f west. add offset */
1f ((error= 11bSsubx(&time.&gmt_offset . &xns_base_time)) '= SSS_NORMAL)
return(-1);
} else {
if ((error= 11b$addx(&time,&gmt_offset,&xns_base_time)) '= SS§_NORMAL)
return(-1);
}
}

The conversion from XNS time to VMS time is then accomplished by subtracting the XNS
representation for earliestTime (2114294400) from the XNS time and adjusting for any
daylight savings time offset. The resulting value will be the number of seconds from
00:00:00 Jan. 1, 1968. This value is multiplied by 10 million, to convert to 100 nano-second
intervals and the previously computed VMS constant for the XNS earliest time added to
create an VMS value.

The routine convert_xns_time illustrates this:
#1nclude ssdef
#define XNS_EARLIEST_TIME 2114294400 -

double =xns_base_time: /®* VMS valuye for (NS earlrest time */

/.
routine:
convert_xns_time

nput:
xns_time - (NS time value
[S_DST function which w111 1ndicate whether 3ay!'ght 5avings t1me 1s
yn effect on local machine (TRUE ist n effect)
returns

corresponding VMS time value (64 o1t quadword)

-1 'f error occurs

*/

double convert_xns_time(xns_time)

LongCardinal  xns_time:

{

double vms_time:

S7
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long ten_m111ion= 10000000:
long addend= 0;

/* get difference from XNS earliest time ¢/

xns_time  xns_time XNS_EARLIEST_TIME;

1f (1S_DST) /* adjust for daylight savings time */

xns_time= xns_time  3600:

/* convert - to 100 nano-second intervals */
1f ((error: ]ibsgmu](&‘ns_tYmQ'&gen_mil1ion.&addend.&vms_t1me)) = SS$_NORMAL)

return(-1):

/* make relative to Nov. 17, 1858 local standard time */
if ((error= lib$addx(&vms_time,xns_base_time.&vms_time)) != SS§_NDRMAL)

return(-1);
return(vms_time);
Retrieval of the createdOn or modifiedOn attributes involves using the reverse of the above
conversion. The routine convert_vms_twme illustrates the conversion from VMS to XNS

format.

#1nclude ssdef

#define XNS_EARLIEST_TIME 21142934400
double xns_base_time: /* VMS value for XNS earliest tiwme */
/‘

routine:

convert_vms_time

input:
vms_value pointer to 64 bit quadword containing VMS value
xns_value pornter to LongCardinal to receive XNS value
IS_FILE_OST function which will indicate whether daylight savings
time s n effect for the specified vms_time
( TRUE dst n effect)
returns:
xns_value XNS time valye
-1 - 1f error occurs

./

convert_vms_time(vms_value.xns_valuye)
double *vmns_value:

LongCardinal *xns_value:

{
double date:
long ten_mi1llion= 10000000:
lTong remainder:
nt error:
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/* get difference from earliest time */
1f ((error= 11b8subx(vms_value.&xns_base_time.&date)) '= SSE_NORMAL)
return{-1):

/* convert to seconds (divide by tea million) *~
'f ((error= 11bSediv(&ten_mi1l10n.&date.xns_value.

&remainder)) '= SS$_NORMAL)
return(-1);

/® relative to earliest ANS time */
xns_value= xns_value + XNS_EARLIEST_TIME;

if (IS_FILE_OST) /*® adjust for local OST offset, when 1n effect */
xns_value - xns_value + 3600: /® add 1 hour (60 min * 60 sec) */

6.1.1.1 createdOn

The createdOn attribute is useful in determining if similarly named files on different file
systems within the network are identical. The ability to retain the createdOn date must be
coupled with a mechanism for native utilities to provide this date on demand. This can be
accomplished on VMS by setting the xAB$Q_COT field of the xABODAT file structure to the
createdOn value prior to creating the file. This allows non-network VMS users to access this
date eastly and also allows the network client and service to determine and modify this date.

[Retention/ .
The createdOn value is converted from XNS format to VMS format using the
convert_xns_time routine described in Section 6.1.1. The VMS value can then be retained by

placing the value in the xaB$Q_COT field before creating the file. as illustrated below

#1nclude rms
#include ssdef

struct xab_date_format ( /* xab defined format for date/tme */
unsigned: 32: /* alleviates compiler typing prapoiems */
unsigned: 32:
}:
/.
routine:
set_create_time
input:
pointer to file context block
where
1f no createdOn value was specified on Store. createdon == )
1f createdOn value was specified on Store. creategon '= 0. salye s
1n XNS time format
returns:
sets xab$q_cat 1f appropriate
*/

set create_t1me(f1le_context_block)
fi1le_handle *f1le_context_block:
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(
union { /* this alleviates compiler typing problems ¢/
struct xab_date_format date_format;
double date_double;
} vms_time;
if (file_context_block->createdon) { /% save createdOn if specified */
1f ((vms_time.date_double=
convert xns _time(file_context_block->createdon)) !'= -1)
file context block->xab.xab$q_cdt= vms_time.date_format;
}
}
[Retrieval]

Network processes can retrieve the createdOn value by requesting the file creation date
(ATRSC_CREDATE) when performing an 10$_ACCESS QIO to the disk ACP and converting from
VMS to XNS format using the convert_vms_time routine from Section 6.1.1.

The VAX C stat routine can also be used to determine the value for the createdOn attribute.
[n this case. the returned value stat.st_ctime is converted to XNS time in a manner similar
to the UNIX mechanism. The value returned from stat is specified as seconds since 00:00:00
GMT, Jan. 1, 1970. To convert to XNS format, the constant 2177452800 must be added to
this value. Note that this constant is the XNS encoding for the time 00:00':00 GMT, Jan. I,
1970 [ ((1970-1901) years * 365 days/year + 17 leapdays) * 24 hours/day * 60 minutes/hour *
60 seconds/minute].

6.1.1.2 dataSize

The FilingSubset defines the value of the dataSize attribute to be an estimate of the number
of eight-bit bytes within the file content. The VMS file system maintains a file size, in hytes,
which can be used for the dataSize value. Since the VMS value accounts for appropriate
formatting overhead, this value may not be equivalent to the actual file content size

[(Retention]

Since the dataSize value is regarded as an estimate of the native storage size, a VMS service

does not need to explicitly save this value. An appropriate value will he retained by the VM$S
file system once the file is created.

[Retrieval]

The dataSize value can be determined in one of two ways: issuing an 10§_AcCESS QIO to the
Files-11 ACP requesting the file attributes (ATRSC_RECATTR) or invoking the VAX C stat

routine. The dataSize value can be computed by combining the FATSL_£F8LK and FATSW_FFBYTE
values returned from the QIO as follows: '
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#include fatdef

/.
routine:
Compute_datasize

input:

file_attributes FAT structure containing returned file attributes
returns:

XNS dataSize value as a LongCardinal
*/
LongCardinal Compute_datasize(file_attributes)
struct fat vms_value;
(
1t block_count;
/* need to swap 16-b1t words °*/
block_count= (f1le_attributes.fat$l_efblk << 16)
(file_attributes.fatSw_efblk >> 16);
/* dataSize 1s (block_count-1) * 512 + #bytes used 1n last block */

return ( ((block_count-1)‘512)+fﬂe_attr1butes.fatSu_ffbyte) :

The stat.st_s1ze value returned from stat will yield the dataSize value directly

6.1.1.3 isDirectory

The isDirectory is a hoolean designating whether the file is a directory or not Since VMS
differentiates between directory and non-directory files, this value is retained in the format
of the file and retrieved in one of several ways.

[Retention]

Retention of the isDirectory attribute implies that the file be created differently hased on the
attribute value. When the value is FALSE, the standard RMS file creation routines (sys$create
or sys$open) or VAX C file creation routines (open, creat. fopen, etc.) can be used. If the value
is TRUE, the directory file can be created with the VAX C mkd1r or LIBSCREATE DIRroutine

[Retrievall

The isDirectory attribute value can be determined by issuing an 108 _ACCESS QIO to the Fiies-
11 ACP requesting the file characteristics of the file or through use or the VAX Cstat routine
The isDirectory value will be TRUE if the value from the QIO s TRUE when logically unded with
the constant FCHSM_DIRECTORY. Likewise, if the stat.st_moge value returned from stat 5 TRUE
when logically anded with S_IFOIR, the isDirectory value will be TRUE.
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6.1.1.4 modifiedOn

The modifiedOn attribute is retained in the xAB$Q_ROT field of the xA8 file structure.

[Retention]

The modifiedOn attribute is set to the current date and time when a file is created by a
FilingSubset client or service. VMS will set the xAB$Q_ROT field to the current date and time

when a file is created unless otherwise specified.

(Retrieval]

The modifiedOn value is returned to network processes by requesting the revision date
(ATRSC_REVOATE) on an 10$_ACCESS QIO to the Files-11 ACP. The returned value can then be
converted to XNS time as described in Section 6.1.1. The VAX C stat routine cannot be used
to determine a value for the modifiedOn attribute since it does not return the xassqQ _ror
value.

6.1.1.5 pathname

6.1.1.6 type

The FilingSubset requires all service implementations to allow the specification of files by
the pathname attribute value. The syntax of the attribute value is defined to be service
specific, which implies that the pathname value will in fact be the VMS file name. Likewise,
the pathname value can be easily derived from the VMS file name when listing the parent
directory.

The context for use of the pathname attribute within the FilingSubset restricts the use of
wildcard characters to the matches attribute value on the List procedure.

[Retention/

The pathname attribute value specified on a Store will be used as the VMS file name when
actually creating the file. This value is retained in the VMS file system once the file is
successfully created.

[Retrieval]

A FilingSubset service is allowed to require the pathname uttribute for accessing a file. As
such, the value is always specified by the client. except on a List when the service must
enumerate the parent directory The mechanism presented in Section 6.3.4 using the

10$_ACCESS QIO to the Files-11 ACP will return a fully specified VMS filename that the service
canreturn to the client.

The ability to transfer files between systems and retain generic file types is advantageous 10
the users of a heterogeneous network. [n particular, the ability to transfer a text file to
another system and preserve the editability of that file by thevnative text editors on the
receiving system without explicit conversion is especially be:neﬁcial.
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All FilingSubset implementations must support the type attribute values: tAsciiText.
tDirectory and tUnspecified. The VMS operating svstem provides an explicit mechanizm to
distinguish between various file types; however, it is possible that several VMS file tvpes
will map to a single Filing type value. [n general, a VMS client or service will choose sx'ngle
VMS file type to represent the various Filing type values when creating files on either the
Retrieve or Store procedures. This may result in a given implementation not creating the
file in the correct format as desired by the user. However, without support for VMS-specific
attributes, this cannot be avoided. Generally, files containing only Ascii characters will be
treated as tAsciiText and all other non-directory files will be treated as tUnspecified.

[Retention]

The tDirectory file type is retained in a manner similar to the isDirectory attribute. When
the attribute value is tDirectory, the directorv is created via the VAX C mxdir or the
LIBSCREATE _OIRroutine.

[t is possible to represent the tAsciiText and tUnspecified file tvpes as one of several VMS file
types. Without explicit support for VMS-specific attributes, the client or service
implementation must make a choice, which may be what the user wants or not. One
solution is to create tAsciiText files as VMS files with the following VMS attributes:
sequential organization, variable record format with implied carriage control Files of type
tUnspecified can be created as VMS files with sequential organization and undefined record
format.

[Retrieval]

Values for the type attribute can be determined in one of two ways, either a call to stat or an
10$_ACCESS QIO to the Files-11 ACP asking for both file characteristics (ATRSC _UCHAR) und
record attributes (ATR§C_RECATTR).

The tDirectory file tvpe can be determined in a manner similar to that of the isDirectory
attribute. The type value will be set to tDirectory if the file characteristics value returned
from the QIO is TRUE when logically anded with the consant FCHSM_DIRECTORY Likewise. if the
value stat.st_mode value returned from stat 15 TRUE when logicully anded with s_tFOI®, the
type value will be set to tDirectory.

The file organization and record format values (stat.st_fap_rfm and stat st_fib_-at
returned from stat or FATSB RTYPE and FAT$B_RATTRIB returned from the QIO) can be used to
determine non-directorv values for the type uttribute. The type tAsciiText can be ussumed if
the file has the following VMS record attributes: variable or fixed record format with tmplied
carriage control or stream, streamif or streamcr record formats Files of any other record
format can be assumed to be of type tUnspecified The following routine illustrates this

process:

#include fatdef

/.
routine:
get_type
1nput:

record_format VMS record format (FABSB_RFM,

record_attributes VMS record attributes (FABSB_RAT)

63
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returns:
Cardinal containing XNS type value
*/

Cardinal get_type(record_format,record_attributes)

nt record_format;
nt record_attributes:

/* stream, streamlf and streamcr assumed tAsciliText @*/
1f ( (record_format == FATSM_STM) i
(record_format == FATSC_STMLF)
(record_format == FATSC_STMCR) )
return(F1ling_tAsciiText):
/* variable with implied carriage control assumed tAsciiText ¢/
else 1f ( (record_format == FATSC_VAR) &&
(record_attributes == FATSM_CR) )
return(F111ng_tAsc1iText):
/* fixed with mmplied carriage control assumed tAsciiText *
else if ( (record_format == FATSC_FIX) &&
(record_attributes == FATSM_CR) )
return{Filing_tAscii1Text):
/® all else, assume tUnspecified */
else return(F1ling_tUnspecified):

}

The contents of files which are determined to be of type tAsciiText will be transferred in the
form StramofAsciiText. The specific encoding/decoding of the bulk data stream is discussed
in Sections 6.3.6 (Store) and 6.3.7 (Retrieve).

6.1.2 Implied attributes

Implied attributes are those attributes which obtain an implicit value when a new file is
created. All subset implementations are required to permit the specification of the implied
(default) value for these attributes. A service implementation may reject a Store procedure if
the value for an implied attribute is not the default value and the service does not support
the retention of non-default values for the attribute.

The implied attributes defined in the FilingSubset are accessList. childrenUniquelyNamed.
defaultAccesslList, isTemporary, ordering, subtreeSizeLimit and version.

Table 6.1 specifies the default values for these attributes on the VMS operating -ystem.
Since the attribute values are identical for every file unless otherwise supported. no explicit
provision for retention and retrieval of these attributes is needed. The service should verify
that the associated value is indeed the default on a Store and return the default values
when requested on a List procedure.

6.1.3 Optional attributes

Those attributes which are defined as interpreted in the Filing Protocol but are not defined
as either mandatory or implied within the FilingSubset are classified as optional attributes.

——
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Attribute Supported Values
childrenUniquelyNamed TRLE
defaultAccessList (defauited: TRUE]
isTemporary FALSE
ordering defauitOrdering
subtreeSizeLimit nullSubtreeSizeLimit
version highestVersion

Table 6.1 VMS supported values for
implied attributes

These attributes are not required to be supported by any FilingSubset service. Conventions
for retaining and retrieving values for these attributes are not discussed here, since thev are
outside the definition for required functionality in the FilingSubset.

6.2 Client procedure support

Client routines require various VMS, RMS and VAX C routines to perform runctions specific
to the VMS operating system and to access the VMS/RMS file system. This interaction is
discussed in this section.

6.2.1 Continuance timer support

A FilingSubset client must issue a Continue procedure uat specific time intervals to prevent
the service from terminating the session for lack of activity This mechanism is implemented
via use of the alarm and signal VAX C routines. Three routines are definea for use by the
client: set continuance_timer, reset_continuance_timer and cance!_continuance_timer In
addition, tl;e routine send_continue is referenced. This routine will -end 4 Continue o the
service to maintain the open session.

set continuance timer calls send_continue to determine the service continuance value and
then initializes the timer mechanism to send a SIGALRM signal nefore the expiration of that

interval.

#1nclude signal

extern send continue(): /* expirat-on ~outine. w111 send continue *
Cardinal co;twnuance: /®* continuance Jalye. 'n seconds °*°
/* returned from service *’/
/.
routine:

set continuance_timer
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called after a successful Logon
*/

set_continyance_timer()

{
continuance= send_continue(): /% get service value */
continuances cont:nuance/3: /* 1nsure we expire before service */
alarm(0); /* cancel any previous alarm */
Signal(SIGALRM.send_continue): /* set routineg to catch alarm */
alarm(continuance); /* set alarm */

}

reset_continuance_timer cancels any pending timer and reissues a new timer request.

/‘
routine:
reset_continuance_timer
called after any FilingSubset procedure call
*/

reset_continuance_timer()

{
alarm(0): /* cancel previous alarm */
alarm(continuance); /* reset alarm */
}
cancel_continuance_timer cancels the previous request and turns off handling of the SIGALRM
signal.
/.
routine:
cancel_continuance_timer
called after a successful Logoff
./

cancel_continuance_timer()

(

alarm(0): /* cancel any previous alarm */
s1gnal(SIGALRM.SIG_IGN): /* set routine: to 1gnore alarm */

6.2.2 Determining mandatory attribute values

When a client performs a Store, values for the mandatory attributes may accompany the
remote procedure call. Most of these values, with the exception of pathname and type, can

be obtained locally by using the stat system call. The routine get_attributes illustrates how
to accomplish this.

The stat routine returns the various file dates in a form similar to UNIX. The conversion
mechanism described in Section 6.1.1 is not required to convert this value to XNS format
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Fnstead the conversion mechansim for use with the stat routine described in Section 6 1 1.1
is used. The )SNS time is computed by adding the returned value to the constant
2177452800, which represents the base time (00:00:00 GMT .Jan 1, 1970).

#include stat

#define XNS_TIME _DIFFERENCE 2177452800
extern LongCardinal createdon;
extern LongCardinal modifiedon;
extern Boolean isdirectory;
extern Cardinal datasize:
extern Cardinal type:
/‘
routine
get_attributes
nput:
pathname service-specific pathname of f1ile
returns:
-1 success
1 error
./

get_attributes(pathname)

char

(

*pathname:
struct stat file_stat:

1f ( stat(pathname . &f1le_stat) == -1 )
return(1):

createdon= file_stat.st_ctime + XNS_TIME DIFFZRENCE:

modifiedon= file_stat.st_mtime + XNS_TIME_DIFFERENCE:

datasize= file_stat.st_s1ze:

'f ( file_stat.st_mode & S_IFDIR ) (
TRUE ;
tDirectory:

1sdirectory=
type=
} else (
1sdirectory= FALSE:

/®
/®

/®

/* seconds between base times */

stat “i1le */

createaQn </
modirfiedQ0n */

1ataSize */

directory file */

non-4yrectary */

type= get_type(f\le_stat.st_fab_rfm.flle_stat.s:_‘ao_rat)

return(-1):
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6.3 Service procedure support

A FilingSubset service implemented on the VMS operating system may use various VMS,
RMS and VAX C routines to access the local file system and provide VMS-specific procedure
support. This section presents detailed examples of this interaction.

Client access to files on a subset service is controlled through the use of a file handle. The
implementation presented in Section 4 describes the value of the file handle as a pointer to
to a file context block. To provide the necessary functionality, this context block will contain
scme items which are operating system specific.

For the implementation presented here, the following items are contained in the file context
block:

o a copy of the pathname attribute value as specified on the Open or Store

° a cardinal identifying the file type requested by the client on the Open

L a cardinal specifying the file type as determined by the service

o a cardinal specifying the dataSize value for the file

o a boolean specifying the isDirectory value for the file

L a long cardinal specifying the createdOn value for the file in XNS format
L a long cardinal specifying the modifiedOn value for the file in XNS format
° FAB. XABDAT. RAB and NAM file structures used when accessing a file

° an appropriate buffer for use with the rA8 structure

The following C structure defines the structure used in this section:

typedef file_handle {

char *pathname: /* pointer to pathname value */
Cardinal type: /* client requested type (from Jpen) */
Cardinal truetype: /* file system file type */

Cardinal datasize: /* dataSize value */

Boolean 1sdirectory; /* 1sDirectory */

LongCardinal createon: /* createdOn value °*/

LongCardinal  modifiedon: /* modifiedOn value */

struct fab file_fab; /* file access block (FAB) *

struct rab file_rab; /®* record access block (RAB) */

struct xabdat file_xab: /* extended attribute block (XABDAT) °
struct nam f1le_nam; /® name block (NAM) */

char File_buffer(32767]:  /* 1nput/output buffer 32767= max size */

e
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6.3.1 Logon

The Logon procedure is responsible for validating the user attempting the connection and, if
successful, altering the process ownership to that of the user. This alteration of ownership
ensures that the process is subject to the normal access/protection mechanisms emploved by
the VMS operating system when subsequent procedure calls request access to files on the
service. The user name and password entries of the secondary credentials supplied on the
Logon are validated against the standard VMS UAF file. Once this has been completed, the
UIC and privileges of the process are changed to that of the respective user as determined
from the authorization file entry for the user.

The process is also positioned to the appropriate root directory for the service, which
corresponds to a VMS disk/directory pair (generally the VMS root, [000000], on a specific
disk). This provides a VMS disk and directory which can be associated with nullHandle as the
root for the service. The examples in this section use the external variable
service_root_device to specify the default device for the service. The Logon procedure will
set this variable to the appropriate value.

VMS does not export routines to pertorm these services and the nature of these routines is
such that they are proprietary to VMS. Because of this, no routines are presented here.
Instead it is assumed that implementors of a VMS service will have access to VMS internal
documentation which describes the VMS mechanisms for performing the required functions.

6.3.2 Continue

The continuance mechanism is defined to allow services to close a session if it has been idle
for a long period of time or the session needs to be terminated for other reasons Each service
maintains a continuance value which is the number of seconds that it will keep a session
open between successive procedure calls. This allows the service to set a timeout mechanism
to notify it when this time interval has passed and allow it to disconnect the active session

This mechanism is armed once a session has been successfully established by a Logon and is
terminated once the session is ended with a Logoff. Additionally, each routine wnich
processes a FilingSubset procedure, as described in Section 4, should rearm the timer

The atarmand s1gnal routines are used to implement this mechanism for VMS services ilarm
is used to set the timer mechanism for the specified interval while signal 15 used to indicate
whether the service is to handle or ignore the alarm.

The routines set continuance_timer, reset_continuance_timer and cancel _continuance _timer
are  defined. The service routine continuance expiration 15 referenced by
set continuance timer and would execute at the expiration of a timeout interval At that
tim-e, this routir:e would close the current session tn a manner stmtlar *o rthat proposed for

the Logoff procedure in Section +.+.

set continuance_timer initially establishes the timeout mechanism

*#include signal
Cardinal continuance: /% continuance .alue. 'n seconds *

extern continuance_expiration(); * axprration routine */
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/.
routine:
set_continuance_timer
./

set_continuance_timer()

( alarm(0); /* cancel any previous alarm */
signal(SIGALRM,continuance_expiration); /* set routine to catch alarm ¢/
alarm(continuance); /* set alarm */

}

The reset continuance timer and cancel_continuance_timer routines are identical to the

client routines specified in Section 6.2.1.

6.3.3 Open

The Open procedure opens a file for subsequent access by the client. The file is identified by
the value specified for the pathname attribute. VMS supports multiple versions, so the
version values lowestVersion and highestVersion will indicate different files if more than
one version exists. If the pathname does not contain a version specification, the string ;-0"
or ":0" can be catenated to the pathname value to indicate the lowest version or highest
version of a file, respectively. When an explicit version value is specified along with a
pathname value that contains a version, the explicit version value will take precedence over
the pathname value.

The Open routine first performs a call to stat_file to determine values for the dataSize,
isDirectory and type attributes for the desired file. This allows the subsequent file transfer
procedures to access necessary information simply by examining the file context hlock.

#1nclude stat

/e
routine:
stat_file
nput:
pownter to file handle
returns:
-1 success
1 favlure (specific errors w11l be determined on the subsequent file
open)
file_context _block filled 1n
*/

stat_file(file_context _block)
file_handle *file_context_block;

(

struct stat file_stat;
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/® stat does not return detalled errors so specific errors 4111 ne -~eturned
when the actyal open is attempted */

'f ( stat(file_context_block->pathname.&f1le_stat) == -1 )
return(1):
file_context_block-)dataS1ze= file_stat.st_size; /* gataSirze */

f ( file_stat.st_mode & S_IFOIR ) {

file_context_block->1sd1rectory= TRUE: /* directory */
file_context_block->truetype= Filing_tDirectory;

} else {
file_context_block->isdirectory= FALSE: /* non-directory */

f1le_context_block->truetype= get_type(file_stat.st_fab_rfm,
file_stat.st_fab_-at):

return(-1);

The routine open_f1le is subsequently called to open the file. This routine will be called
regardless of any errors that are returned from stat_f1le, since specific error conditions
cannot be determined until the open is atempted. The only possible errors are:
accessRightsinsufficient if the file cannot be accessed., fileNotFound if the file or some
component of the pathname does not exist, and accessRightsindeterminate if uny other error
occurs.

#incluage rms

/.
routine:
open_file
input:
pointer to file handle
returns:
-1 success
else Filing Error. Problem

f1le_context_block entries filled 1n

*/

Filing_Error open_f1le(fwle_context_bloCK)
file_handle *file_context_block:

{

int error;

Filing_Error error_value; /* Filing error. problem parr *~

error value.error= Filing_AccessError: ~* set o Filing iccesskError °/

f1le context_block->file_fab= cc$rms_fab: /* 1mitialize A8 ¢/
fale-context_block->f1le_fab.fabil_fﬂa= coptr->pathname;
f1le-context_olock->f1le_fao.fabSD_f"S= strlen(cbptr->patnname);
f1le—context_block->f1le_fab.faoso_‘ac= FABSM_GET | FABSM_BRO:

n
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6.3.4 List

f1le_context_block->f1le_fab.fabSb_Shr= FABSM_NIL;

error= sys$Sopen(&fi1lz context_block->file_fab); /* open file */
1f ( error t= RMS$_NORMAL ) {
1f ( error == RMSS_FNF ) /* no such file */

error_value.problem= Filing_f1leNotfound:

else if ( error == RMS$_PRV ) /* user has no access */
error_value.problem= Filing_accessRightsInsufficrent;

else /* all other errors */
error_value.problem= Filing_accessRightsIindeterminate;

return (error_value):

file_context block->file_rab= cc$rms_rab; /* initialize RAB */
fﬁ]e-context:b1ock->file_rab.rabSl_fao= &file_context_block->fi1le_fab:
f11e:context_b1ock->file_rab.rabSl_ubf= file_context_block->file_buffer
file_context _block->file_rab.rab$w_usz= MAX_RECORO_SIZE;

error= sys$connect(&file_context_block->file_rab); /* connect rab to fab */
1f ( error !'= RMS$_NORMAL ) (

error_value.problem= F1ling_accessRightsindeterminate:

return (error_value);

return(-1):

}

The List procedure enumerates a directory looking for the specified file or files and returns
the requested attributes for each file found. The file specification to be listed is specified in
the pathname attribute value on a filter of type matches. This procedure is unique in that it
is the only procedure which will allow wildcard characters in the pathnime syntax which
are interpreted by the service.

This function is easily accomodated through the use of the 105_Access QIO to the Files-11 ACP
which lists a directory and returns the files matching some file name criteria along with

various file characteristics requested. The file names are returned in ascending order by
name which is the Filing Protocol defaultOrdering

The routine 11st_directory is defined to perform this function. This routine pertorms a VMS
SYSSASSIGN to the service disk device as specified by service_root _device. The routine
get_directory_1d is then called to parse the specified pathname to return the VMS file
identifier for the appropriate directory. 11st_directory then repetitively performs an
[0SACCESS QIO to retrieve the next filename matching the pathname specification taken from
the filter of type matches. Appropriate VMS file charucteristics are requested so that the
values for the FilingSubset defined mandatory attributes can be returned to the client
ATRSC_UCHAR is used to determine the value for Lhe isDirectory attribute. The type and
dataSize values are determined from the values returned from ATRSC_RECATTR. The
createdOn and modifiedOn values come from ATRSC_CREDATE and ATRSC_REVOATE respectively
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The resulting filename buffer specified on the QIO will return the VMS specitic pathname

value.

The error AccessError accessRightsinsufficient is returned if an error is encountered dur:ng
the SYSSASSIGN or returned from get_directory_1d. If an error occurs when uccessing an
individual file, that file is simply omitted from the list returned.

#include rms
#include ssdef
#include descrip
#include atrdef /* assumes include files which define oublic */
#include fibdef /®* structures ATR, FIB, FAT, FCH and [0SB */
#include fatdef /* these are not necessarily included 1n VAX C */
#include fchdef
#include iosb
#define EVENT_FLAG 2 /* event flag for QIO use */
extern char *service_root_device: /* VMS device xnown as service root °*/
/.

routine:

1ist_directory

input:

file_spec pointer to /MS file specification
returns:

-1 success

else Filing Error, Problem

*/

Filing_Error 1ist_directory(file_spec)

char *file_spec: /* pathname attribute from *1lt2- 3f ty;pe matcnes */
(
nt error:
struct fib fib= 0:
struct atr attributes(5]:
char file_name[ NAMSC _MAXRSS];
char result_name[NAMSC _MAXRSS]:
tong length;
double creation_date:
double revision_date:
struct fat record_attributes:
tong file_characteristics.
short channel:
struct 10sD 10_status;

Filing_Error error_value:

/* following are used to hold mandatory jt-r-putes unt1l added ‘o

outgoing bulk data stream ¢/

tongCardinal createdon;
LtongCardinal mod1fiedon;
Cardinal gatasize;
Boolean 1sdirectory
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Cardinal type:
String pathname:
struct dscSdescriptor_s result_name_descriptor:
struct dsc$descriptor_s device_descriptor:
struct dsc$descriptor_s fib_descriptor:

struct dsc$descriptor_s file_descriptor:

error value.error= Filing_AccessError: /* set to Filing AccessError ¢/

fib.fibSw_nmctl= FIBSM_WILD: /* turn on wildcard mechanism ¢/
/* fill in directory id */
if ( get_directory_id(file_spec.&fib) == 1) {
error_value.problem= Filing_accessRightsInsufficient:

return(error_value):

}
/®* VMS descriptor setup °*/
/* file name returned from QID */
result_name_descriptor.dsc$a_pornter= result_name: /* pathname value */

result_name_descriptor.dscSw_length= NAMSC_MAXRSS+1:
result_name_descriptor.dsc$b_class= DSC$K_CLASS_S:
result_name_descriptor.dsc$b_dtype= OSCSK_DTYPE_T:

/® device known as service root *°
device_descriptor.dsc$a_pointer= service_root_device:
device_descriptor.dscSw_length= strlen(service_root_device):
device_descriptor.dsc$b_class= DSC$K_CLASS_S:
device_descriptor.dsc8b_dtype= DSCSK_DTYPE_T:

/* file 1dent1frer block */
fib_descriptor.dsc$a_pointer= &f1b:
fib_descriptor.dscSw_length= FIBSK_SMALLSIZE:
fib_descriptor.dscSb_class= DSC$K_CLASS_S:
fib_descriptor.dsc$b_dtype= OSC$K_DTYPE T:

/®* 1nput pathname value °
file_descriptor.dsc$a_pointer= file_spec:

f1le_descriptor.dscSw_length= strien(file_spec):
f1le_descriptor.dscSb_class= DSCSK_CLASS S:
file_descriptor.dscSb_dtype= DSCSK_OTYPE T

/® set up VMS attribute structures to be returned */
attributes(0].atrSw_s1ze= ATR$S_UCHAR: . /* file characteristics */
attributes(0].atrSw_type= ATRSC_UCHAR: /* 1sDirectory value *’
attributes(0].atr$1_addr= &f1le_characteristics:

attributes(1].atr$w_s1ze= ATR$S_RECATTR: /®* record attributes °/
attributes(1].atr$w_type= ATR$C_RECATTR: /* type and dataSize values */
attributes(1].atr$1_addr= &record_attributes;

attributes(2].ATRSW_SIZE= ATRSS CREDATE: /®
attributes(2].atrSw_type= ATRSC CREDATE: /*
attributes(2].atr$1_addr= &creation date:

creation date */
createdOn value */
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attributes(3].atrSw_size= ATR$S_REVOATE: /% resision 1ate */
attributes(3].atrSw_type= ATRSC_REVCATE; /* modifieaOn .salue */
attributes(3].atr$1_addr= &revision_date:

attributes(4].atrSw_size= attributes(4].atrSw_type= 0;

'f ( (error= sysSassign(&device_descriptor,&channel.0,0)) '= SS§_NORMAL) {
error_value.problem= Filing_accessRightslnsufficient;
return(error_value);

while (TRUE) ( /* get each file matching file_spec *-
fib.fibSw_fid(0]= fib.fibSw_fid(1]= f1b.fibSw_f1d(2]= 0:

/® returns next file and characteristics °/
sys$q1ow(EVENT_FLAG.channel,I0$_ACCESS|IOSM_ACCESS.&10_status.0.0.
&f1b_descriptor . &f1le_descriptor.&length,&result_name_descriptor,
attributes.0):

/* break out when no file returned °*/
if ( 10_status.s_status != SS§_NORMAL ) (
1f ( fib.fib$1_wcc & (10_status.s_status != SS$_NOMOREFILES) )

continue; /® any other error simply omit file from list */
else break:
}
/* determine mandatory attribute salues */
strncpy(pathname.result_name.length): /* patnhname from -esult_name °/

*(pathname+length)= “/0°:

/* convert createdOn. modifiedOn to (NS format */
convert_vms_time(&creation_date.createdon):
convert_vms_time(&revision_date.mod1fiedon);

—

/* compute dati3ize salue */

datasize= compute_datasize(record_attributes);

/* set 1sDirectory 1ind type as approprrate */

1f ( file_characteristics & FCHEM_DIRECTORY ) {

1sdirectory= TRUE:

type= tOirectory:
} else (

1sdirectory= FALSE:

type= get_type(record_attr1bute§,fatSb_rtype.

record_attributes.fatSb_rattr o)
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6.3.5 Store

/* 1nsert implementation specific routines here:

make an attribute sequence from createdon, datasize. i1sdirectory,

mod1fiedon, pathname an
(if other non-mandatory attributes arerequested. appropriate values

d type variables

must also be returned)
write the attribute sequence to the bulk data stream

./
return(-1):
}
/®
routine:
get_directory_id
input:
file_spec pointer to pathname value
file_fib pointer to fib structure to f111 1n directory 1d info
returns:
-1 success
1 error occurred
s/

get_directory_1d(file_spec,.file_f1b)
char *file_spec:
struct FIB *file_f1b:

struct fab file_fab:
struct nam file_nam:

file_fab= ccSrms_fab: /* 1nitralize fab */
file_fab.fab$1_fna= file_spec:
file_fab.fabSb_fns= strien(file_spec):

file_nam= cc$rms_nam: /* 1ni1tralize nam °/
f1le_fab.fab$1_nam= &file_nam:

/* use sys$parse to obtain directory 'd */
1f ( sys$parse(&file_fab) != SS§_NORMAL )
return(l);

frle_f1b->f1bSw_did[0]= file_nam.nam$w_d1d[0]:
frle_fib->f1bSw_d1d(1]= frle_nam.nam$w_drd([1]:

frle_fib->f1bSw_d1d[2]= frle_nam.nam$w_d1d[2]:

return(-1):

The Store procedure is used to create both ‘directory and non-directory files. A different
method is used to create directory files under VMS, so the service will take an appropriate
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action based on the values of the isDirectory and type attribute values as stored in the ‘ile
context block. 0

After the Store routine has validated the argument and attribute values a file handle is
allocated. The create_file routine is then called to actually create the file v;qth the specitied
attributes and default values for unspecified mandatory attributes. A FilingSubse.t service
will always create a new version of a file. If a specified pathname includes a specific version
and that version already exists, the service will return InsertionError fileNotUnique.

Appropriate values for AccessProbiem are returned if the file cannot be created for any other
reason. '

#include rms

#define MAX_RECORO_SIZE 32767 /* maximum J/MS record s12e */
/.
routine:
create_f1le

1nput:

pointer to file handle
returns:

-1 success

else Filing Error, Problem

file_context_block structures filled 1n
*/

Filing_Error create_file(f1le_context_block)

file_handle *file_context_block:

(
nt error;
Filing_Error error_value; /* Filing error, problem pair */
error_value.error= Filing_AccessError: /* set defaul” Filing 2rror *-
file_context_block->file_fab= ccSrms_fab: /* 1nitralize FAB */

fi1le_context_block->f1le_fab.fab$1_fna= file_context_block->pathname:
file_context_block->file_fab.fab$b_fns= strien(fi1le_context_block-,patnhname);
file_context_block->file_fab.fab$l_alq= file_context_block--dataSize/512 « 1:
f1Le_context_block->f1le_fab.FabS]_Fug: FABSM_MxV;
file_context_block->f1le_fab.fabSw _mrs= MAX_RECORD_SIZE:

/* pick VMS *ype ‘rom “spe s1.ue *’

1f ( file_context_block->type == Filing_tAsciiText )

fi1le_context_block->f1le_fab.fabsb_rfm= FABSC _/AR:
fi1le_context_block->f1le_fab.fabsb_rat=: FABSM_~R:
} else 1f ( f1le_context_block->type == F1ling_tUnspecified ) {

F1le_context_block->f11e_fab.fab5b_r’ﬂ= FABSC _UOF.

'

/7* 1ni1tralize XAB */

file context_block->file_fab.fab$l_xabs= 3frie_contest_dlock->f1le_xab:

file context_block->f1le_xab= cc§rms_xabdat.
/* save createdOn. per Sect'on 5.1.1.1 */

set create_t1me(f1le_context_block):
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error= sys$create(&file context_block->file_fab): /* create file */

if ( error !'= RMS$_NORMAL ) {

if ( error == RMSS_PRV )
m= Filing_accessRightsinsufficient;

/* check for errors */
/* no privilege */

error_value.proble
else 1f ( error == RMSS_FEX ) { /% file exists */

error _valye.error= Filing_InsertionError;

error value.problem= Filing_fileNotUnique;

} else /* all others */
error value.problem= Filing_accessRightsindeterminate;

return(error_value);

file_context_block->file_rab= cc$rms_rab; /* initialize RAB */
file_context_block->file_rab.rab$1_fab= &file_context_block->file_fab:
file_context_block->file_rab.rab$rof= file_context_block->file_buffer:
file_context_block->file_rab.rabSw_rsz= MAX_RECORO_SIZE;

/* connect RAB to FAB */

if (error= sys$connect(file_context_block->file_rab)) !'= RMSS NORMAL )
error_value.problem= Filing_accessRightsIindeterminate;

return(error_value);

return(-1);

}

After the file is successfully created by create_f1le, the bulk data stream will be read and
written to the file and the file is closed. Files of type tAsciiText will have to be decoded to
determine the correct record size before writing the record as illustrated below:

{
int count;
—
/* character count 's sequence length * 2 */
count= sequence_length(Asci15String.bytes)/2:
1f ( 'AsciiString.lastByteSignificant ) /* 1f count s odd. */
count--: /* decrement by 1 */
file_context_block->rab.rab$b_rsz= count: /* set count in rab */
* write characters *
sysSput(&file_context_block->fab);
}

FilingSubset services are not required to support directory creation. If directory creation is
supported, the service may optionally restrict this to only allow the creation of empty
directories. Directory files can be created easily on VMS with the VAX C mkdir or the
LIBSCREATE DIR routines: however, the format of directory files is operating system dependent
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and Fher.efore does not encourage the transfer ofdirectory file contents. The creste 3:-2c-5-
routine 1s provided to illustrate the creation of empty directorv files )

/®
routine:

Create_directory
nput:

pointer to file handle
returns:

-1 success

else Filing Error, Problem
*/

Filing_Error create_directory(file_context_block)

file_handle *fi1le_context_block:
(
int status:
Filing_Error error_value: /* Filing error. oroblem pairr */
error_value.error= Filing_AccessError: /* default =o AccessErrar °*/
/*®* create 1irectory °*/
'f (mkdir(file_context_block->pathname.0) == -1) (

error_value.problem= Filing_iczessRigntslnsurfic:ent:
return(error_value):

return(-1):

6.3.6 Retrieve

1]

6.3.7 Delete

The Retrieve procedure transfers a file from a service to the calling client FilingSubset
services are not required to allow the retrieval of directory tiles The YMS implementation
does not allow the retrieval of directory files since the format ot these files is VMS-specific [
the file is not a directory, then the file is opened und the content trunsterred via a4 butk dutu
stream to the client.

The Retrieve procedure assumes that the file was previously opened by an Open procedurn
and that the appropriate f1le_context_block fields have been initialized. The content ot the
file is then read and written to the bulk data stream.

Files of type tAsciiText are transferred as a StreamofAsciiText The content of 'ne tile s
read from the file must be encoded into this format for trunsmission to the client

The Delete procedure is used by clients to delete files [f the specified file :s a directorv. a
FilingSubset service is not required to support the deletion of that file and all .ts
descendants. VMS does not provide a simple mechanism for supporting the deletion of non-
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empty directories, therefore the service returns AccessProblem accessRightsinsufficient if

the directory file cannot be deleted.

The VMS delete routine is used to delete the specified file. The delete routine will return an
error if the file is a non-empty directory. Appropriate Filing errors are reported as type
AccessProblem.

The following procedure illustrates the file deletion mechanism:

#include errno

/.
routine:
delete_file
input:
pointer to file handle
returns:
-1 success
else Filing Error, Problem

*/

Filing_Error delete_f1le(file_context_block)

file_handle *file_context_block:

(
int status: -
Filing_Error error_value; /* Filing error. problem pair *°
error_value.error= Filing_AccessError: /* set to Filing AccessError */

/* attempt delete of directory. success only f empty */
1f (file_context_block->1sdirectory ) {
1f ( delete(frle_context_block->pathname) == -1 ) {
error_value.problem= Filing_accessRightsinsufficrent:
return(error_value);

}
} else { /* use delete for non-directories */
'f ( delete(file_context_block-d>pathname) == -1 ) {
switch (errno) {
case EACCES: /* user has no access °*
case EPERM: /* user has no access */
error_value.problem= Filing_accessRrghtsinsufficient:
return(error_value):
case ENOQENT: /* no such firle */
case ENOTDIR: /* no such dlrec:BrY !
error_value.proolem= Filing_fileNotFound:
return(error_value);
default: /* all other errors */
error_value.problems= F1|1ng_accessR1ghts[ndeterm1nate:
return(error_valye):
}
}
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return{-1);
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B. Filing Protocol

A copy of the Xerox Filing Protocol is included for reference purposes. This document defines both the

Filing and FilingSubset Protocols.
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PREFACE

L A

This document is one of the family of publications that describe the network protocols
underlying Xerox Network Systems (XNS).

Xerox Network Systems comprise a variety of digital processors interconnected by means of
a variety of transmission media. System elements communicate both to transmit
information between users and to economically share resources. For system elements to
communicate with one another, certain standard protocols must be observed.

Comments and suggestions on this document and its use are encouraged. Please address
communications to:

Xerox Corporation

Xerox Network Systems Institute
2300 Geng Road

Palo Alto, California 94303
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In any information handling system, storage of information is one of the most basic
functions. A component of the system may store information in order to protect it from
certain failures, release a more crucial storage area, or communicate the information to
some other part of the system. In a distributed system, these goals are even more
fundamental. Storage of information in another physical location can protect it against even

catastrophic failures at the original location, and communication of information to other
parts of the system is crucial.

In a distributed system, filing functionality is provided by a file service. A file service is
similar to a conventional file system, the principal difference being that it offers its services
to clients residing in other system elements. The file service defined here provides such
features as:

storage and retrieval of files

hierarchically structured directories

searching and sorting by arbitrary file attributes
operations on subtrees of files

recording of file activity

1.1 Purpose

This document defines the Xerox Filing Protocol, the protocol for interaction between clients
and file services. It is both a guide for using a file service, and a specification for the
implementation of such a service. It does not describe any particular implementation of the

protocol.

Typically a file service is associated with other support mechanisms such as backup and
archival features. These features are considered to be invisible to the network client, and are

not addressed in this specification.

This protocol provides a general filing facility to support a wide variety of applications.
However, it is not intended to directly support network administration functions, printing,
electronic mail, or other distributed activities. These are subjects of other specifications.

1.2 Relationship to other protocols

The protocol defined in this document is an application:level prqtocol. It employs several
other protocols. Requests of a file service are communicated using the request-reply or
transaction discipline defined by Courier [6]. Every type .Of request is modeled as a remote
procedure as defined in Courier; every exceptional condition that may arise is modeled as a
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remote error. All parameters transferred between the client and the file service obey the
conventions described in the Courier specification. This present specification, therefore,
constitutes a Courier remote program.

The contents of files and other large data items are transferred using the protocol described
in the Bulk Data Transfer Protocol addendum [3].

The Filing Protocol also depends upon the standard time format defined in the Time Protocol
(8], and on the Clearinghouse Protocol [5] and the Authentication Protocol (2].

1.3 Document organization

Chapter 2 of this document gives an overview of the concepts defined in the standard.
Chapter 3 defines the remote procedures needed to interact with a file service. Chapter 4
defines the meaning and use of the attributes that are interpreted by the file service.
Chapter 5 defines the remote errors reported by the file service when exceptional conditions
occur.

Appendix A lists other documents which supplement the specification. Appendix B describes
the administrative procedures for obtaining ranges of file types and attribute types.
Appendix C lists the Filing remote program in its entirety. Appendix D gives examples of
interactions between a client and a file service. Appendix E defines a subset of the Filing
Protocol. Appendix F defines a common syntax for the expression of file pathnames.

1.4 Document conventions

Courier text and examples are depicted in special fonts, and generally conform to a certain
style. The rules and style are set forth below.

1.4.1 Notation

Throughout this document, special fonts are used to depict Courier text instead of using
quote marks or other delimiters. This convention also aids the eye in discriminating
between Courier text and the exposition. Items in THIS FONT indicate elements of the Courier
language and are almost always in upper case. This font indicates items that are defined
using the Courier language.

Identifiers that are defined in this protocol (as opposed to being defined by Courier) will have

their first letter capitalized if they are the name of a type, error, or procedure; identifiers
with a lowercase first letter are usually the names of variables, arguments, or results.

1.4.2 Notation for examples

In the examples that follow, a call to a remote procedure is denoted by the name of the
procedure followed by the arguments supplied to it. A return from a remote procedure is
denoted simply by the results, preceded—when confusion might otherwise result—by the

7 FILING PROTOCOL



keyword ReTURNS. The argument or result list is modeled as a record; the arguments or
results as the record's components. Accordingly, Courier's standard notation for record

constants is used to specify argument and result lists.
For example, if the procedure Add is defined as:

Add: PROCEDURE [first, second: CARDINAL]
RETURNS [Sum: CARDINAL] = 99;

then a call to that procedure would be denoted by:
Add [first: 7, second: S)
and the call would yield the result:

[sum: 12] or RETURNS[sum: 12]

Fine point. The above notation for procedure calls should not be confused with the standard notation for a record
constant selected by means of a choice data type. The two are similar in appearance but otherwise unrelated.

Examples of remote errors are either just the name of the error, if it is defined without
arguments:

Overflow

or the same as a procedure call if it is defined with arguments. For example, if Overflow
were defined as:

Overflow: ERROR [carry: CARDINAL] = 99;

then an example of its use might be:

Overflow [carry: 1]

indicating that Overflow was reported with argument carry having the value 1.

Courier requires values for a SEQUENCE OF UNSPECIFIED to be a sequence of numbers. So as to
retain readability in examples, the content of a SEQUENCE OF UNSPECIFIED is described using
Courier notation. The reader should understand that the numeric representation of these
types is what should be used as the content of the sequence.
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To better understand the description of the file service, it is necessary to understand a
number of concepts and terms. Most of the concepts described below will be familiar as those
of conventional file systems, but there are a few that are considerably different.

2.1 Clients and services

This standard defines a protocol for the communication of filing requests. Requests to store a
file, to delete a file, or to list a directory are all examples of filing requests.

A service is an entity (software or hardware) that accepts and responds to submitted requests
for some type of service. A file service is a service that handles filing requests. A client of a
service is an entity that submits requests to that service. In this document, where the service
is not otherwise specified, the service is assumed to be a file service. A client may or may not
be operating on behalf of a human being.

All interaction between the client and the service is initiated by the client. The service never
spontaneously interacts with a client.

2.2 Users, authentication, and sessions

A client always interacts with a service on behalf of a user. The user may be a human being,
or may be some other entity (such as another service). In any event, the user has a user name

that distinguishes him from other users.

Before making use of a file service a client must log on. The client presents credentials which
identify him to the file service. The service responds by establishing a session and returning
a session handle which is used to identify the client (and the state of this interaction) in

future requests.

Credentials represent the client’s proof of identity and permit the service to identify the
party initiating the interaction. Where only a Clearinghouse distinguished name is required
to identify the initiator, the standard mechanisms of the Authentication Protocol [2] are
used. Credentials that resolve a client’s identity to a Clearinghouse name are the client’s

primary credentials.

A file service implemented on a host whose authentication requirements go beyond those
satisfied by the primary authentication mechanisms of the Authentication Prjotocol may
require additional authentication information. This additional authentication information
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is referred to as secondary credentials. A host requiring secondary credentials is a hybrig
host.

Once appropriate credentials have been provided by the client, a session is' established. A
session encapsulates the state of the client with respect to the interaction then being
initiated. For example, the session keeps track of files that are open, locks that are held, ang
the name of the user on whose behalf the client is operating. The session handle is included
in all subsequent requests in order to identify the client and its state. When interaction ig
complete, the client logs off. This terminates the session, freeing any allocated resources and
invalidating the session handle. The client must log on again before any further interaction
may occur.

Sessions may vary greatly in duration. In some patterns of use a session is established to
perform a single operation and then terminated. In others, a session may last a very long
time even though it is largely inactive. The file service reserves the right to terminate a
session at any time that a remote procedure call is not in progress. This might occur if a
session remains inactive for a long period, or if the system element supporting the file
service has to be shut down.

There may be several sessions simultaneously in existence for the same user whether or not
they were established by the same client.

2.3 Files,

content, and attributes

The file service stores and operates on files. A file is a body of data that has been grouped and
provided to the file service for the purpose of short- or long-term storage. Every file is either
temporary or permanent. A permanent file resides in a directory and exists until it is
explicitly deleted. A temporary file does not reside in a directory. It exists only until it is
closed by all sessions that have opened it.

A file consists of two types of information, content and attributes. The content of a file is the
data actually contained within the file. Usually, the content is the file's reason for existence.
The content is a series of eight-bit bytes, uninterpreted by the file service. The content of a
file is obtained or modified only by explicit action.

Attributes are data items that identify the file, describe its content, or are in some other way
associated with the file. Attributes vary widely in purpose, structure, and behavior. Some
attributes have a particular meaning to the file service, and specifying such an attribute
results in a defined behavior in the file service. These attributes are said to be interpreted.
All other attributes are uninterpreted. Such attributes, if specified, are associated with the
file and, when requested, are returned unchanged.

Every attribute is identified by its attribute type. A number of attribute types are defined by
this standard. All attributes having these types must be interpreted by every file service
implementing this standard. A client may also define attributes that are useful in its
particular application.

A number of procedures accept arbitrary attributes. However, not all attributes are allowed
in all contexts. Where an attribute is allowed, and the default behavior when it is
unspecified are given in chapter 3.
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Attributes may be obtained or modified b
obtained when a directory is listed, and in
many procedures.

y explicit action. In addition, attributes are
terpreted attributes are modified implicitly by

Attributes are described in detail in cha i i

pter 4, but in order to f
- fow a6 soontiomed b, give some of the flavor of them,
The ﬁleIP attribute uniquely names the file within the file service (no other file stored in the
file s.ervxce has the sarrfe value of fileID), and may therefore be used to identify the file to file
service procedures. This attribute is not human-sensible, and its structure is private to the

particular implementation of the file service. For a given file, the value of this attribute
remains constant for the duration of a session.

The name attribute associates a human-sensible string name with a file. This attribute may
be used to identify a file (as in conventional file systems), or it may merely be a descriptive
string. Several files may have the same name, even within the same directory. The version,
also an attribute, is a number that is assigned to the file in such a way that the name-version
pair is unique within the file's containing directory.

The type attribute is intended to describe the nature of the content or attributes of the file in
order to communicate how this file is to be interpreted by potential users of the file. The type
of a given file is specified by the client when the file is created. The file service does not
enforce any interpretation of the type on the content or attributes. Several frequently-used
types are defined in this standard. A client may also assign types of its own.

2.4 Directories

Every file is either a directory or a non-directory. A directory is a special type of file which
can reference other files. A directory also has all of the characteristics of a non-directory in
that it can have content and attributes. However, a directory cannot be temporary.

Within a file service, files exist in a hierarchical structure. Every permanent file resides at
some level in this hierarchy. The files directly referenced by a directory are its children. The
descendants of a directory include its children and the children of its descendants. The
directory which directly references a file is that file's parent. The ancestors of a file include
its parent and the parents of its ancestors. In each file service, there is a root file which is the
file that has no parent and is an ancestor of all other permanent files.

2.5 Handles and controls

To manipulate a file, a client must open that file. The file is then said to be open within the
session, and will stay open until the session ends or the file is explicitly closed. Opening a file
marks it as "in use” (so that other clients cannot delete it, for example), and indicates that
the file will be used in some way in the near future. Closing a file clears this "in use"” mark
and indicates that the file will not be used in the near future.

The file to be opened may be specified by giving either its fileID or its name. Since a file's
fileID is unique within the file service, no other qualification is necessary. The name-version
pair, however, is directory-relative. Therefore, the ID of the parent must also be specified
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when opening a file with a name-version pair. A file may also be opened by specifying some
condition on the attributes of the file.

When a new file is created or an existing file is opened, the file service returns a handle. The
structure of a handle is private to the implementation of the file s?rvice. This handle is
presented in subsequent operations to identify this file to the file service, and remains valid
until either the session ends or the file is closed using this handle. The handle is relative to
the session and so cannot be used in conjunction with any session other than the one used to

obtain it.

A client may wish to explicitly specify certain characteristics of its intended interaction with
the file. These characteristics are called controls. For example, a client may obtain a share
lock, specifying that no other clients are allowed to modify the file while it is in use. Or, a
client may specify that if the file is in use in a way that conflicts with its own use, it wishes to
be notified immediately rather than waiting for access to the file. Controls persist only as
long as the handle exists; they are lost when the file is closed.

If a file is opened several times, several handles result. These handles are distinct, and the
file remains open within the session until all handles have been presented in requests to
close the file. Controls applied to a file are associated with a particular handle. If several
handles for the same file exist, a change to the controls of one handle does not affect the
others. Also, locks obtained on multiple handles to a file within the same session do not
conflict with one another. However, for a session, the effective lock for a file is the most
restrictive one obtained for that file within the session.

2.6 Creating, deleting, and accessing files

A number of procedures exist for creating new files, deleting files that are no longer needed,
and modifying files in various ways.

A file can be created without storing its content. This is especially useful for the creation of
directories. A file can also be created and filled with data transferred to the file service.
Finally, a file can be created that is a copy of an existing file.

An existing file may be deleted. The attributes of a file may be accessed or modified, and the
content of a file may be accessed, modified, or replaced. In addition, a file may be moved to
another directory.

Since directories are also files, all of these procedures may be applied to directories as well as
non-directories. When directories are copied, moved or deleted, all descendants are copied,
moved or deleted as well.

2.7 Enumerating and locating files in directories

Several procedures enumerate files in a directory, performing some action when files are
encountered that satisfy some criteria. The procedures differ in the action taken. If the client
lists files in a directory, the attributes of all files that satisfy the criteria are furnished to the
client. If the client searches for a file, the first file that satisfies the criteria is opened and its
handle returned to the client.
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The arguments that. describe how enumeration is to proceed, and the criteria to be satisfied,
are scopes. Scopes include the direction of enumeration (front-to-back or back-to-front), a

condition on the attributes of the files, and the maximum number of files that may satisfy
the condition.

28 Serializing'and deserializing files

The subtree of files consisting of a particular file and all of its descendants is sometimes a
useful entity with which to work, and the file service's procedures are designed to make it
easy to operate on such subtrees. However, there are times when it is useful to encapsulate
all of the information in such a subtree so that the information can be stored or manipulated
outside the file service.

A serialized file is a series of eight-bit bytes that encapsulates a file's content, its attributes,
and its descendants. The file service provides a procedure that serializes a file, producing
such a series of bytes, and another procedure that deserializes the series of bytes,
reconstructing the file's content, attributes, and descendants.

2.9 Transferring data

For those filing procedures that intrinsically require the transmission of a large amount of
data, the Bulk Data Transfer Protocol [3] is employed. Basically it works as follows: between
the call to a remote procedure and the return from that procedure, the sender (either client
or service) uses the bulk data transfer mechanism to send to the receiver the attributes or
the content of the designated file(s). Note that the Bulk Data Transfer Protocol allows the
data to be sent to, or retrieved from, a system element different than that of the client.
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The Filing Protocol is a Courier-based definition of a file service. It defines the data
struc.:tures a_nd procedures that constitute the Filing remote program. To be considered a file
service, an implementation must implement each of these procedures.

Each procedure description includes a declaration of the procedure in Courier's standard
notation, a description of the procedure's arguments and results, and frequently an example
of its use. The interaction of these procedures with attributes is described in chapter 4 and
the errors these procedures report are described in chapter 5. '

The following definition gives the program and version numbers of the Filing Protocol and
lists all other Courier-based protocols which are referenced from this program.

Filing: PROGRAM 10 VERSION 6 =
BEGIN
DEPENDS UPON
BulkData (0) VERSION 1,
Clearinghouse (2) VERSION 3,
Authentication (14) VERSION 3,
Time (15) VERSION 2;

END.

This indicates that Filing is program number 10. This document defines version 6. Filing
references some types and constants that are defined in other protocols as shown in the
above declaration. These protocols are documented in the Authentication Protocol (2], the
Bulk Data Transfer Protocol {3], the Clearinghouse Protocol [5], and the Time Protocol [8].

Fine Point: The Filing Protocol definition depends upon the Clearinghouse and Authentication remote program
declarations only for types defined by these programs. All of the references to the Clearinghouse and Authentication
Protocols within the Filing Protocol are compatible with earlier versions of those protocols.

3.1 Logging on and off

Before making use of a file service, a client must log on. When interaction is complete, it logs
off. After logging on, a client is given a session handle which identifies the state of its

interaction with the file service.

3.1.1 Credentials

When a client makes use of an application protocol such as Filing, the client is required to
present credentials to the service. Credentials represent the client’s proof of identity and
permit the service to identify the initiator of the interaction. Where only a Clearinghouse
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distinguished name is required to identify the initiator, the standard mechanisms of the
Authentication Protocol [2] are used. Credentials that resolve a client’s identity to
Clearinghouse name are the client’s primary credentials.

Services implemented on hosts whose authentication requirements go beyond those satisfieq
by the primary authentication mechanisms of the Authentication Protocol may require
additional authentication information. This additional authentication information ig
referred to as secondary credentials. A host requiring secondary credentials is a hybrid host.

Credentials: TYPE = RECORD [
primary: PrimaryCredentials,
secondary: SecondaryCredentials];

Credentials are used by the client to communicate primary and secondary authentication
information to a service. The primary portion of Credentials is used by the client to supply
primary credentials as specified in the Authentication Protocol. The secondary portion of
Credentials permits additional secondary authentication information to be supplied.

3.1.1.1 Primary credentials

Primary credentials resolve a client’s identity to a Clearinghouse name. This form of
authentication information is defined in the Authentication Protocol {2]. The definition of
PrimaryCredentials reflects this relationship.

PrimaryCredentials: Type = Authentication.Credentials;
nullPrimaryCredentials: PrimaryCredentials = Authentication.nullCredentials;

Two levels of authentication security are defined for primary credentials, simple and strong.
Simple credentials encapsulate an identity using straightforward encoding and hashing
functions. Encryption is used in creating strong credentials to provide a much greater level
of security. Strong credentials make it impossible for one client to impersonate another.
Refer to the Authentication Protocol documentation for a more complete explanation of these
credentials forms. The primary credentials constant nullPrimaryCredentials is used to
denote that no primary credentials information is being specified.

3.1.1.2 Secondary credentials

Secondary credentials are used to communicate host-specific authentication information.
They are similar to primary credentials in that a strength corresponding to each primary
authentication level is defined. The strength of an instance of secondary credentials is
linked to the authentication level of the associated primary credentials.

Strength: TYpe = {none(0), simple(1), strong(2)};
SecondaryCredentials: TYPe = CHOICE Strength oF {
none => (],
simple = > Secondary,
strong = > EncryptedSecondary};

SecondaryCredentials defines the data type for secondary authentication information.
Secondary credentials of strength none are defined to permit a client to avoid the
specification of any secondary authentication information if that is appropriate or desired.

12

FILING PROTOCOL



-A second:'«.u'y of simple strength represents the most basic form of secondary authentication
m.tjormatlon.. The secondary authentication information is encoded in a straightforward way
using Co‘uner conventions. No encryption is used (see further details below), therefore
information contained in a simple secondary is not immune to eavesdropping’threats. A

simplﬁ secondary may only be specified if the acompanying primary credentials are simple
or null.

.Seconda!.'ies' of strength strong are used to encapsulate secondary authentication
information in a secure manner. Strong secondary credentials are identical to corresponding
simple secondary credentials except that the authentication information is encrypted after
being encoded using standard Courier conventions. A strong secondary may only be
specified if the accompanying primary credentials are also strong. The conversation key
supplied with the associated primary credentials is used to encrypt the secondarv
authentication information contained within the strong secondary. '

Secondary
none simple strong
Primary
nullPrimaryCredentials legal legal iltegal
simple legal legal illegal
strong legal illegal legal

Table 3.1 Primary and secondary credentials combinations

Table 3.1 summarizes the valid combinations of primary and secondary credentials
information which may appear in Credentials.

SecondaryType: TYPE = SEQUENCE 10 OF SecondaryltemType;
SecondaryltemType: TYPE = LONG CARDINAL;

The secondary authentication requirements of a hybrid host are described by a value of
SecondaryType. A secondary type is made up of a set of item types. Individual secondary
item types are used to define the structure and interpretation of an element of secondary
authentication information. Well-known secondary item types are described in Secondary
Credentials Formats [10] along with the administrative procedure used to define new item

types.

Secondary: TYPE = SEQUENCE 10 OF Secondaryltem;
Secondaryltem: TYPE = RECORD [

type: SecondaryltemType,

value: SEQUENCE OF UNSPECIFIED];

ondary authentication information. A secondary value
h designating an item type and a corresponding value

of that type. Clients are expected to supply a hybrid host an appropriate set of secondary
authentication items. A hybrid service which does not receive the correct set of secondary
items indicates the nature of the problem and the secondary item types required by

reporting AuthenticationError (see §5.3).

Secondary defines the structure of sec
comprises a set of secondary items, eac

13
XEROX SYSTEM INTEGRATION STANDARD



EncryptedSecondary: TypPe = SEQUENCE OF Authentication.Block;

EncryptedSecondary is an encrypted form of a secondary. én encrypted second.ary is
obtained by padding an unencrypted secondary with an appropriate number of zero bits and
encrypting using the algorithm outlined in the Authentication Protocol (the unencrypted
value must be a multiple of 64 bits, hence the zero-padding). The 'key to be used in the
encryption process is the conversation key supplied in the associated strong primary
credentials.

3.1.2 Sessions

3.1.3 Logon

The Logon procedure returns a session handle which is then used as a parameter in calls to
almost all other Filing procedures. This structure identifies the state of the client's

interaction with the file service.
Session: TYPE = RECORD [token: ARRAY 2 OF UNSPECIFIED, verifier: Verifier];
Verifier: TYPe = Authentication.Verifier;

tok 2n identifies the session to the file service, thereby identifying the user and the state of
hi: .:teraction with the file service. It does not change during the life of the session and is
uninterpretable by the client. Verifier is defined by the Authentication Protocol [2]. It is
included in order to substantiate that all procedure calls using the session handle originated
from the same client that established the session and are not replays of previous calls. Note
that while the token remains unchanged within a session, the verifier may change with each
new call.

A session is used to access the files of a file service. Logon is called to begin a session. The
client identifies a particular service to be accessed by supplying the distinguished name of
the service as an argument. When an explicit service is not specified (the supplied name is
null), the distinguished default service provided by the system element is assumed. In either
case, the file service verifies that the request is valid, creates a session, and returns the
session handle.

Logon: PROCEDURE [

service: Clearinghouse.Name, credentials: Credentials, verifier: Verifier]
RETURNS [session: Session]
REPORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] = 0;

Arguments: service is the distinguished name of the service to be accessed with the session;
credentials identify the client to the service (see §3.1.1); verifier is described in the
Authentication Protocol [2].

Results: session is a session handle. session.token is to be used in subsequent calls to the file

service within this session. If session.verifier is a simple verifier, then a simple verifier must
be used in all subsequent interactions with the file service within this session.

Example:

A typical log-on call might be the following:
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tegon [serv.i ce: [organization: "Xerox", domain: "Office Systems", object: "TestFS"]
credentials: [credentials-object], verifier: simpleVerifier] '

RETURNS [session: [token: [11B, 27734B], verifier: simpleVerifier]]

The specific value for the credentials argument would be of type Credentials (which can take
seve.ral forms). The result of this call is that the client is logged on, a session is created, and a
session handle is returned to the client. The token of the session },1andle has the value, (11B

27734B] (the numbers here have no intrinsic meaning; they are provided for illustrative,
purposes only). The verifier argument is either created as defined in the Authentication
Protocol (2], or obtained from an authentication service. The verifier result is used
throughout the rest of the session as a means of continuing the authentication of the session

This and the remaining examples denote this verifier value as simpleVerifier. The sessior;
handle result is used in all subsequent calls to the file service until a logoff request is made.

3.1.4 Logoff

Logoff is called to end a session. The file service verifies that the request is valid, destroys
the session, releases any allocated resources, and invalidates the session handle.

Logoff: PROCEDURE [session: Session]
RePORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] = 1;

Arguments: session identifies the session to be ended.

Example:

To end the session that was created in the Logon example, the client would make the
request:

Logoff [session: [token: [11B, 27734B], verifier: simpleVerifier]]

Notice that the same session handle token is specified that was returned by the Logon
request. The effect of the logoff for the client is that the session handle is no longer an
acceptable argument for file service requests. To obtain another valid session handle, the

client must log on again.

3.1.5 Continue

Continue registers interest in a session. A client who wishes a session to remain in existence
through some period of inactivity may call Continue to prevent the file service from

terminating it due to inactivity.

Continue: PROCEDURE [session: Session]

RETURNS [continuance: CARDINAL]
RePORTS [AuthenticationError, SessionError,UndefunedError] a 19;

Arguments: session refers to the session that is to be continued.
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Results: continuance is in seconds. Under normal conditions, the file service will not
terminate the session unless it has been inactive for longer than this numbt.zr .of seconds. The
call to Continue, as well as all other remote procedure calls, registers as activity.

Example:

If a client wanted to discover what the timeout period for a file server was, it could make the
following request:

Continue [session: [token [118, 277348], verifier: simpleVerifier]]
RETURNS [continuance: 600]

The returned value of 600 (seconds) indicates the frequency with which the client must poll
or make file service requests to avoid the session being terminated due to inactivity. In this
example, to avoid timing out a file service request must be made at least every 10 minutes.

3.2 Opening and closing files

A file must be opened before it can be used. It should be closed when it is no longer needed.
While open, a file handle is used to refer to it. The file handle encapsulates the state of the
file within the session.

3.2.1 File handles

The file service returns a file handle when a file is opened.
Handle: TYPE = ARRAY 2 OF UNSPECIFIED;

The handle identifies the file to the file service. It is relative to the session. A handle created
during one session cannot be used in conjunction with any other session. A handle remains
valid until it is explicitly destroyed (by presenting the handle in a request to close or delete
the file) or until the session ends, whichever comes first.

nullHandle: Handle = [0, 0];

The constant nullHandle is a reserved value of Handle. In certain procedures where a
directory file may be specified, nullHandle is used to imply the root file (the file within a file
service which has no parent and is an ancestor of all other permanent files).

Specific mention will be made where nullHandle is allowed as a procedure parameter.
Unless otherwise indicated, it is disallowed.

The client may hold several handles for the same file in the same session. Each handle is

distinct and has its own state; destroying one leaves the others intact. A file is not closed
until all handles for it are destroyed.
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3.2.2 Opening files

am——

Open ma].;es a file availe.lble for use..The attributes identify the desired file. The file service
prepares it for use, applies the specified controls, and creates and returns a file handle for

the flle- The file is also marked "in use” so that it cannot be moved or deleted in other
sessions.

Open: PROCEDURE [attributes: AttributeSequence, directory: Handle,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,

AuthenticationError, ControlTypeError, ControlValueError, HandleError,
SessionkError, UndefinedError] = 2;

Arguments: attributes identifies the file as described below:; directory specifies a starting
directory in which to look for the file (it may be the null handle); controls specifies the
controls to be applied to the new handle; session is the client’s session handle. Only the
following interpreted attributes may be included in attributes:

parentiD: the starting directory is the directory which has this filelD; if omitted, the starting
directory is the root directory. Specifying a directory handle is equivalent to specifying its
fileID as parentID in the attribute list. If both are explicitly specified, the corresponding
fileIDs must be equal;

filelD: open the file which has this fileID. If parentiD or directory is specified, the file must
be a child of the starting directory (but if neither is specified, the file may be anywhere);

name: open the file which has this name and is a child of the starting directory;

pathname: open the file which has the specified pathname. The first component of the
pathname must be a child of the starting directory (if the starting directory is omitted, the
root directory is used). Every file included in the path except the last must be an accessible
directory. The version attribute may also be specified, but is ignored if the last file named by
pathname includes an explicit version specification.

type: open the file with the specified type;

version: open the file which has this version number; if omitted, the file with the highest
version is opened.

Uninterpreted attributes are ignored. The attribute sequence may.not include more than
one of filelD, name, or pathname. If none are present, the root file is o;?ened and parentiD
and directory must have null values or be omitted; otherwise an error will be reported. The
version attribute may only be specified if name or pathname is specxﬁefi. In sum.mary, the
attribute sequence must be equivalent to one of the following (where optional attributes are

designated with brackets):

a) filelD [parentiD] [type] '
b) name [parentiD] [type] [version] .
c¢) pathname [parentiD] [type] [version]

Results: file is the file handle for the file being opened.
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Examples:

If a client wanted to open a file for which it already had the fileID, it might make the
request:

Open [attributes: [[type: filelD, value: [178, 33B, 744B, 6B, 2258]]],
directory: nullHandle,
controls: [],
session: [token: [11B, 27734B), verifier: simpleVerifier]]

RETURNS [file: [72448B, 3528B]]

The file is specified by a filelD attribute (type = filelD) where the fileID was [17B, 33B,
744B, 6B, 225B] (here again the numbers are only illustrative). No controls were specified.
The session handle came from a previous Logon request (in this case, from the Logon
example). The file service returned a file handle, [7244B, 352B], that must be used when
accessing this file in other file service requests.

To open a file named "Letters” within the directory opened in the above example, the
following remote procedure call could be made:

Open [
attributes: [
[type: parentID, value: [17B, 338, 7448B, 6B, 2258]],
[type: name, value: "Letters"]],
directory: nullHandle,
controls: [],
session: [token: [11B, 277348], verifier: simpleVerifier]]

RETURNS [file: [72478, 18B]]

Here the directory file was specified by a parentiD attribute, and the file name by a name
attribute. Again, no controls were specified. The file service located at least one file name
"Letters” in the designated directory, opened the one with the highest version number, and
returned its file handle. Note that exactly the same effect could be achieved by specifying a
value for directory instead of specifying a parentID attribute, as in the following call:

Open|[
attributes: [[type: name, value: "Letters"]],
directory: [7244B, 3528B],
controls: [],
session: [token: [11B, 27734B], verifier: simpleVerifier])

The value used for directory was taken from the first Open example.

If the client wished to open a file for which it could provide an access path, it could make the
request:

Open [
attributes: [type: pathname, value: "Finance!1/Correspondence! + /Memo!4"],
directory: nullHandle,
controls: [],
session: [token: [11B, 277348, verifier: simpleVerifier]]

RETURNS [file: [1709568, 38]]
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in this"example, the client hz'as supplied an access path (pathname) to the file named
I.ﬁemo . The n'ul'l value supp?xed for directory implies that the path is relative to the root
directory. Implicitly, the service searches for a directory within the root named "Finance"

the highest version of a directory within "Finance" n "
amed " '
the file itself. Correspondence”, and finally

3.2.3 Closing files”

a—

Close is called to indicate that a handle to a file is no longer needed in the specified session
The file service releases acquired resources (such as locks associated with the handle) and
invalidates the file handle. If the file is temporary and no other file handle exists for it, the
file is deleted. ,

Close: PROCEDURE [file: Handle, session: Session])
RePORTS [AuthenticationError, HandleError, SessionError, UndefinedError] = 3;

Arguments: file is the handle to be closed; session is the client's session handle.

3.3 Accessing and modifying controls

A client may specify controls which characterize its intended use of a file handle. Controls
may be specified when or after a file is opened. They apply only to a single file handle.

3.3.1 Controls

When a file is opened, a file handle is returned which has some assumed characteristics. For
example, possession of a handle by one client prevents other clients from moving or deleting
a file, but does not prevent them from reading or modifying the file. This characteristic of a
handle is an example of a control. Controls define the nature of file access that a handle
gives to the client who holds it.

ControlType: TYpe = {lock(0), timeout(1), access(2)};
ControlTypeSequence: TYPE = SEQUENCE 3 OF ControlType;

Control: Type = cHoice ControlType OF {

lock = > Lock,

timeout = > Timeout,

access s > AccessSequence};
ControlSequence: TYPE = SEQUENCE 3 OF Control;

Controls may be specified in any procedure that returns a file handle. The specified controls
apply only to the returned handle. There exist procedures to obtain and modify controls

applying to a specific handle.
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3.3.1.1 Locks

A lock on a file is a restriction on the use of the file by other sessions. A clien.t might specify a
lock if it wishes to prevent certain types of access to the file while it is operating on it:

Lock: Tvpe = {none(0), share(1), exclusive(2)}.

An exclusive lock is more restrictive than a share lock, which is more restrictive than a none
lock.

If a session has opened a file but no lock has been applied, then other sessions are prevented
from moving or deleting the file.

If a session has opened a file and a share lock has been applied, then other sessions are
prevented from moving or deleting the file, and from acquiring an exclusive lock on the file.

If a session has opened a file and an exclusive lock has been applied, then other sessions are
prevented from moving or deleting the file, and from acquiring a share or exclusive lock on
the file.

The file service acquires the locks that it needs to ensure correct execution of procedures
called by the client. It always acquires a share lock when a client explicitly reads the content
of a file, and an exclusive lock when a client explicitly changes the content or attributes of a
file, or when children are added to or removed from a directory. Depending on the
implementation, it may also acquire other locks as necessary to ensure its own correct
operation. Since the file service guarantees it will obtain the locks it requires, the client
never needs to explicitly acquire locks unless it wants additional protection. For example, if
a client wishes to prevent modification of a file by other sessions during execution of a
procedure that reads the file, it need not acquire a lock. The file service acquires a share lock
and holds it for the duration of the procedure. However, if the client wishes to prevent
modification of a file between calls to two procedures that read the file, a share lock should be
obtained before the first procedure is called and released after the second procedure returns.

Locks are maintained on a per-session basis; the lock effectively held by a session is the most
restrictive lock held on any handle to a file within the session. For example, if two handles to
a file exist in the same session and a share lock is applied to one while an exclusive lock is
applied to the other, then an exclusive lock for the file is held by the session. These locks do
not provide any protection between file accesses made in the same session. The client must
provide such protection if it is needed, although the file service will prevent conflicting
requests from damaging data (for example, by serializing requests within a session where
necessary).

A lock on a file provides no protection for the path to that file. Without specifically
protecting the path, it is possible for a separate session to modify an ancestor of a locked file.

If no lock is specified, none is assumed.

3.3.1.2 Timeouts

When a client requests a lock that is unavailable, the file service waits until it becomes
available or until the timeout expires, whichever occurs first. If the lock becomes available,
it is acquired and execution continues. If the timeout expires, an error is reported. The
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length_ of the wzfit is ordinarily an implementation-dependent constant. However, clients
who wish to specify a particular value may do so. ’

Timeout: TYPE = CARDINAL;

The timeout value is given in seconds. The timeout associated with a handle applies to an
reques?_t.o acquire a lock on that handle. If a timeout of zero is specified, the file service doez
not wait. In this case if the requested lock is unavailable, an error is in’lmediately reported
Conversely, a very large timeout may cause the file service to wait a very long time for a lock
to become available. Such timeouts should be used with care.

If default_Timeout is specified, an implementation-dependent default is applied. When the
current timeout value is requested from the file service, the actual timeout value, rather
than defaultTimeout, is returned: ’

defaultTimeout: Timeout = 1777778;

If no timeout is specified, defaultTimeout is assumed.

3.3.1.3 Access

Access determines what operations are allowed for a particular file handle. An Access is a
set of permissions, each of which enables a particular form of access to a file (or its children).
If a particular access has not been enabled, the handle may not be used in any operation
which would require that access to the file.

AccessType: TYPE = {
-- all files -- read(0), write(1), owner(2),
— directories -- add(3), remove(4)};

AccessSequence: TYPE = SEQUENCE 5 OF AccessType;
fullAccess: AccessSequence = [1777778);

Each type of access enables particular forms of access toa file as follows:

read The client may read the file's content and attributes. If the file is a
directory, the client may also enumerate its children and search for files in
the directory.

write The client may change the file's content and data attributes, and may

delete the file. If the file is a directory, the client may also change
environment attributes and access lists of the directory’s children.

owner The client may change the file's access list.

add If the file is a directory, the client may add children to it (using any of the
operations that create files).

remove Ifthe file is a directory, the client may remove children from it.

o a client is the logical AND of the access last specified for the
r in the operation which returned the handle) and the access
see §4.2.7). A client’s effective access may be empty.
fied as a control value, requests that all access

The effective access available t
handle (with ChangeControls o
allowed by the file's access control list (
The constant fullAccess, when speci
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permissions be permitted. In operations which return handles, fullAccess is assumed if a
specification of access  ‘mitted.

3.3.2 Accessing controls

GetControls returns the controls in effect for a given handle. Only the vz.alues Of. the specific
controls requested are returned. Since different controls may be obtained with varying
degrees of difficulty, the client should request only those controls that it needs.

GetControls: PROCEDURE |
file: Handle, types: ControlTypeSequence, session: Session]
RETURNS [controls: ControlSequence]
RePORTS [AccessError, AuthenticationError, ControlTypeError,
HandleError, SessionError, UndefinedError] = 6;

Arguments: file file handle of interest; types is a sequence of the types of control items
that are desired; nis the client's session handle.

Results: controls quence of control items correspor.. ag one-for-one with the items
specified in types '

Example:

To obtain the values for timeout and lock for a file the following request should be made:

GetControls [file: [7244B, 352B], types: [timeout, lock],
session: [token: [118B, 27734B], verifier: simpleVerifier]]

RETURNS [controls: [timeout 60, lock none]]

The file handle has a timeout value of one minute and a lock of none. The file service could
also have returned the results:

[controls: [lock none, timeout 60]]
The order of both types and controls is not significant and, in particular, they do not have to

match.

3.3.3 Modifying controls

ChangeControls modifies the controls that apply to a given handle. The specified control
values are changed. If a lock is specified, the file service attempts to acquire it, and if
successful, any prior lock is released.

ChangeControls: PROCEDURE [
file: Handle, controls: ControlSequence, session: Session]

REPORTS [AccessError, AuthenticationError, ControlTypeError,
ControlValueError, HandleError, SessionError, UndefinedError] = 7;
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A_rgll_r!lgn_m file is the file handle whose controls are to be modified; controls is a sequence of
the control items to be set; session is the client's session handle

;,; Accessing and modifying attributes

Attribute.s are dat.a tk.lat describe a file or are otherwise associated with it. They are obtained
when a directory is listed, and may be modified implicitly by many procedures. In addition

they may be obtained or modified by explicit action. Attributes vary widely in purpose
structure, and behavior. '

3.4.1 Attributes

An attribute is a data item that is associated with a file. Attributes may identify the file,
describe its structure, record historical activity, or perform any other desired function. Some
attributes have a particular meaning to the file service and specifying such an attribute
results in a defined behavior in the file service. Such attributes are said to be interpreted.
All other attributes are uninterpreted. Uninterpreted attributes, when specified, are stored
with the file and, when requested, returned unchanged.

AttributeType: TYPE = LONG CAROINAL;
AttributeTypeSequence: TYPE = SEQUENCE OF AttributeType;
allAttributeTypes: AttributeTypeSequence = [377777777778);

Attribute: TYPE = RECORO |
type: AttributeType, value: SEQUENCE OF UNSPECIFIED];
AttributeSequence: TYPE = SEQUENCE OF Attribute;

Attributes may be specified when a file is created and explicitly changed at any time. In
addition, some procedures allow certain attributes to be specified. For example, when a file
is copied, the resulting file may be given a different name.

Every attribute has an attribute type which identifies the purpose and structure of the
attribute. Some attribute types are defined by this standard. All attributes having these
defined types must be interpreted by every file service. Chapter 4 contains a comprehensive
discussion of interpreted attributes. A customer or vendor may also define attributes that
are of use in his particular application. Such attributes have types allocated from a range

assigned to the customer or vendor.

An attribute's value should be a Courier representation appropriate to the type of the
attribute. The file service enforces this for interpreted attributes. For example, an attribute
sequence containing a name and a version might appear as follows:

[ [type: name, value: "Annual Report"], [type: version, value: 1]

s a value for every attribute. If the attribute is uninterpreted and

Conceptually, every file ha
e is not meaningful for the file, then the

it has never been set, or if an interpreted attribut sn ' :
value is [], a zero-length sequence. By convention, this is taken to mean the attribute is not

set and the attribute is said to be null. The attribute can be explicitly put in this state by
specifying a value of []. The constant allAttributeTypes, when a parameter to a procedure
that returns the attributes of a file, requests that all attributes that are not null be returned.
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Attributes that are zero-length sequences are not returned. However,.an attribute whose
type has been named in an attribute type sequence is returned, even if it is null.

Many procedures take an AttributeSequence as an argument. However, the set of allowed
attributes in the sequence varies from procedure to procedure. The restrictions on the
various attributes are described for each procedure.

3.4.2 Accessing attributes

GetAttributes returns attributes of the specified file. The file service obtains the requested
attributes and returns them to the client. Since different attributes may be obtained with
varying degrees of difficulty, the client should request only those attributes that it needs.

GetAttributes: PROCEDURE [file: Handle,
types: AttributeTypeSequence, session: Session)
RETURNS [attributes: AttributeSequence]
REPORTS [AccessError, AttributeTypeError,
AuthenticationError, HandleError, SessionError, UndefinedError] = 8;

Arguments: file is a file handle for the file whose attributes are to be examined; types is a
sequence of the types of attributes that are desired; session is the client's session handle.

Results: attributes is a sequence of attributes corresponding one-for-one with the items
specified in types (or containing all non-null attributes if types is allAttributeTypes).

Access: read access to file (or to file's parent).
Examples:
To obtain a file's name and isDirectory attributes, the following request would be made:

GetAttributes [file: [72448, 3528B], types: [name, isDirectory],
session: [token: [11B, 277348B], verifier: simpleVerifier])

RETURNS [
attributes: [
[type: name, value: "Old Letters"],
[type: isDirectory, value: TRUE]]]

The name of the file turned out to be "Old Letters”, and it is a directory-type file. Note that
the components of attributes could have been returned in either order.

To obtain the uninterpreted attribute whose type is 733B, the following request would be
made:

GetAttributes [file: [72448B, 3528], types: [7338],
session: [token: [11B, 277348, verifier: simpleVerifier]]

RETURNS [attributes: [[type: 7338, value: [] ]]]

The result indicates that the value of the attribute was null; that is, it had never been set.
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an—

3.43 Modifying attributes

cnm———

3.4.3.1 ChangeAttributes

am——

ChangeAttiibutes modifies attributes of the specified fi

le. The changes may have other
effects on the file depending on the attribute.

ChangeAttributes: PRoceDURE [file: Handle,
attributes: AttributeSequence, session: Session]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, HandleError, InsertionError, SessionError, SpaceError,
UndefinedError] = 9;

Arguments: file is a file handle for the file to be modified; attributes is a sequence of the
attributes to be modified; session is the client's session handle.

Access: write access is required for file if only data attributes are changed, write access to
file's parent is required for environment attribute changes. If access list attributes are
changed, write access to file's parent or owner access to file is required as well.

Example:

To change a file's name to "Design Memo", and the value of an uninterpreted attribute type
733B to the two words [644B, 3217B}], the following request would be made:

ChangeAttributes [file: [7244B, 1B),
attributes: [
[type: name, value: "Design Memo"],
[type: 733B, value: [644B, 3217B]]],
session: [token: [11B, 27734B]), verifier: simpleVerifier])

3.43.2 UnifyAccessLists

Access attributes (accessList and defaultAccessList) may be modified for a Qven file us.ing
ChangeAttributes, but it is sometimes necessary or useful to unify the effective access lists
of an entire subtree of files. UnifyAccessLists is used for this purpose.

UnifyAccessLists: PROCEDURE [directory: Handle, session: Sess.ion]
REPORTS [AccessError, AuthenticationError, HandleError, SessionError,
UndefinedError] = 20;

Arguments: A handle to the subtree of files whose access lists are to be unified is given by
directory; session is the client's session handle.

Access: Write access is required to directory.

The accessList and defaultAccessList attributes of each desFendant ﬁ.le within the sul?trge
rooted by directory are given defaulted values. The cumulatl.ve result is tl.lat all files within
the subtree obtain the same effective access controls as those in place for directory.

[ —
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Changes to a file's access list attributes, whether by ChangeAttributes or UnifyAccessLists,
take immediate effect for all handles to the file within the client's session and all new
handles acquired by the client's session or other sessions. Access list changes within one
session are not guaranteed to affect clients of other existing sessions until those sessions end.

3.5 Locating and listing files in directories

A client may examine the files in a directory. Scope information describes the files of
interest, and how they are to be examined. Depending on the specific procedure called, either
the attributes of files of interest are returned to the client or the first file of interest is
opened.

3.5.1 Scopes

3.5.1.1 Count

Scope items determine what files in a directory are of interest to the client and how they are
to be examined. The client may specify: the direction of listing or searching, what files are to
be examined, and in the case of listing, the maximum number of files. Scope-type
parameters are effective only in the procedure to which they are arguments.

ScopeType: TYPE = {count(0), direction(1), filter(2), depth(3)};

Scope: TYPE = CHOICE ScopeType OF {
count = > Count,
depth = > Depth,
direction = > Direction,
filter = > Filter};

ScopeSequence: TYPE = SEQUENCE 4 OF Scope;

Count specifies the maximum number of files the client wishes to see.
Count: TYPE = CARDINAL;

For example, if a directory is being listed and the client specifies a Count of five, no more
than five sequences of attributes will be returned, even if there are more than five files in
the directory. The constant unlimitedCount should be used if no restriction is desired (the
client wishes to see all files that satisfy the other criteria).

unlimitedCount: Count = 1777778;

If count is not specified, unlimitedCount is assumed. When searching for a file, count is
ignored.
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3.5.1.2 Depth

Depth specifies to what depth the client wishes descendant files to be considered.

Depth: TYPE = carDINAL;

Specifying 'a Depth of one includes only the immediate descendants of the directory being
enumerated; a depth of two includes the immediate descendants of directory files referenced
by the directory being enumerated. In general, a file is included in the enumeration if fewer
than depth ancestors separate it from the directory being enumerated. A descendant
directory is always considered before its descendants within the enumeration.

allDescendants: Depth = 1777778;

The constant allDescendants should be used if no restriction is desired (the client wishes to
consider all descendants).

If no enumeration depth is specified, a Depth of one is assumed.

3.5.1.3 Direction

3.5.1.4 Filters

Direction specifies whether enumeration of the directory is to proceed from beginning to end
or from end to beginning. The actual order of files is determined by the ordering attribute:

Direction: Tvyre = {forward(0), backward(1)};

If the direction is forward, enumeration starts with the first file in the ordering. If the
direction is backward, enumeration starts with the last file. Direction affects both listing
(files are listed in the specified direction) and searching (the first encountered file that
matches the specified criteria is returned).

If no direction is specified, forward is assumed.

Filter specifies a condition that distinguishes files of interest from other files in the directory.
The condition is one of: the constants TRUE or FALSE, a relation between an attribute and a

constant; a logical combination of conditions.

FilterType: TvPe = {
-- relations --
less(0), lessOrEqual(1), equal(2),
notEqual(3), greaterOrEqual(4), greater(5),
-- logical --
and(6), or(7), not(8),
-- constants --
none(9), all(10),
-- patterns --
matches(11)};
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Filter: TYPE = cHOICE FilterType OF {
less, lessOrEqual, equal, notEqual, greaterOrEqual, greater = >
RECORD [attribute: Attribute, interpretation: Interpretation],
and, or = > sgquence of Filter,
not = > Filter,
none, all = > recorb [},
matches = > [attribute: Attribute]};

Interpretation: Tvpe = {(none(0), boolean(1), cardinal(2), longCardinal(3),
time(4), integer(5), longinteger(6), string(7)}.

A filter whose value is and [filter), filters, ..., filter,] is satisfied only if all of filtery, filter,, ...,
filter,, are satisfied.

A filter whose value is or [filter,, filters, ..., filtery] is satisfied when at least one of filter;,
filters, ..., filter, is satisfied.

A filter whose value is not filter is satisfied when filter is not satisfied.

A filter whose value is none [} is never satisfied, while a filter whose value is all [] is always
satisfied.

A filter whose value is matches [] is satisfied if the corresponding string attribute of a file
satisfies the string pattern of the filter. Two wildcard characters are defined: asterisk (*) and
sharp sign (#). An asterisk within a string pattern matches zero or more characters within a
string attribute; a sharp sign matches any single character. Wildcard characters meant to be
interpreted literally within a pattern must be escaped. A wildcard character is escaped by
preceding it with the apostrophe character ("). To include the escape character literally in a
string pattern, it must be escaped as well.

For example, consider a directory that references five files with the following attributes:
# name version

Alpha
Beta
Beta
Delta
Gamma

o W N -
O =t DD b

The following filters will select the files mentioned in the comment:

matches [attribute: [type: name, value: "B*"]]
--files2and 3 --

matches [attribute: [type: name, value: "#####"]]
--files1,4and5 --

Within a pathname attribute, the above wildcard characters may be used to specify string
pattern matches of individual pathname components; the wildcard characters are used to
match only the name portion of a pathname component. Two consecutive asterisk characters
within a wildcarded pathname match multiple components. In both cases, all versions of a
file with a given name are considered to match. Explicit version specifications may be
included using any of the version designators (see §4.2.2.5). Pathname syntactical
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¢.:ha.ra.cters may be included in pathname filters with appropriate escaping (preceding
individual characters with the escape character).

For example, consider a subtree of ten files with the following attributes:

# name version
1 Profit-Loss Statements 1
2 Fiscal 1983 1
3 First Quarter 1
4 Second Quarter 1
S Third Quarter 1
6 Fourth Quarter 1
7 Fourth Quarter 2
8 Fiscal 1984 2
9 First Quarter 1
10 Second Quarter 1

The following filters will select the files mentioned in the comment:

matches [attribute: [type: pathname, value: "Profit-Loss Statements/*"]]
--files2 and 8 --

matches [attribute: [type: pathname, value: "Profit-Loss Statements/**"]]
--files2,3,4,5,6,7,8,9,and 10 --

matches [attribute: [type: pathname, value: "Profit-Loss Statements/* *First* ")
--files3and 9 --

matches [attribute: [type: pathname, value: "Profit-Loss Statements/**F*!-"]]
--files2,3,6,8,and 9 --

All other filters are relations between a constant attribute value and the corresponding
attribute of a file. Each of these filters is satisfied if the file's attribute, when interpreted in
an appropriate way and compared to the constant value given in the filter, satisfies the
specified relation.

The interpretation component provides the file service with the information it needs to
properly compare the attribute in the file to the constant value. The file service needs this
information only for uninterpreted attributes. For attributes that the file service itself
interprets the standard interpretation is used, and any specified interpretation is ignored (if
the standard interpretation is not one of the values of Interpretation, it is assumed to be
none). Attribute values with the given interpretation are compared as follows:

none Values are compared word-by-word, starting with the first. That is,
corresponding sixteen-bit words are compared as though they were of type
CARDINAL, starting with the first, until an unequal pair is found The
relationship of this unequal pair is considered to be the relationship of the
two attributes. If the attributes are equal up to the length of the shorter,
the longer attribute is considered to be greater.

boolean TRUE is greater than FALSE.

cardinal Values are compared as unsigned sixteen-bit numbers.
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longCardinal Values are compared as unsigned thirty-two-bit numbers.

time Values are compared as points in a linear time span where a later time is
considered to be greater than an earlier time. Because of the time
encoding, this comparison is not the same as for longCardinal.

integer Values are compared as signed sixteen-bit numbers.
longinteger Values are compared as signed thirty-two-bit numbers.
string Values are compared according to an implementation-dependent string-

sorting algorithm. It is recommended that strings be sorted in a way that
allows direct presentation of strings to human users (for example, in
alphabetical order) and that essentially equivalent strings (for example,
strings that differ only in case) be considered to be equal.

If the value of an attribute is not a valid representation of a value of the stated
interpretation, that attribute is considered to be less than any attributes that are valid
representations.

If no filter is specified, nullFilter is assumed.

nullFilter: Filter = all ];

Example:

Consider a directory that references five files with the following attributes:
# name version

Alpha
Beta
Beta
Delta
Gamma

Qv W N
O =t D) rb s

The following filters will select the files mentioned in the comment.:
all I --all five of the files --
none []-- none of the five files --

equal [attribute: [type: name, value: "Beta"], interpretation: string]
-- files 2 and 3; note that interpretation is ignored --

greaterOrEqual [attribute: [type: version, value: 2], interpretation: none]
-- files 3 and 5; note that interpretation is ignored --

not or [equal [attribute: [type: name, value: "Beta"], interpretation: string],
greater [attribute: [type: version, value: 1], interpretation: cardinal]]
-- files 1 and 4; note that interpretations are ignored --

An implementation is not required to support all possible attributes in filters. If a particular
value of a filter is not supported then the implementation may report ScopeValueError
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[unimplemented, filter] when that value is specified. However, every implementation must
support all possible combinations of relations on the name, position, and version attributes.

3.5.2 Locating files

Find is talled to locate and open a particular file in a directory. The file service enumerates
the directory's children in the specified direction (the ordering is determined by the ordering
attribute of the directory) and opens the first file that meets the specified criteria, reporting
an error if there is none.

Find: PrROCEDURE [directory: Handle, scope: ScopeSequence,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AuthenticationError, ControlTypeError, ControlValueError,
HandleError, ScopeTypeError, ScopeValueError, SessionError, UndefinedError) = 17;

Arguments: directory is a file handle for the directory whose children are to be enumerated
(the null handle may be specified); scope specifies characteristics of the enumeration and
the search criteria; controls specifies the controls to be applied to the new handle; session is
the client's session handle.

Results: file is a file handle for the file that was found.

Access: Read access is required to directory.

Example:

If one wanted to find in a directory the last occurring file whose name attribute is "Notice”,
the following call would be made:

Find [directory: [7244B, 3528B],
scope: [direction backward,
filter equal
[attribute: [type: name, value: "Notice”], interpretation: string]],

controls: {],
session: [token: [11B, 27734B], verifier: simpleVerifier]]

RETURNS [file: [31B, 6435B]]

The scope specifies that the directory is to be searched from the end to the beginning 1ookin.g
for a file whose name equals "Notice”. No controls are to be applied. Such a file was found; it

was opened and its handle was returned.

3.5.3 Listing files

List enumerates the files in a directory, returning some of their .att.ri.butes. Thg file service
enumerates the directory in the specified direction (the orderln'g is determined by the
ordering attribute of the directory), and sends the requested 'attrlbqtes for f.iles that meet
the specified criteria. Since different attributes may be obtained with varying degrees of

difficulty, the client should request only the attributes that are needed.
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The files in the directory may change while the operation is in progress so that the set of
attributes returned may not reflect the state of the directory at any single point in time. The
client may prevent such changes, if necessary, by acquiring a share lock on the directory
before calling List. Also, the client may call other procedures while listing, but if one of these
procedure calls affects the directory being listed, the effects may or may not be reflected in
the remainder of the list. Note that if a depth greater than one has been specified,
descendants of the directory being listed must also be considered.

List: PROCEDURE [directory: Handle, types: AttributeTypeSequence,
scope: ScopeSequence, listing: BulkData.Sink, session: Session]
REPORTS [AccessError, AttributeTypeError, AuthenticationError,
ConnectionError, HandleError, ScopeTypekrror,
ScopeValueError, SessionError, TransferError, UndefinedError] = 1B;

Arguments: directory is a file handle for the directory to be enumerated (the null handle
may be specified); types is a sequence of the types of attributes that are desired; scope
specifies characteristics of the enumeration and the search criteria; listing specifies the sink
that is to receive the requested attributes in accordance with the Bulk Data Transfer
Protocol [3]; session is the client's session handle.

Access: Read access is required to directory.
The transferred bulk data is a single object of type StreamOfAttributeSequence.

StreamOfAttributeSequence: TYPE = CHOICE OF {
nextSegment (0) = > RecorD
segment: SEQUENCE OF AttributeSequence,
restOfStream: StreamOfAttributeSequence],
lastSegment (1) = > SEQUENCE OF AttributeSequence};

There is one AttributeSequence for each file listed, and each AttributeSequence is a
sequence of attributes, corresponding one-for-one with the items specified in types or
containing all non-null attributes if allAttributeTypes was specified.

Example:

If a client wants to enumerate the children of a directory backward, obtaining name and
version attributes for files whose version attribute is greater than 1, it would make the
following call:

List [directory: [72448B, 352B], types: [name, version],
scope:
[direction backward,
filter greater
[attribute: [type: version, value: 1], interpretation: cardinal],
listing: sampleSink,
session: [token: [11B, 27734B), verifier: simpleVerifier]]

Before List returns, the list of files satisfying the criteria would be sent via bulk data
transfer as a StreamOfAttributeSequence from the file service. The destination of the data
would be determined by the sampleSink. The data might have the following form:

nextSegment [
segment: [[
[type: name, value: "Report To Management”],
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[type: version, value: 3]]],
restOfStream:

nextSegment [
segment: [
[type: name, value: "Quarterly Performance”],
[type: version, value: 2]]],
restOfStream:

lastSegment [[

[type: name, value: "Personnel Summary"],
[type: version, value: 2]]]

)

3.6 Accessing and modifying the content of files

The content of a file may be set to a value by storing it or replacing it. The content may be
obtained by retrieving it.

3.6.1 Uninterpreted file format

Procedures in this section transfer the content of a file using the bulk data transfer
mechanism. The transferred data is a single uninterpreted data object consisting of a
sequence of eight-bit bytes. The length of the file is exactly the number of bytes transferred

3.6.2 Storing files

Store creates a file with a specified content. When a new file is created with the specified
attributes in the specified directory, it is filled with data sent by the client using bulk data
transfer, and a file handle for the file is returned.

Store: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, content: BulkData.Source, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, ControlTypeError, ControlValueError,
HandleError, InsertionError,

SessionError, SpaceError, TransferError, UndefinedError] = 12;

Arguments: directory is a file handle for the directory into which the new file is to be placed
(the null handle may be specified); attributes specifies the characteristics of the new file,
controls specifies the controls to be applied to the returned ha'ndle; content specifies the
source that is to supply the content of the file in accordance with the Bulk Data Transfer

Protocol [3]; session is the client's session handle.
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Results: file is a file handle for the newly created file. Between the call to the remote
procedure and the return, the file service uses the bulk data transfer mechanism to retrieve
the content of the new file.

Access: Add access is required to directory (if it is not the null handle).

Example:

A client wanting to store the data obtained from a source into a file called "Document” in a
directory, and to acquire an exclusive lock on the returned file handle, would make the call:

Store [directory: (72448, 3528],
attributes: [
[type: name, value: "Document”],
[type: dataSize, value: 2758B]],
controls: [lock exclusive],
content: sampleSource,
session: [token: [11B, 27734B), verifier: simpleVerifier]]

Before the procedure returned to the client the file service would retrieve the data from
sampleSource using bulk data transfer and store it in the file:

... 275B eight-bit bytes transferred to the file ...
RETURNS [file: [718, 21338]]

The file handle returned has an exclusive lock applied to it.

3.6.3 Retrieving files

Retrieve transfers to the client the content of an existing file.

Retrieve: PROCEDURE [file: Handle, content: BulkData.Sink, session: Session]
REPORTS [AccessError, AuthenticationError, ConnectionError, HandleError,
SessionError, TransferError, UndefinedError] = 13;

Arguments: file is a file handle for the file whose content is being retrieved; content specifies
the sink that is to receive the content of the file in accordance with the Bulk Data Transfer
Protocol [3]; session is the client's session handle.

Access: Read access is required to file.

Example:

To reverse the process of the previous example and retrieve a file from the file service, a
typical call would be:

Retrieve [file: [71B, 21338B],
content: sampleSink,
session: [token: [11B, 277348B], verifier: simpleVerifier])
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B.efore the file service returns from the remote procedure call it transfers the requested data
via bulk data transfer from the file server to the destinations specified by sampleSink:

... 275B eight-bit bytes transferred to sampleSink ...

3.6.4 Replacing files

Replace replaces the content of an existing file with data received from the specified source

Replace: PROCEDURE [file: Handle, attributes: AttributeSequence,
content: BulkData.Source, session: Session]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, HandleError,
SessionError, SpaceError, TransferError, UndefinedError] = 14;

Arguments: file is a file handle for the file whose content is being replaced; attributes
specifies characteristics of the resulting file; content specifies the source that is to supply the
new content of the file in accordance with the Bulk Data Transfer Protocol [3], session is the

client's session handle.

Access: Write access is required to file.

3.6.5 Random access to files

3.6.5.1 Byteranges

A byte range specifies a contiguous sequence of bytes within the content of a file. A range is
defined by a byte offset within the content of the file and a count of the bytes in the range.

ByteAddress: TYPE = LONG CARDINAL;
ByteCount: TYPE = LONG CARDINAL;

A ByteAddress specifies a byte offset within the content of a file. A ByteAddress is valid for a
given file if included in the interval [0..dataSize- 1], where dataSize is the value of the file's
dataSize attribute as returned by the GetAttributes operation. A ByteCount is a non-zero
count used to specify a number of bytes.

endOfFile: LONG CARDINAL = 377777777778,

The constant endOfEile is defined for use in referring to the logical end of a file. As a byte
address, endOfFile is used to refer to the byte position at the end of a file where new data can
be appended. As a byte count, endOfFile can be used to represent a count of bytes ending
with the last byte defined for a file, regardless of the file's exact size.

ByteRange: TYPe = RECORD [firstByte: ByteAddress, count: ByteCount];

A contiguous sequence of bytes within a file is defined by a ByteRange: firstByte specifies the
starting byte of this sequence; count specifies the number of bytes in the sequence.
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3.6.5.2 RetrieveBytes

RetrieveBytes allows clients to read a range of bytes within a file. The requested bytes of file
content are returned as a result of the call.

RetrieveBytes: prROCEDURE [file: Handle, range: ByteRange,
sink: BulkData.Sink, session: Session)
REPORTS [AccessError, HandleError, RangeError, SessionError, UndefinedError] = 22;

Arguments: file is a handle to the file whose data is to be read; range defines the sequence of
bytes to be returned; sink specifies the sink that is to receive the requested data bytes in
accordance with the Bulk Data Transfer Protocol [3]; session is the client's session handle.

Access: Read access is required to file.

Example:

To obtain the ten bytes of a file's content beginning with its fifteenth byte, the client could
make the request.:

RetrieveBytes [
file: (41178, 2568),
range: [firstByte: 14, count: 10],
sink: sampleSink,
session: [token: [11B, 27734B], verifier: simpleVerifier]]

The data is transferred by means of bulk data transfer to the specified sink.

3.6.5.3 ReplaceBytes

ReplaceBytes is used to change the content of a file. The operation may be used to overwrite
existing data of a file or append new data to a file.

ReplaceBytes: PROCEDURE [
file: Handle, range: ByteRange, source: BulkData.Source, session: Session]
REPORTS [AccessError, HandleError, RangeError, SessionError, SpaceError,
UndefinedError] = 23;

Arguments: file is a handle to the file whose data is to be replaced; range specifies the region
of the file to be written; source specifies the source that is to supply the data bytes which are
to be used to replace or extend those of the file; session is the client's session handle.

Access: Write access is required to file.

The range argument and the data supplied via source must be consistent; otherwise, an
error is reported. If the firstByte component of range is equal to endOfFile, the supplied data
is appended to the file; otherwise, the supplied data replaces data within the specified byte
range of the file. In case of append, ReplaceBytes must guarantee that all of the supplied
data is appended successfully, or none of it is.
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Examples:
To overwrite the first nine bytes of data within a file, a client would make the request:

ReplaceBytes|
file: [41178B, 256B),
range: [firstByte: 0, count: 9],
source: sampleSource,
session: [token: 11B, 277348B], verifier: simpleVerifier]]

To append six bytes of new data to a file, a client would make the request:

ReplaceBytes|
file: [41178B, 256B],
range: [firstByte: endOfFile, count: 6],
source: sampleSource,
session: [token: 11B, 277348B], verifier: simpleVerifier]]

3.7 Creating and deleting files

A file may be created without transferring any data. Any existing file may be deleted,
freeing the resources assigned to the file and removing any association with a directory.

3.7.1 Creating files

Create creates a file. A new file is created with the specified attributes in the specified
directory and a handle for the file is returned. Create is particularly useful for creating
directories. Usually, a non-directory has content, making Store a more appropriate
operation.

Create: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]
REPORTS [AccessError, AttributeTypeError, AttributeValueError, AuthenticationError,

ControlTypeError, ControlValueError, HandleError, InsertionError, SessionError,
SpaceError, UndefinedError] = 4;

Arguments: directory is a file handle for the directory into which the created file is placed
(the null handle may be specified); attributes specifies the characteristics of the new file;
controls specifies the controls to be applied to the returned handle; session is the client's

session handle.

Results: file is a file handle for the newly-created file.

Access: Add access is required to directory.

?
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Examples:

To create a temporary file with default values for all attributes, the following call would be
made:

Create [directory: nullHandle, attributes: [[type: isTemporary, value: TrRuE]], controls: (],
session: [token: [11B, 277348]), verifier: simpleVerifier])

RETURNS [file: (46618, 3618])

To create a new directory with a name attribute of "Financial Documents” and a children-
UniquelyNamed attribute of FALSE, a client would make the call:

Create [directory: (72448, 3528],
attributes: [
[type: name, value: "Financial Documents”],
[type: isDirectory, value: TRUE],
[type: childrenUniquelyNamed, value: FALSE]),

controls: [lock share],
session: [token: [118, 27734B), verifier: simpleVerifier]]

RETURNS [file: [4661B, 3728B])

The resulting file handle has a share lock applied to it.

3.7.2 Deleting files

Delete deletes an existing file. The file is closed and deleted, freeing the resources allocated
to the file and removing any association with a directory. If the file is a directory, all
descendants are also deleted.

Delete: PROCEDURE [file: Handle, session: Session]
REPORTS [AccessError, AuthenticationError, HandleError, SessionError,
UndefinedError] = 5;

Arguments: file is a file handle for the file to be deleted (it must be the session’s only file
handle for this file); session is the client's session handle.

Access: Remove access to file's parent is required; write access to file (and each descendant).

3.8 Copying and moving files

A file which is identical to an existing file may be created by copying the existing file. The
new file may be temporary, or it may be inserted in a directory. An existing file may also be
moved to a directory. The file is removed from its old directory if it resided in one.
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3.8.1 Copying files

Copy creatgs a file which is a copy of an existing one. If the existing file has descendants,
they are copied as well. The file service creates a set of files which are copies of the specified

file and all of its descendants, and inserts the new structure into the specified directory A
file cannot be copied into itself or any of its descendants.

Copy: PROCEDURE [file, destinationDirectory: Handle, attributes:

AttributeSequence, controls: ControlSequence, session: Session]
RETURNS [newFile: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ControlTypeError, ControlValueError, HandleError,
InsertionError, SessionError, Spacekrror, UndefinedError] = 10;

Arguments: file is a file handle for the file to be copied; destinationDirectory is a file handle
for the directory into which the copy is to be placed (the null handle may be specified);
attributes specifies the characteristics of the new file and overrides those of the original file;
controls specifies the controls to be applied to the returned handle; session is the client’s
session handle.

Results: newfile is a file handle for the newly-created file.

Access: Add access to destinationDirectory is required, and read access to file (and each
descendant of file).

Example:

The following call will copy a file along with any of its descendants, changing its name to
"Summary, Section 2":

Copy [file: [4661B, 361B],
destinationDirectory: (72448, 3528],
attributes: [[type: name, value: "Summary, Section 2"]],
controls: [],
session: [token: [11B, 27734B], verifier: simpleVerifier]]

RETURNS [newFile: [378B, 16278]]

3.8.2 Moving files

Move changes the directory structure of the file service withqut creating or deletin‘g any
files. The file service moves the specified file into the specified directory. If it was previous|yv
a child of another directory, it is removed from that directory. If the file was temporary, 'it
becomes permanent. If the file has descendants, they are moved as \.vell (that is, they remain
descendants of the file). A file may not be moved into itself or any of its descendants.

Move: PROCEDURE [file, destinationDirectory: Handle,

attributes: AttributeSequence, session: Session] o
REPORTS [AccessError, AttributeTypeError, AttributeValueError, AuthenticationError,

HandleError, InsertionError, SessionError, SpaceError, UndefinedError] = 11;

gu ile i d (it must be the session’s only file
Arguments: file is a file handle for the file to be move . . '
handle for this file); destinationDirectory is a file handle for the directory into which the file
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is to be placed (the null handle may not be specified); attributes modify the characteristics of
the file; session is the client's session handle. '

Access: Read and write access are required to file; remove access is required for file's parent
and add access is required to destinationDirectory.

Example:

To move a file and all of its descendants to a new directory, make the call:

Move [file: [37B, 16278],
destinationDirectory: (46618, 3728B],
attributes: [[type: 3518, value: TRUE]],
session: [token: [11B, 277348B], verifier: simpleVerifier]]

This call will change attribute 351B of the file to TRUE in the process.

3.9 Serializing and deserializing files

At times, it is useful to compress all of the information contained in a file and all of its
descendants into a series of eight-bit bytes, in order to transfer it to another file service,
store it on some other medium, or manipulate it in some other way. The format of data in
this series of bytes is the serialized file format. Serializing a file produces a series of bytes
which contains all of the information in the file and its descendants, while deserializing such
a series of bytes recreates a file and its descendants.

3.9.1 Serialized file format

Procedures in this section transfer a serialized file to a sink or from a source using the bulk
data transfer mechanism. The data is a single object of type SerializedFile, encoded in its
standard representation. A serialized file starts with the version number of the serialized
format to distinguish it from other versions of serialized files.

SerializedFile: TYpe = RECORD [version: LONG CARDINAL, file: SerializedTree);
currentVersion: LONG CARDINAL = 3;

Each file consists of its attributes, its content, and all of its children. The attribute sequence
contains attributes that apply to this file, in arbitrary order. The sequence of children is in
the order of the directory.

SerializedTree: TYPE = RECORD |
attributes: AttributeSequence,
content: RECORD [data: BulkData.StreamOfUnspecified,
lastBytelsSignificant: BOOLEAN],
children: SEQUENCE OF SerializedTree);

40 FILING PROTOCOL



The content of a file is represented as a stream of sixteen-bit words followed by an indication
of whet.her or not the last byte of the last word is significant (that is, whether or not the
length in bytes is even). If not, the last byte has the value zero and should be ignored.

3.9.2 Serialize

Serialize encodes all of the information of a file and its descendants into a series of bytes. The

file (including its attributes and content) and all descendants are serialized into a series of
bytes.

Serialize: PROCEDURE [file: Handle, serializedFile: BulkData.Sink, session: Session]
REPORTS [AccessError, AuthenticationError, ConnectionError, HandleError, SessionError,
TransferError, UndefinedError] = 15;

Arguments: file is a file handle for the file which is being serialized; serializedFile specifies
the sink that is to receive the serialized file in accordance with the Bulk Data Transfer
Protocol [3]; session is the client's session handle.

Access: Read access is required to file and each of its descendants.

Example:

To transfer a file in serialized form to another system element, make the call:

Serialize [file: [718B, 21338],
serializedFile: sampleSink, session: [token: [11B, 27734B], verifier: simpleVerifier]]

The file is transferred as a SerializedFile by means of bulk data transfer to the specified sink.
It has the following form:

[version: 3, file: [
attributes: [
[type: checksum, value: 27451676B],
... other attributes ...
[type: modifiedOn, value: 226352300008}],
content: [data: lastSegment [ ... 276 bytes .. ], lastBytelsSignificant: FALSE],

children: [} 1]

The file was 275 bytes long, and notice that there were no descendants of the specified file.

3.9.3 Deserialize

Deserialize reconstructs a file and its descendants from a serialized representation. A new
file is created in the specified directory, its attributes, content and descendants are
constructed from the serialized file, and a file handle for the file is returned. During
deserialization, some attributes (for example, numberOfChildren) are ignored be.ca‘use the
attribute duplicates information that is implicit in the rest of .the data. If t?le desenahzed_ﬁle
duplicates an existing file (in name), the deserialized file is created with an appropriate

version number. It does not replace the existing file.

Deserialize: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, serializedFile: BulkData.Source, session: Session]
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RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, ControlTypeError, ControlValueError,
HandleError, InsertionError, SessionError, SpaceError, TransferError,
UndefinedError] = 16;

Arguments: directory is a file handle for the directory into which the file is to be placed (the
null handle may be specified); attributes specify the characteristics of the new file
(overriding corresponding attributes specified in the serialized file); controls specifies the
controls to be applied to the returned handle; serializedFile specifies the source that is to
supply the file in accordance with the Bulk Data Transfer Protocol [3]; session is the client's
session handle.

Deserialize ignores attributes in the serialized file that are not allowed to be specified rather
than reporting an error. Attributes that are not specified are given default values.

Results: file is a file handle for the newly created file.

Access: Add access is required to directory (if it is not the null handle).

Example:

To deserialize a serialized file, and in the process, change its name to "Old Letters", the
client should make the call:

Deserialize [directory: [72448B, 3528],
attributes: [[type: name, value: "Old Letters™]],
controls: ],
serializedFile: sampleSource,
session: [token: [11B, 277348B], verifier: simpleVerifier]]

The serialized file is transferred as a SerializedFile via bulk data transfer from the source
specified by sampleSource to the file service:

[version: 3, file:
[attributes: [
[type: checksum, value: 0],
... other attributes ...
[type: modifiedOn, value: 226352371128]],
content: [data: lastSegment [], lastBytelsSignificant: TRue],
children:
[attributes: [
[type: checksum, value: 5473753338],
... other attributes ...
[type: modifiedOn, value: 22635224578]],
content: [data: lastSegment [ ... 24B bytes .. ], lastBytelsSignificant: TRuE],
children: [} ]]]

RETURNS [file: [41178B, 2568]]

The serialized file was a directory that had one child.
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o REMOTE PROCEDURES

3.10 Procedures and attributes

The tables on the following pages show the effects that the procedures described above have
on the interpreted attributes. The tables are in alphabetical order by procedure name. If a
procedure never modifies interpreted attributes, no table is given. If an entry in the table is
empty, the corresponding attribute is never changed. Otherwise, a brief indication of the

change is given. The tables do not attempt to describe the restrictions on specifying various
combinations of attributes.

43
XEROX SYSTEM INTEGRATION STANDARD



‘ 198 UOISIIA
19s p33aididuiun

13 adhy

138 NWI321S33.3gNS

jebaip 371533 gNs

jebaip 3715p3I03S

tebajp uopea,

febajp Agpeas

pabueyd 6uniapio s uased

pabueyd 6ui1apio s,juased ui K3y 4

uiod paiyinads je

uonisod

A13s33U€ Y}IM JUI)SISUO)

aweuyyed

gnuaised

Rt 6unapio

tebayp uaJIpIYyd}OIAqWNU

198 aweu

3wy pue ep Juaiind jebaip uQpajipow
13sn ui-pabboj Auasind (ebap Agpayipow
jebayp Aresodways

(ebap Ki0pangs

1ebajp Qi

198 151755320V Ne 3P

19s azigejep

19% uQpaean

19s Agpayeas

19s pawenAjanbiunuasppyd

195 wnsyI3yd

198 1s17s8920€

————Fﬂq——————;—'rr-—ﬂ—r-

SJUBpUAISA(]

Jadweaed BI0U §|

Jajaweaed e j|

saynquuyabuey) 1°gaqey,

£3)nq1I7)y uo suorjeaad( Sur|i g jo 81939

AnquUy




J|qepee |xau LTS UOISI3A
39S paiaidiajuiun

1ebajp adky

135 HWIN3ZIS331gNSs

9311gNS Ul JUIIUOD |e}0) jebajp 371533139ns

jebayp 3715pAIOIS

3w} pue 3jep Juannd 3w} pue 3jep Juannd awignu awigynu jebajp uQpeas
195n ui-pabboj Apuaind I 1asn ui-pabboy Apuanind e e jebajp Agpea.
wiod 3anejas awes | 6uiapio sjuaied uo spuadap Jiod payads e uonisod

A13533U€ YUM JUI)SISUOD A13532U€ MU Y}IM JUI)SISUOD 195 dweuyyed

wased bunnsas jo gidpy Jased bunnsas jo gy jebayp Qnuased

1ebayp bunapio

P3udWAINLI jebap ud1pjyd}0IqWNU

IEY dweu

AW} pue 3jep Juaund 3w pue 3ep juannd 3w pue Jjep jJuannd jebap uQp3jpow

135n ui-pabboy Apuannd | 13sn ui-pabboy Ajuaiind 135N ui-pabboj Apuasnind jebay Agpayipow

35Iv4 351v4 195 hiesodwajs

[ 1ebajp A10131nQsH

anjea paubisse-wajsAs anjea paubisse-wa)sAs CLET Qi

IEY 15115532dVvine; ap

jebap azigeyep

tebayp uQpaieasn

lebaip Agpajeasn

jebajp | pawenAjanbiunuasppyd

jebap wnsylayd

N Is1ss3NNe

'PudIsI(] 3|1, 921n0g 3|1,] 3dInog judied 1saQq STUBPUAISI(] J9j9weIg | Rjou J[ | sdjowrear B §| NNQuINY
L —

Ado) 7€ 3q8,

$31nquIN}y uo suoryeaad(Q 3uijiy jo syayy




a|qejieae }xau EY] UOISIBA
{inu 198 payaidiajuiun
° Kiopangy 10 paypadsum 19 adfy
' 0 138 NWI3Z1$3313G NS
33.2)QNS UI JUIUOD 8J0) M3U 0 1263y az1533.3qns
— 0 1ebay 3715pa0}s
— dwijjinu 1ebayy uppea)
. 1ebayy Agpeal
buuapio s Juaied uo spuadap iod payinads je uonisod
A13S3dUR YIIM JUISISUO) IER aweuyjed
Juaied bunynsas jo Q13 1ebay Qluaied
Bunapigynejap 13s 6uuapio
pajuawanui 0 1ebayy udIp|iyd40I3qWnU
Juapuadap uonejuadwajdwi 198 aweu
3w pue 3epuaund dw pue Aep Juanund 1ebay uQpajIpow
13sn uI-pabboj Aj3uaiin> 13sn uI-pabboj Ajuaiind 1ebay .63;60&—
1SIv4 195 .:Son:.w»m_—
3SVv4 138 A1032311Qs!
anjea paubisse-waysAs 1ebajq Qv
’ [3NuL :paynejap) 03 1as ETS 1517553203 neyap
0 198 azigeyep
3w pue 3jep VEYTE FEY uQpalean
13sn uI-pabboj Aj3uasind PEN Agpajeas
wapuadap uonejuawaidwi 198 voEmzzo:a_:nco.EEu-
wns}AYIHuMmouyun 138 E:c_uo:u—
(3ny] :paynejap) o) 1as 198 1153708
Jualeyg J3j3ueseq B J0U j| J10jwedrd € j| ANqQuINY
==

3jean g'¢ 3qey,

_—

83InqLI}Y uo suorjeaad( Buiji g jo 5303y




UOISI3A

paidididyutun

adAy

twtjazisaangns

3311QNS Ut JUIIU0I |RJO} MIU

3z715331qns

3215p3I0}S

uQpea!

Agpea.

uontsod

aweuyjed

ahuaued

bunapio

P3IUdW3IN3P

udJpityd40IdqWInu

Jweu

3wty pue 3yep judiind

uQpajtpow

13s5n ut-pabbo) Ajpuaaind

Agpatpow

Kiesodwa st

Aiopangst

aisy

1517553 VY3|ne}ap

azigeyep

uQpaeasd

Agpaieasn

pawenAjanbunuaipjyd

wnsy3yd

¥stssadne

juaie

adfaQ v'e

NqUNY

§3INQqLIy uo suoryeaad(Q Buifl g jJo s103gy




ajqejieae xau 195 UOISIdA
pEH payaididuiun
jebajp adky
NWIdZISIANQNS|NU 198 YWIdZISINGNS
93.21QNS Ul JUAUO) |20} MAU jebayp azi5aanqns
jebayy EY{INsE¥Te3Y
. awijjinu dwiynu jebayy uppeas
e e jebajy Agpeas
wiod aaneja: awes buiapio s Juadsed uo spuadap wiod payidads e uonisod
A13533U8 M3U Y}IM JUISISUOD A13$33U® MU YJIM JUI)SISUO) bEH wEuc:una—
1uased bunynsas jo Qg wuased bunynsas jo qidjy jebayp anuased
jebayp bunapio
payuawanu jebayy uap|Iyd}0I3qunu
) aweu —
awny pue 3epuannd AW} pue 3ep Juadsnd 3w pue 3ep Judnnd febajp uop3jIpow —
133N ui-pabboj Apuand 13sn ui-pabboy Apuasind 13sn ui-pabboy Apuasind jebajp Agpayipow
357v4 357v4 19s Kiesodwdysi
jebajp Kiopangs
anjea paubisse-waysAs anjea paubisse-walshs jebayp qaiiy
198 R ES AL TIET)
jebay wn.mnuav—
jebajy cvauawC—
jebayy >mv8~w.u
jebagy pawenAjanbiunuaspiyd |
Aj1ensdoidde 3as Ai3yendosdde 3as jebajp E:S.uw:u—
135 1s1ssare

Juaied

S)UBPUIISI(]

83INqLIy uo suorjeaadQ uijr g jo syoagy

J3j3WRIB B J0U j|

13jweied B j|

azijendsaqg ¢'g

ANqUNY




3|qejieae xau 135 UOISIAA
195 paiaidiajuiun
jebajp adky
198 «.E_._w:mww:np
9311gNS JO JUIUOD |10} MU d311gNs O JUIUO) {810} MaU 1ebay 971533 119ns
jebay 3715P3I0YS
jebayp uQpeas
1ebayp Agpeal
6unapio s,Juaied uo spuadap wiod payinads e uonisod
A13s33U€ M3U YIIM JUIISISUOD jebajp aweuyied
waied bunynsai jo giapy jebay anuaied
jebajp buuapio
pajuawainul pPaluawaidap jebaj uaipjIyd40Iaqwnu
198 aweu
3wy pue ajep Juand 3w} pue 3jep Jualind 3w pue 3jep Juadiind jebay uQpajipow
13sn u1-pabboj Ajuarind 13sn ui-pabboy Ajppuaisind 13sn ui-pabboy Ajyuaiind jebay Agpayipow
3$TVv4 3$1v4 3q isnw Kiejodwajsi
TLENT Aiopanqst
1ebayy: aRyy
135 15175532dy3ne;ap
jebaj aziseyep
1ebajy uopaiean
jebajn Agpaiean
jebaj pawenAjanbiunuaipiyd
jebay E:S_u.w.t—
193 wiiissaxe |
JUdJIB ] UOTJRUTISA(] Judied 3dunog . laj3weard 80U j| Jajpaweaed v | B:ﬁ...s&;

§3INqLI)Y uo suonjeaad( Suriy jo s19y

9AON 9'C



Pauado si anjea syl YIma|y

paioub

pajaidiajuiun

Pauado si aN|eA SIYl YIIm 3|14

ady

Jajoweled Bou j|

JajPdwedr e j|

ANqUNY

1ebap NWI321§5331gNS
jeba)p 3215331)9Ns
jebayp 3215p3I0)s
jebajp uQpeas
jebay Agpea,
) jebap uoiisod
Pauado si1 an|eA SIY) YIM 3|1} aweuyyed
ya1eas 0} £103231p 40 QI3NY Qnuaised
jebayp 6uuapio
jeba uaJp|IYI0Id3qWnU
p3uado si anjea siyy yIm ajiy aweu
1eba)n uQp3jIpow
jeba >ovw_:vo_.=—
jebayp Aresodways —
i 1ebap A10pangQs
| P3uado si anjeA SIy) YIIM 3|1y ary
— jebap SR H I TALLTET)
— LLE azigeyep
| jebayp uppaean
— jeba| Agpaiean
1eba|p pawepnAjanbiunualppyd
— 1ebayp wnsyI3Yd
jebajp 3s1ssane

uadQ L'g3lqe]

{

§3)NqLI)}y uo suorjesadQ 3utjtq jo s394



_Mmq«___

UOISIiaA
jebap paiaidiajuiun
jebayp adky
jebayp VW1 1aZ16331gNs

9311QNSs Ul JUIJUO) |0} AU Aidrendoidde yas jebayp 32153341QNns
A191e11dosdde yas jebajp 3715paI0Is

jebayp uQpea:

1ebajp Agpeas

L ENT uonisod

jebay dweuyied

ebapy anuased

jebajn buusapio

jebay ualp|Iyd}0Iqunu

jebajp aweu

3w pue 3jep Juaiind jebap uQp3jIpow
13sn u1-pabboj Ajyuaisind jebayp Agpaijipow
jeba Kiejodwajs

jebay Ki0¥danqs

1e6ay aldy

jebajp 15115532y Neap

paiidysuesy saihq jo 1aqwinu

uonedo|e |eniu azigeep
AW} pue 3jep Juarind 138 uQpaiean

13sn wi-pabbo Ajyuasind 198 Agpaiean

1eba pawenAjanbiunualp|iyd

A|31enudoidde yas IEN wns3>ady>

1ebap 151715838

judie Jajaweded viou j) 100wWwedR ) ®j) NNqQUINY

ae|day g'¢

$31NqLI)Y uo suorjeadd() Suliy jo 5123y




UOISIdA

pajaidiayuiun

. Uahw

NwIazI$33 QNS

9313QNS Ul JUIJUO) |eJ0) M3U 9311QNS UI JUIIUO)D |0 MU 3215331 gNs
Kj31endoidde 3as 3215pa10)s

uppea:

|
>mumw._

uonisod

aweuyjed

anuaised

bunapio

uaIpIY)0I3qunu
aweu

awy pue ajep Juaind uQpajIpow

13sn u1-pabboj Ajpuanind Agpayipow
Kieiodwa) s

Kiopangs

a3y
191755320V neyap

unowe uoIsuadINa Aq paseasdul aziseiep

3w pue 3jep Juaiind uQpajeasn

13sn ui-pabboy Apuanind kgpaiean
pawenAjanbiunuaspyiyd

wNs}ayjumounun E:uxuw:g—

1515590

uaseq a1y ANquY

sajAgare|day 6'¢ 3qsy,

§3INqL1}3y uo suotjeaad( 3uii] jo 53234



UOISIaA

pajaidiajyuiun

adAy

Hwiazigaanqgns

az153a.qns

3715paiols

3w} pue 31ep Juaind

uopea)

135n ui-pabboy Ajpuaiind

Agpea)

uonisod

aweuyjed

gnualed

buniapio

VENT IV R Y e YEL [TLaIY]

Jweu

uQPpa3}Ipow

Agpaijipow

Kiejodwajs

Aiopangs

qaiapy

15175532dy3ne}ap

azigeyep

uopa1easd

Agpaieas

pawenAjanbiunuasppyd

umouun A|snoinaid 1 3as wnsy>ayd
1Isssare
Aty NNGLI Y

aA31113Y 01 ¢ 2|98,

saINquYy uo suotjesadQ 3uriyf jo syayy




UOISIOA —

voaaaaac.c:—

adAy

WWN3ZI$IANGNS

azigaaqns

3715paI0ls

AW} pue 3jep Juaindy

uopeal

13sn u1-pabbo) Aj3uasins

Agpeas

uonisod

oEnc.:na—

anuaised —

bunsapio

udAIPIYIHOIIqUINU

Juweu

uOPa34IPOW

>muw:.uoE—

Kiesodwajs

Ki10131Qs

qaiviy

1511553203 neyap

azigeyep

uopaleasn

Agpaiean

voEaZ».o:c.choG_Eu_

E:S_uo:u—

:.duouun—

91

sayAgananiay |

ainquny |

't 3lqey,

$31NqLI1}Yy uo suorjeradQ Sujiy Jo 8109y



UOISidA

pa3i1antiaiuun

adAy

VWIA21$331qNs

9215331)qQNs

3215pa10}s

Wi} pue 3epualdiind Wi} pue 31ep Julaind uQpea

13sn u1-pabboj Ajjuanind 13sn U1-pabboy Apuanind Agpea,

uonisod

aweuyied

gnuased

buniapio

uaipIYdJOI3qWnu

Jweu

uQpajIpow

Agpajipow

Asejodwa) s

Ki032090 Qs

aiay

15171553V Neap

azigejep

uQpaleas

Agpajean

pawenAjanbiunuasppy>

umouxun A|snoinaid ji 3as umou yun Ajsnoinaid 41 13s wnsyd3yd

1515590

SIUBRPUIISA(] . Ly Nnquy
-

azi|enas 3¢ dqey,

$31nqLI1Yy uo suoryelad( 3ui(i jo §32a)7




— e |w_a~__~>~ IX3u J UOISIIA
— INu 138 payaudiayuiun
A1o0panqy 10 paynadsuny 1938 adky
TITTTR EF STEENL T ISTH T 13s NWI321533119NS
3311QNs U1 JUIIUO) |810) MU K)131eudoidde 1as jebay 3z1533nqns —
Aj3yendoidde 1as jeba)p 3715p310YS
aungnu jeba)p uQpeals
e 1ebap Agpea.
bui1apio s Juased uo spuadap wiod payads je uonisod
A13s3due yum Juadlsisuod 19$ aweuyled
wased bunynsas jo QI3 jeba)p Qgnudied
ﬁ 6uniapioyneyap 13 buuapio
paluawanui 0 jebay) UIPIIYI}0IAqWINU —
udpuadap uonejuawajdun 13$ aweu
3w pue 3aep Juaund 3w pue Aep Judnd 1ebay) cva:voE_
13sn ui-pabboj A3uasind 13sn uI-pabboy A3uasnind 163 Agpayipow
‘ 3$IVv4 13s >.an8w.—m__
3ISv4 33$ Aiopangs
anjen paubisse-wayshs jebay aidm
y (3NY] :payne;ap] 01135 pT1 :Juuwuus_:nmwv
pasiadysuesy sarhq Jo 1aquinu uonelojje jeniul azigerep
3w} pue 3rep Juadiind 13 uopalead
13sn ui-pabboj Apuasind 195 >mvm-wb—
uapuadap uonejuawa|duw 198 vosnz:o:gcncw.v::u—
Aj31eudoidde yas 19$ wnsyI3yd
[3nYL :payneyap] 0113s 13$ 1s17ss3x€

JudIBy

13713WRIB | B J0U j]|

310§ €1°€3qe]

I1ajawele B j|

$31nqLIY}Y uo suotjerad( 3ut|ig jo 1089

aANquNY




UOUISIAA

poraidiauiun

EDI

VWISZIGAA QNS

AZ1GAAIgNS

3715PAI0YS

uopPa;

Agpea.

uoiyisod

dweuyjyed

anuaied

bunapio

uaJpIyd40I3qWNU

Jweu

(pabueyd y1) 3wy pue arep Juannd

uOPayIpPoW

(pabueyd 41) sasn ui-pabboy Ajyuaiind

Agpaiyipow

Kiejodwajsi

Kiopanqgs

aiayy

[3NY] :paynejap] 0} 135

uw:wwwuuqﬁbﬂvwﬁ

azigeyep

uQpaleasn

Agpajean

pawenAjanbiunuaippyd

wnsy>ayd

[3NYL :p3jnejap] o1 395

15135832080

SIUBPUISI(]

SR

2NqLINY

sisnissanvAjun y1°¢ 9qey,

$INqLIY uo suorjesadQ Bul|i g Jo spayy




58

FILING PROTOCOL



“ﬁmmw

An attribute is a data item that is associated with a file. Any information associated with

file, but which is not a part of the file's content, is contained in the file's atiri‘l:mt ;
Attributes may help to identify the file so that it can be distinguished from other lfille?
describe the structure or behavior of the file, record information about certain events i ehb'
life of the file, or perform any other desired function. events in the

Every attribute has an attribute type (or simply type) which identifies the attribute. Certain
types are defined in this standard. Other types may be defined by customers or vendors
Types to be defined in this way must be allocated by means of the administrative procedures
described in Appendix B. A customer or vendor is the type owner of attribute types that have
been assigned to him. ’

Every interpreted attribute has a data type which can be described in the language of
Courier, and every instance of such an attribute should be a well-formed Courier
representation of a value of that data type. To promote sharing of information,
uninterpreted attributes should also be represented according to Courier conventions.
however, this is not mandatory.

Not every attribute is meaningful for all files For example, directory-related attributes
have no meaning for files that are not directories. Such attributes may not be specified when
they are inappropriate, and are always null when examined

A file service may set an implementation-dependent limit on the total amount of attribute
data which may be stored in a single file. This limit must not be less than 32,768 sixteen-bit
words. A file service may also set an implementation-dependent limit on the total number of
attributes which may be stored in a single file. This limit must not be less than 128
attributes. Clients should not expect to be able to store more than 32,768 words of attribute
data, nor more than 128 attributes,ona single file.

4.1 Classes of attributes

heir behavior varies a great deal Certain

Since attributes serve a wide variety of purposes, t :
similarities between attributes.

classifications, however, are helpful in pointing out

41.1 Interpreted vs. uninterpreted

le service and specifying such an
ice. These attributes are said to be
lient-defined. The set of interpreted

Many attributes have a particular meaning to the fi
attribute results in a defined behavior in the file serv
interpreted. All other attributes are uninterpreted, or ¢
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attributes varies among file services. This section specifies attributes that must be
interpreted and attributes that cannot be interpreted.

An interpreted attribute has a Courier data type that is defined in a standard such as this
one, and all values of the attribute conform to that data type. The file service enforces this
constraint. When an interpreted attribute is specified during a procedure call, it results in
some defined behavior on the part of the file service, and this behavior may affect other
attributes or even other files. The value of an interpreted attribute may change, even when
it has not been specified during a procedure call, as a side-effect of that procedure. Various
restrictions may be imposed on the use of an interpreted attribute in certain procedures. In
general, a client cannot always expect an interpreted attribute to remain unchanged during
arbitrary procedure calls.

An uninterpreted attribute should have a defined data type, but the file service does not
know what this data type is and, therefore, cannot enforce it. When an uninterpreted
attribute is specified during a procedure call, it is stored with the file but causes no other
action. In particular, other attributes are unaffected except those that indicate file activity
(modified8y, modifiedOn) or position within a parent (position). The values of
uninterpreted attributes do not change except when they are changed explicitly.
Uninterpreted attributes may be passed to any procedure that expects a sequence of
attributes. The value of an uninterpreted attribute is always exactly the value to which it
was explicitly set by the client.

A file service must interpret any attribute type described as interpreted in this standard. A
file service may not interpret any attribute type that is considered to be uninterpreted by the
type owner. In practice, this means that a file service shouldn't ordinarily interpret any
attribute type other than those defined in this standard, since the implementor would not
normally know whether or not the attribute type's owner considers it to be interpreted.

As a result of these rules, a client is guaranteed that any attribute type described as
interpreted in this standard is always interpreted, and that any attribute type considered to
be uninterpreted by the type owner is always uninterpreted. In particular, the client’s own
uninterpreted types are guaranteed to be uninterpreted by any file service. The client would
not normally know whether the owner of some other attribute type considers it to be
uninterpreted.

4.1.2 Environmentvs. data

An environment attribute describes the relationship of a file to its environment, such as its
name or parent directory. A data attribute describes aspects of the file that are contained
entirely within the file. This distinction is useful because it determines many of the
differences in attribute behavior.

A data attribute is tightly bound to the file. Data attributes may be thought of as extensions
of the file's content. Data attributes are always carried along when a file is moved, copied, or
deserialized. Data attributes may not be explicitly changed during those procedures which
change the context in which a file resides but not the file itself. In addition, data attributes
may not be used to identify a file when opening it. Examples of data attributes are:
checksum, type, and numberOfChildren.

An environment attribute is much more loosely bound to the file. Environment attributes
may be thought of as part of the file's parent directory. It is common to want to change these
attributes when a file's context changes, as in moving, copying, or deserializing. Some
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environment attributes may be used to identify a file when opening it. For example, fileiD

name, and version are environment attributes. An uninterpreted attribute mav be

considered to be a data or an environment i
] attribute dependi fent's us
attribute pending on the client's use of the

4.1.3 Primary vs. derived

o
A primary attribute is an attribute that carries information for which the attribue is the
only source. name and ordering are primary attributes. ‘ '
A derived attribute c.arries information that is derived from other characteristics of the file
For example, dataSize records the length of the file's content, and numberOfChildren
records the number of children in a directory.

42 Definition of attributes

The attributes in this standard are defined in a standard format. Certain attributes are
related and use common definitions.

421 How attributes are defined

Each attribute definition includes a description of the meaning and purpose of the attribure,
a declaration in Courier notation of the attribute type and of the attribute’s data tyvpe, a
description of the use of the attribute, a declaration in Courier notation of significant values
of the attribute, a description of those values, and a statement of where it is legal to spec:ty
the attribute.

Several attributes record the date and time at which some event occurred Time and date
values are encoded in conformance with the Time Protocol (8].

Time: Tyre = Time.Time,
Time attributes can be set to null with the value:

nuliTime: Time = Time.earliestTime;

responding user attribute. This attribute

For each date-and-time attribute, there is a cor :
lient was operating when the particular

records the name of the user on whose behalf the ¢
event occurred (the name presented when the session began)

User: Type = Clearinghouse.Name;

User names are always fully-qualified clearinghouse names. These names conform to the

conventions described in the Clearinghouse Protocol {5).
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4.2.2 I|dentification-related attributes

4.2.2.1 filelD

Identification-related attributes are used to identify the file or to describe major
characteristics of the file.

filelD is an environment attribute that unambiguously and uniquely identifies the file
within the file service.

filelD: AttributeType = 4;
FilelD: TYPE = ARRAY S OF UNSPECIFIED;

This attribute names a file within a file service, independent of its parent directory. The
value for a given file is guaranteed to remain constant as long as the file remains in the file
service. The attribute is human-insensible, and its interpretation is implementation-
dependent. In general, clients cannot understand its internal structure. The fact that it is
small and fixed in length makes it more convenient than a conventional string name in
many applications. The distinguished value, nullFilelD, of this attribute is never assigned to
any file.

nullFilelD: FilelD = [0, 0,0, 0, 0];

4.2.2.2 isDirectory

isDirectory is a data attribute that indicates whether the file is a directory or a non-
directory. Certain procedures may not be applied to a file that is a non-directory. Directories
cannot be temporary files.

isDirectory: AttributeType = 5;
IsDirectory: TYPE = BOOLEAN;

4.2.2.3 isTemporary

4.2.2.4 name

isTemporary is an environment attribute that indicates whether the file is temporary or
permanent. A temporary file, which can never be a directory, has no parent directory, and it
is deleted as soon as all file handles are closed. A permanent file resides in a directory and is
not deleted until there is an explicit request to do so.

isTemporary: AttributeType = 6;
IsTemporary: TYPE = BOOLEAN;

name is an environment attribute that contains a human-sensible string name for the file.
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name: AttributeType = 9;
Name: TYPE = STRING;

This attribute may identify a file or it may be merely a description of the file. Th

file is not‘ necessarily unique within its parent. However. the name-version' a'e r_‘afnle ‘of%
unique within its parent. No name attribute may have a léngth of zero, and th: 1;115; \;a}-\m:
Courier repre§entation must not exceed 100 bytes (dependiné on the c}irz : :
representation in the attribute, the maximum number of characters may be consid cb?rv
more or less). Capitalization is ignored when names are compared. siderably

It is ‘strongly recommended that file names not contain the characters apostrophe (")
asterisk (*), sh'arp sign (#), comma (,), diagonal slash ( /), or exclamation point (!). These'
characters are intended for use within filter specifications and file pathnames (see Appendix
F). :

4.2.2.5 pathname

pathname is an environment attribute specifying an access path to the file relative to the
root file of the service.

pathname: AttributeType = 21;
Pathname: TYPE = STRING;

A pathname specifies a hierarchical access path to a file by encoding the name and version
attributes of a set of the file's ancestors. It describes an access path to the file relative to an
assumed base directory. The order of the encoded name-version pairs is significant; the first
specifies the file's ancestor which is a child of the base directory, the second pair identifies a
file whose parent is named by the first, and so forth. The last name and version pair names
the file itself. The pathname attribute of a file is a pathname which assumes the root file as
a base directory.

Name and version portions within a pathname are distinguished by an exclamation
character (!). On retrieval, reserved characters within each name portion are escaped by
preceding them with an escape character, the apostrophe (") (see §4.2.2 4 for the complete list
of reserved characters). As with the name attribute, a name portion may not have a length of
zero or exceed 100 bytes in the Courier representation of its unescaped form.

A version is specified using a numeric constant, the plus (+) character (designating the
highest version of a file), or the minus (-) character (designating the lowest version). If
omitted, a designation of highest version is assumed. Each name-version pair is delimited

from the next by a diagonal slash character (/).

The following grammar summarizes the syntax of pathname strings’

Pathname : = NameVersionPairlist

NameVersionPairlist : = NameVersionPair | NameVersionPair/NameVersionPairList

NameVersionPair : = Name | Name!Version

Name: = [ string with reserved characters escaped not exceeding 100 bytes in

unescaped form]

————
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4.2.2.6 type

Version : = [string of digits with numeric value in the range (0..65535))
|' + —~i.e. highestVersion
|'- —i.e. lowestVersion

It is recommended that the notation for qualified pathnames defined in Appendix F be used
at any human interface with the file service, such as at an administrative console.

4.2.2.7 version

type is a data attribute that describes the nature of the content or attributes of the file in
order to communicate to potential users of the file how this file is to be interpreted.

type: AttributeType = 17,
Type: TYPE = LONG CAROINAL;

A customer or vendor may define types for files of his own that he wishes to distinguish.
Types to be defined in this way must be allocated by means of the administrative procedures
described in Appendix B.

The file service interprets neither the type nor the content of a file. In particular, the type
may not be used to determine whether a file is a directory or a non-directory. This
information is determined by the isDirectory attribute.

Several commonly-used type values are defined in this standard. Clients are encouraged to
use these types to identify files that have the specified characteristics in order to promote
information sharing. However, the file service does not enforce the specified semantics. See
Appendix B for details.

version is an environment attribute that distinguishes different files that have the same
name attribute within the same directory. The name-version pair is always unique across
the children of a directory.

version: AttributeType = 18;
Version: TYPE s CAROINAL;

This attribute may be specified by the client when a new file is created. Ordinarily, however,
it is omitted, and the new file acquires the next version number. If there are files in the
specified directory with the same name as the new file, the next version number is one
greater than the highest version number associated with any of those files. If there are no
such files, the next version numberis 1.

If lowestVersion or highestVersion is specified, the file to be accessed is the one having the
specified name and the lowest or highest version number within the directory, respectively:

lowestVersion: Version = 0;
highestVersion: Version = 1777778,

Because an error is reported when the client attempts to create a file with a non-unique
name-version pair, a client should not ordinarily specify either lowestVersion or
highestVersion when creating a file. Within a filter, lowestVersion and highestVersion may
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be specified only when the order of enumeration (in

attribute procedures Find or List) is by the name

42.3 Content-related attributes

ettt

Conterit-related attributes describe the content of the file.

4.2.3.1 checksum

et

checksum is a data attribute that helps to verify the validity of the content of the file It is
intended to detect file damage that may occur while the file is stored by a file service.

checksum: AttributeType = 0;
Checksum: TYPE = CARDINAL;

The file service computes a checksum whenever the content of a file is transferred This
occurs in Store, Retrieve, Replace, Serialize and Deserialize. When the content is transferred
to the file service, the computed value is saved in the checksum attribute. If the client has
specified a value for the attribute, it is compared to the computed value and an error is
reported if there is a mismatch. When the content is transferred from the file service, the
computed value is compared with the checksum attribute and an error is reported if there is
a mismatch.

If the checksum is not known because, for example, the file has been damaged while stored
by the file service, the value of the checksum attribute is set to unknownChecksum The
client may also set this value explicitly via ChangeAttributes Any computed value of
checksum is always considered to match unknownChecksum A client might explicitly set
the value to unknownChecksum if the checksum attribute does not match the file's content
due to file damage and the client wishes to retrieve the file without checksum validation

unknownChecksum: Checksum = 1777778B;

The checksum is a one's complement, add-and-cycle checksum that is computed over the
sixteen-bit words comprising the file's content. Specifically, the checksum is calculated by
initializing it to zero and then, for each successive data word, adding the word (using one’s
complement addition) and performing a left cycle of the result. If an odd number of bytes is
transmitted, a last byte of zero is assumed for purposes of the checksum computation If the
result is the ones-complement value minus zero (177777B), it must be converted to plus zer»
(0B) so it won't be interpreted as the unknownChecksum value.

4.23.2 dataSize

dataSize is a data attribute that records the number of eight-bit bytes in the content of the
file.

dataSize: AttributeType = 16;
DataSize: TYPE = LONG CARDINAL;

————
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This attribute is not intended to describe the total amount of physical space occupied by the
file when stored in the file service. For example, it does not include the space required to
store attributes, or space overhead required by the file service.

4.2.3.3 storedSize

storedSize is an attribute that records the number of eight-bit bytes occupied by the file
when stored in the file service. The attribute includes the space required to store attributes
and any other overhead associated with storing the file in the service.

storedSize: AttributeType = 26;
StoredSize: TYPE = LONG CARDINAL;

Note that the value of this attribute will normally be a multiple of a service's underlying
unit of allocation.

4.2.4 Parent-related attributes

Parent-related attributes describe a file's relationship to its parent directory. These
attributes are always null in a file which has no parent (for example, a temporary file).

4.2.4.1 parentiD

parentID is an environment attribute that is equal to the filelD attribute of the file's parent.

parentiD: AttributeType = 12;
ParentID: TyPe = FilelD;

4.2.4.2 position

position is an environment attribute that specifies a file's position within its parent
directory. It is used to indicate starting and ending points for listing and locating files in a
directory, and to specify the insertion point when creating a file in a directory that is ordered
by position (q.v.).

position: AttributeType = 13;
Position: TYPE = SEQUENCE 100 OF UNSPECIFIED;

A position defines a point within the linear span of a directory at which there is at most one
file. A file's position attribute specifies that file's position within its parent directory.

A position value remains valid even if the file to which it applies is moved or deleted. The
position then refers to the point where the file resided. However, a position value is tied to
the ordering of the directory into which it points; therefore, it cannot be used after the
directory has been reordered (by changing its ordering attribute), and it cannot be used to
specify a position within any other directory.
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A position value is uninterpretable by the client. Its internal structure is implementation.

de.pendent. Because the m? .service may embed arbitrary information in the position. the
client may not compare positions, even for equality ) o

Two spfzc?ial values identify distinguished points within a directory
firstPosition specifies a point before the first fi ot
point after the last file. "First" and "last"

. The consztant
le in the directory, and lastPosition specilies a
are determined by the directory's ordering

firstPosition: Position = [0];
lastPosition: Position = [1777778];

4.2.5 Event-related attributes

ittt

Event-related attributes record the date and time of significant events in the life of a file
and the name of the user on whose behalf an event occurred.

For performance reasons, the file service does not necessarily change these times and names
exactly when the related event occurs. Rather, it may cache changes for later application, or
may group several changes together. The file service guarantees that if an event occurs
during a session, then the times and names will be updated appropriately sometime during
that session. The file service also guarantees that explicitly-requested changes to times and
names, where allowed, occur immediately.

4.2.5.1 createdBy

createdBy is a data attribute that records the creator of the file's content. It is the name of
the user who last modified the content of the file.

createdBy: AttributeType = 2;
CreatedBy: TYPE = User;

If the client does not specify this attribute during Create, Store or Replace, the file service
will set it to the name of the current user. However, since the attribute is intended to be the
name of the creator of the content of the file (rather than the physical file itselD, it is
strongly recommended that all clients maintain this name with the file and specify it when

transferring the file to a file service.

4.2.5.2 createdOn

createdOn is a data attribute that records the time of creation of the file's content This

attribute is used to maintain the generation time of the file in order to determine the

relative ages of similar files.

createdOn: AttributeType = 3;
CreatedOn: TyPe = Time;

Create, Store or Replace, the file ser-ice
the attribute is intended to be the
physical file itself), it is stronely

If the client does not specify this attribute during Cf
will set it to the current date and time. However, since
time of creation of the content of the file (rather than the

“——
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recommended that all clients maintain this time with the file and specify it when
transferring the file to a file service.

4.2.5.3 readBy

readBy is a data attribute that records the name of the user who last examined the content of
the file.

readBy: AttributeType = 14;
ReadBy: TYPe = User;

When a new file is created, this attribute is set to empty strings to indicate that the file has
never been read. Subsequently, the file service maintains the attribute.

4.2.5.4 readOn

readOn is a data attribute that records the time at which the content of the file was last
examined.

readOn: AttributeType = 15;
ReadOn: Tvre = Time;

When a new file is created, this attribute is set to nuliTime to indicate that the file has never
been read. Subsequently, the file service maintains the attribute.

4.2.5.5 modifiedBy

modifiedBy is a data attribute that records the name of the last user who changed the file in
any way.

modifiedBy: AttributeType = 7;
ModifiedBy: TYPe = User;

When a new file is created, this attribute is set to the name of the current user.
Subsequently, the file service maintains the attribute.

4.2.5.6 modifiedOn

modifiedOn is a data attribute that records the time at which the file was last changed in
any way.

modifiedOn: AttributeType = B;
ModifiedOn: Type = Time;

When a new file is created, this attribute is set to the current time. Subsequently, the file
service maintains the attribute.
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426 Directory-related attributes

i ——

Directory-related attributes describe certain aspects of directories In non-directori
directory-related attributes are always null. Hties

4.26.1 childrenUniquelyNamed

i ——

childrenUniquelyNamed is a data attribute that specifies whether the children of this
directory are constrained to have distinct name attributes The default valie of 'his
attribute is implementation dependent. )
childrenUniquelyNamed: AttributeType = 1;

ChildrenUniquelyNamed: TYPE = BOOLEAN;

When this attribute is TRUE, no two children of the directory mayv have the same name
attribute, and the file service rejects any attempt to add a file with the same name attribute
as an existing file. When this attribute is FALSE, this restriction is not enforced. Files that
have the same name attribute are distinguished by their version attributes. Comparison of
name attributes is described in §3.5.1 4.

4.2.6.2 numberOfChildren

numberOfChildren is a data attribute that is a count of the directory's children No'e that
this is not a count of the directory’s descendants.

numberOfChildren: AttributeType = 10;
NumberOfChildren: TYPE = CARDINAL;

4.2.6.3 ordering

——

ordering is a data attribute that specifies the order of enumeration of files in the d:rectory
during certain procedures.

ordering: AttributeType = 11;
Ordering: TYPE = RECORD [ ' .
key: AttributeType, ascending: BOOLEAN, interpretation: Interpretation];

Except when ordering by position (described below), the placement of files in a director._\; is
determined by the relative values of a particular attribute. The component _key. specx:;g:
which attribute is to be used for ordering. ascending determines whether ordering is to be ir
ascending order of the attribute, and interpretation specifies how the file service sho;ld
interpret the attribute if there is not a standard interpretation for the attribute For

example, a value of

[key: createdOn, ascending: FALSE, interpretation: time]

specifies that when the directory is listed, the first file to be delivered should be the one that

has the highest (most recent) createdOn value.
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When the attribute used for ordering is an uninterpreted one, the interpretation to be used
must be specified so that the file service can determine the relative placement of files. If a
file's attribute value is not a valid Courier representation of the type specified in
interpretation, then it is placed before those files that do have valid values. When the
attribute is an interpreted one, the interpretation specified in the ordering attribute is
ignored; the file service uses the standard interpretation for the attribute. The comparison
rules for various interpretations are described in §3.5.1.4. Interpreted attributes with
standard interpretations other than those defined in this section are ordered as though the
interpretation were none.

The behavior of a directory is somewhat different when the specified key is the position
attribute. In all other cases, the relative placement of files is determined entirely by the
value of the specified attribute. When ordering is by position, however, the relative
placement of files is explicitly determined by the client. When adding a file to the directory,
the client specifies the position at which it would like the file to reside. The following

constants specify ordering by position:

byAscendingPosition: Ordering = [

key: position, ascending: TRUE, interpretation: none];
byDescendingPosition: Ordering = [

key: position, ascending: FALSE, interpretation: none];

If ordering is by ascending position, a file that is added without specifying its position is
placed at the end of the directory. If ordering is by descending position, a file that is added
without specifying its position is placed at the beginning. Otherwise, there is no difference
between these values.

When the ordering of a directory is changed to an ordering by position, the relative
placement of files in the directory is not affected. In other words, when ordering by position,
the files are initially placed according to their placement in the previous ordering.
Subsequent additions need not conform to the previous ordering.

After a number of additions at the same point within a directory ordered by position, the
density of files in that area may become too great to allow further additions. When this
condition occurs, a procedure attempting to insert a file reports:

InsertionError [problem: positionUnavailable]

The client should call ChangeAttributes specifying an ordering that is the same as the
current ordering. This action redistributes the files without changing their relative
placement.

When no ordering is specified during creation of a new directory, defaultOrdering is used.
When the ordering attribute has this value, or the corresponding value with ascending
equal to FALSE, the ordering is actually based on ascending or descending values of first, the
name attribute, and second, the version attribute, rather than just the name alone:

defaultOrdering: Ordering = [key: name, ascending: TRUE, interpretation: string];

File service implementations are not required to support all possible values of this attribute,
however, every file service implementation must support defaultOrdering.
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4264 subtreeSize

cnmm—

subtreeSize is a data attribute that rec

ords th ight-bi i
directory and all its descendants.  number of eight-bit bytes occupied by a

subtreeSize: AttributeType = 27;
SubtreeSize: TYPE = LONG CARDINAL;

This attribute is equivalent to the sum of th

e storedSize attributes of a dire
its descendants. ctory and each of

4.2.6.5 subtreeSizeLimit

subtreeSizeLimit records the maximum number of eight-bit bytes which may be allocated to
adirectory and all files it directly or indirectly contains.

subtreeSizeLimit: AttributeType = 28;
SubtreeSizeLimit: TYPE = LONG CARDINAL;

This attribute is equivalent to the sum of the storedSize attributes of a directory and each of
its descendants. An operation is rejected if it would cause the value of a directory's subtree
size to exceed the limit specified by the directory's subtreeSizeLimit attribute. The client is
permitted to change the value of a directory's subtreeSizeLimit attribute at any time even if
this would cause it to obtain a value less than the current value of the directory's
subtreeSize attribute.

nuliSubtreeSizeLimit: SubtreeSizeLimit= 377777777778

When a directory is created and no subtreeSizeLimit is specified, nullSubtreeSizeLimit is
assumed. This value is used to specify that a directory has no cumulative limit on tke
amount of physical space the directory and its descendants may require.

4.2.7 Access-related attributes

Access-related attributes are used to control access to a file, its content and attributes, and
descendants. Every file has an accessList attribute, which may be defaulted. In addition,
each directory file has a defaultAccessList attribute, which specifies the access for files
within the directory having explicitly defaulted access lists. The ability to modify a file's
access attributes is subject to the access granted the client by the access list in effect for the

file.

When a file is created, it receives defaulted values for its access lists or those specified .by the
client, if supplied. When a file is inserted into a directory, t'he 'ﬁle receives access -lxsts as
specified by the client; if an access list or default access list 1s'not specified during the
insertion, the respective access list remains unchanged. Access lists of descendants of the

inserted file are not affected by the insertion.

When the access list of a file must be determined, the accessList. attribt_xte of the file i.s
consulted. If this value has been defaulted, then the defaultAccessList attribute of the file's

parent directory is retrieved. If the defaultAccessList attribute of the parent is defaulted, the

parent's access list is used. The method of determining the access list of the parent is the
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same as for the original file; this process proceeds recursively until a non-defaulted list is
encountered or the root directory is reached.

4.2.7.1 accesslList

accessList is an environment attribute that specifies the access permissions to be granted to
particular clients. Each enabled permission permits particular types of access to the
specified client. Clients not represented in the access list of a file are denied any access to the
file. The access granted a particular client with respect to a file is the union of the
permissions specified in all entries containing a key representing the client.

accesslist: AttributeType = 19;
AccessList: TYPE = RECORD [entries: SEQUENCE OF AccessEntry, defaulted: BOOLEAN];

AccessEntry: TYPe = RECORD [key: Clearinghouse.Name, access: AccessSequence];

An access list is comprised of a set of key/access permission pairs. If a session's user can be
identified with the key portion of an entry, then the permissions specified by the entry are
granted to the session. During retrieval, the defaulted component of a file's accessList
attribute specifies whether the attribute was explicitly set with the file or was defaulted to
that of its parent. On input, the defaulted component is used to explicitly default the value
of an access list attribute, and in that case, entries must be empty.

The key portion of an individual AccessEntry will typically denote the name of a user or
group of users defined via the Clearinghouse [5]. A limited form of wildcarding is also
permitted within the key of an access list entry with the use of the asterisk character (*). A
wildcard may replace the object portion, the object and domain portions, or all three portions
of a key. These specifications imply respectively: all users within a domain and organization;
all users within all domains of an organization; and all clients.

If the access list for a file has no entries, it is said to be empty and no access to the file is
allowed to any client. If the accessList attribute of a file is explicitly defaulted, access to the
file is determined by the defaultAccessList attribute of the file's parent directory (see below).
See §3.3.1.3 for an explanation of the access permissions.

Example:

The following access list specifies read and write access to the user "John Q. Public” of the
"Office Systems" organization within "Xerox"; read access for the group of users designated
by the Clearinghouse group "UserGroupl”; add access for the user whose alias is
"UserAlias1”; and read access to any user within the "Xerox” organization.

AccesslList [entries: [
[key: ["John Q. Public”, "Office Systems”, "Xerox"], access: [[read], [write]]],
[key: ["UserGroup1”, "Office Systems”, "Xerox"], access: [[read]]],
[key: ["UserAlias1”, "Office Systems”, "Xerox"], access: [[add]]],

[key: ["*","*", "Xerox"], access: [[read]]]],

4.2.7.2 defaultAccesslist

defaultAccesslList is an environment attribute that applies only to directories. This attribute
specifies the access controls for files within the directory which have explicitly defaulted
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accesslList values. If the defaultAccessList of a directory is given the defaulted value, then
the directory's accessList value is used instead.

defaultAccessList: AttributeType = 20;
DefaultAccessList: Tyre = Accesslist;

XEROX SYSTEM INTEGRATION STANDARD 73



74

FILING PROTOCOL



When a remote procedure completes successfully, it returns results as specified in the
definition of the procedure. However, conditions can arise before or during execution of the
procedure that make successful completion of the request impossible. For example, the client
may have specified incorrect arguments in a remote procedure call, or some required
resource may be unavailable.

When such conditions occur, an error is reported to communicate to the client the nature of
the problem. Each error encompasses an entire class of possible conditions and the specific
problem is further described by the arguments of the error. For example, HandleError
indicates that something is wrong with a file handle specified in the arguments of a
procedure. The particular problem with the file handle is specified by the argument which is
of type HandleProblem.

When an exceptional condition arises during execution of a remote procedure, the file
service makes every effort to undo the effects of the partial execution so that the file service
appears to the client as though the procedure had never been called. However, the file
service does not guarantee that such effects can always be reversed. Therefore, when an
error is reported, the client must be prepared for the possibility that the procedure was
partially executed. In any event, no files are lost unless deletion was requested.

Each error definition includes a declaration of the error in Courier notation, a description of
its arguments, and examples of conditions that cause the error to be reported.

5.1 Access errors

AccessError may be reported by any procedure that requires access to a file. It indicates that
access to the file is not possible. The inaccessible file is not necessarily the one whose handle
was specified as an argument to the procedure call because some procedures operate on
additional files. For example, Delete deletes the descendants of a specified file as well as the

file itself.
AccessError: ERROR [problem: AccessProblem] = 6;
The argument problem describes the problem in greater detail.

AccessProblem: TYpe = {

accessRightsinsufficient(0), -- the user does not have the access rights needed to satisfy
the request; consult description of individual procedures for specific requirements --
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accessRightsindeterminate(1), -- the file service could not determine whether the user
has the access rights needed to satisfy the request; consult description of individual
procedures for specific requirements --

fileChanged(2), -- while the procedure was executing, the file changed in such a way
that execution could not continue; this condition can occur during List if the ordering
of the directory changes --

fileDamaged(3), -- a file was found to be internally damaged in some way, but not
badly enough to require shutdown of the file service --

fileinUse(8), -- even after expiration of the timeout, the file service could notacquirea
lock it needed to satisfy the request --

fileNotFound(S), -- a file was not found in the context in which it was expected --

fileOpen(6)}; -- during an attempt to move or delete a file, another file handle for the
file was found to exist in the same session --

Examples:

If one session calls Retrieve while another session is calling Replace for the same file, and
the timeout on the Retrieve procedure expires before the Replace procedure completes, the
following error is reported:

AccessError [problem: fileinUse]

If List is called and during the execution of List some other session changes the ordering
attribute of the directory being listed, the following error is reported:

AccessError [problem: fileChanged]

If Open is called specifying a parentiD and a name and there is no file with that name in the
directory identified by parentiD, the following error is reported:

AccessError [problem: fileNotFound]

If Open is called specifying a filelD and there is no file in the file service with that fileiD, the
following error is reported:

AccessError [problem: fileNotFound]

If Delete is called specifying a file handle for a directory and the client has opened but not
yet closed a descendant of that directory, the following error is reported:

AccessError [problem: fileOpen]

If Delete is called specifying a file handle for a directory and the client of another session has
opened but not yet closed a descendant of that directory, the following error is reported:

AccessError [problem: fileinUse]
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5.2 Argumenterrors

There are argument errors for each class of Filing procedure argument: attributes, controls,
and scopes. A given argument error may be reported by any procedure that has an argument
of the corresponding type. Each class contains two errors. The type-related error indicates
that specifying that attribute type resulted in a problem:; the value-related error indicates
that the attribute type was legitimate, but the specified value caused a problem.

AttributeTypeError is reported whenever the attribute type specified in an
AttributeTypeSequence or an AttributeSequence causes some kind of problem.
AttributeValueError is reported whenever the attribute value specified in an
AttributeSequence causes a problem. The argument type indicates the offending attribute
type or the type of the offending attribute value.

AttributeTypeError: ERROR [
problem: ArgumentProblem, type: AttributeType] = 0;

AttributeValueError: erROR [
problem: ArgumentProblem, type: AttributeType] = 1;

ControlTypeError is reported when a control type specified in a ControiTypeSequence or
ControlSequence causes a problem. ControlValueError is reported when a control value
specified in a ControlSequence causes a problem. The argument type indicates the offending
control type or the type of the offending control value.

ControlTypeError: ERROR [
problem: ArgumentProblem, type: ControiType] = 2;

ControlValueError: ERROR [
problem: ArgumentProblem, type: ControiType] = 3;

ScopeTypeError is reported when a scope type specified in a ScopeSequence causes a
problem. ScopeValueError is reported when a scope value specified in a ScopeSequence
causes a problem. The argument type indicates the offending scope type or the type of the
offending scope value.

ScopeTypeError: ERROR [
problem: ArgumentProblem, type: ScopeType] = 4;

ScopeValueError: ERROR [
problem: ArgumentProblem, type: ScopeType] = 5;

In all of the above errors, the argument problem describes the problem in greater detail.

ArgumentProblem: TYPE = {

illegal(0), -- this value is never allowed; this condition can only occur for attribute

values --

disallowed(1), -- this type or value is sometimes allowed, but is never allowed by this
remote procedure; this condition can occur for attribute types and values --
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unreasonable(2), -- this type or value is sometimes allowed by this procedure, but not
in the context in which it was supplied; for example, it may conflict with other
arguments; this condition can occur for attribute types and values --

unimplemented(3), -- this type or value is not supported by this implementation of the
file service; this condition can only occur for certain values of the filter scope and the
_ordering attribute, but never occurs for types --

duplicated(), -- this type is specified more than once in a sequence; this condition
never occurs for values --

missing(5)}; -- this type or value is missing in a context in which it is required; this
condition can occur for certain attribute types in Open --

Examples:

If the name attribute is specified in Create and the specified string contains a character that
isillegal in names, the following error is reported:

AttributeValueError [problem: illegal, type: name]
If the dataSize attribute is specified in Copy, the following error is reported.
AttributeTypeError [problem: disallowed, type: dataSize]

If the ordering attribute is specified in Create and the isDirectory attribute has not been
specified (and therefore defaults to FaLSE), the following error is reported.:

AttributeTypeError [problem: unreasonable, type: ordering]

If a filter based on the value of the filelD attribute is specified in List and the file service does
not support this value of filter, the following error is reported:

ScopeValueError [problem: unimplemented, type: filter]

If the lock control is specified twice in the sequence of controls that is an argument to Store,
the following error is reported:

Control TypeError [problem: duplicated, type: lock]

If no attributes are specified in Open, the following error is reported:
AttributeTypeError [problem: missing, type: filei D]

If only the version attribute is specified in Open, the following error is reported:

AttributeTypeError [problem: missing, type: name]

5.3 Authentication errors

AuthenticationError may be reported by any procedure. The most common occurance of this
error is in response to a Logon operation. The service may detect some problem with the
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client’s primary or secondary credentials. Later in the interaction, AuthenticationError is
used to report a problem with the authentication verifier contained in the session handle.

AuthenticationError: eRROR [
problem: AuthenticationProblem, type: SecondaryType) = 7;

The argument problem describes the problem in greater detail. The argument type
describes the format of secondary credentials information expected by the service. Details of
specific secondary types is documented in Secondary Credentials Formats [10}. Where no
interpretation for the type field is indicated, this error argument has the null value and
should be ignored by the client.

AuthenticationProblem: Type = {
primaryCredentialsinvalid(0), -- decryption failed or Clearinghouse name was invalid --
verifierinvalid(1), -- decryption failed or simple password was invalid --
verifierExpired(2), -- a strong verifier was too old --

verifierReused(3), -- service has either seen the same strong verifier before or one
generated more recently --

primaryCredentialsExpired(8), -- expiration date and time of the supplied primary
credentials has been exceeded --

inappropriatePrimaryCredentials(5), -- primary credentials were not of the appropriate
strength (strong may be required where simple were supplied) --

secondaryCredentialsRequired(6), -- secondary authentication information required but
none was supplied, type indicates the type of secondary credentials required --

secondaryCredentialsTypelnvalid(7), -- the type of the supplied secondary credentials
was incorrect or the secondary credentials value was improperly formatted for
the specified type; type indicates the type of secondary credentials required --

secondaryCredentialsValuelnvalid(8)}; -- the specified secondary authentication
information was not acceptable to the service; type indicates the type of secondary

credentials required --

-Examples:

If the service requires that clients supply strong primary credentials and only simple
credentials are supplied, the following error is reported:

AuthenticationError [problem: inappropriatePrimaryCredentials, type: (]]

If a client specifies null primary credentials with a strong secondary credentials value in
Logon, the following error is reported:

AuthenticationError [problem: inappropriatePrimaryCredentials, type: §)
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If a file service requires its clients to supply secondary authentication information and none
is supplied during a Logon request, the following error is reported:

AuthenticationError [problem: secondaryCredentialsRequired, type: [28, 3B]]

Note that the type argument in the error report indicates the expected format of the
required secondary credentials information.

If a client supplies secondary credentials in a call to Logon, but their format is not that
required by the service, the following error is reported:

AuthenticationError [problem: secondaryCredentialsTypeinvalid, type: [28B, 3B, 8B]]

Note that the type argument in the error report indicates the expected format of the
required secondary credentials information.

5.4 Connection errors

ConnectionError may be réported by any procedure that takes an argument of type
BulkData.Source or BulkData.Sink. It indicates that there is a problem with establishing the
connection for transferring the bulk data.

ConnectionError: eRROR [problem: ConnectionProblem] = 8;
ConnectionProblem: Tyre = {
-- communication problems --

noRoute(0), -- no route to the other party could be found --

noResponse(1), -- the other party never answered --

transmissionHardware(2), -- some local transmission hardware was inoperable --
transportTimeout(3), -- the other party responded but later failed to respond --

-- resource problems --

tooManyLocalConnections(4), -- no additional connection is possible --
tooManyRemoteConnections(5), -- the other party rejected the connection attempt --

-- remote program implementation problems --

missingCourier(6), -- the other party had no Courier implementation --
missingProgram(7), -- the other party did not implement the bulk data program --
missingProcedure(8), -- the other party did not implement the procedure --
protocolMismatch(9), -- the two parties have no Courier version in common --
parameterinconsistency(10), -- a protocol violation occurred in parameters --
invalidMessage(11), -- a protocol violation occurred in message format --
returnTimedOut(12), -- the procedure call never returned --
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-- miscellaneous --

otherCallProblem(1777778) }; -- some other protocol violation during a call --

5.5 Handleerrors

HandleError may be reported by any procedure that takes an argument of type Handle. It
indicates that there is a problem with the specified file handle.

HandleError: ERROR [problem: HandleProblem] = 9;
The argument problem describes the problem in greater detail.
HandleProblem: Type = {

invalid(0), -- an invalid file handle was specified; it may be an obsolete handle in the
current session or it may be a valid file handle in another session --

nullDisallowed(1), -- the null handle was specified as a value for an argument that
requires a valid handle to a file --

directoryRequired(2)}; -- the null handle or a handle to a non-directory was specified as a
value for an argument that requires a handle to a directory --

Examples:

If a handle to a non-directory is specified as the value of destinationDirectory in Move, the
following error is reported:

HandleError [problem: directoryRequired]
If a null handle is specified as the value of file in Copy, the following error is reported:

HandleError [problem: nullDisallowed]

5.6 Insertion errors

insertionError may be reported by any procedure that inserts a file into a directory whether
the file being inserted is a new file or is being moved from somewhere else. It indicates that
the directory could not accommodate the file.

insertionError: ERROR [problem: insertionProblem] = 10;

The argument problem describes the problem in greater detail.

InsertionProblem: TYPe = {
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positionUnavailable(0), -- the directory is ordered by position, and the density of files
in the area surrounding the specified position is so great that no point for insertion is
available; the directory must be reorganized as described in §4.2.6.3 --

fileNotUnique(1), -- the directory already references a file with the same name (if the
directory's childrenUniquelyNamed attribute is TRUE) or the same name and version
(if the directory’s childrenUniquelyNamed attribute is FALSE) --

loopl nHierarchy(Z)}; -- the directory is a descendant of the file being moved or copied --
Examples:

If many files are inserted at the same point in a directory that is ordered by position and an
attempt is made to insert another file at a point at which there is no position available, the
following error is reported:

InsertionError [problem: positionUnavailable]

If a directory whose childrenUniquelyNamed attribute is TRUE references a file named
"Product Specification” and an attempt is made to insert another file with the same name,
the following error is reported:

InsertionError [problem: fileNotUnique]

If directory A is a child of directory B and an attempt is made to move directory B into
directory A, the following error is reported:

InsertionError [problem: loopinHierarchy]

5.7 Range errors

RangeError may be reported by the random access procedures RetrieveBytes and
ReplaceBytes. It indicates an inconsistency or other problem with the range argument
specified by the client.

RangeError: ERROR [problem: ArgumentProblem] = 16;

RangeError results if an improper range specification is supplied to a random access
procedure. Two problem types are reported: illegal (such a range can never be specified), and
unreasonable (a range was not valid for a given file).

Examples:

If the client supplies a range with the value [EndOfFile, EndOfFile] to a random access
operation, the service reports the error:

RangeError [problem: illegal]
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If the client supplies a byte range for a given file with a firstByte specification that exceeds
the size of the file, the service reports the error:

RangeError [problem: unreasonable]

5.8 Service errors

ServiceError may be reported by Logon or Logoff. It indicates that the service encountered a
problem while attempting to create or destroy a session.

ServiceError: ERROR [problem: ServiceProblem] = 11;
The argument problem describes the problem in greater detail.
ServiceProblem: Type = {

cannotAuthenticate(0), -- the client may not log on because the file service is unable to
determine whether the user's credentials are valid; this could occur if the file service
needs to contact some service that is unavailable --

serviceFull(1), -- the client may not log on because creation of another session would
cause the number of sessions to exceed an implementation-dependent limit --

serviceUnavailable(2), -- the file service is currently unavailable for use by new clients

sessioninUse(3), -- the client may not log off because a remote procedure is still
executing --

serviceUnknown(8)}; -- the requested service is not supported by this system
element --

Examples:

If the file service must contact another system to determine whether or not the user's
credentials are valid and that system is unavailable, the following error is reported:

ServiceError [problem: cannotAuthenticate]

If the file service allows a maximum of ten concurrent sessions and a client tries to log on
when there are already ten sessions, the following error is reported:

ServiceError [problem: serviceFull]

If the file service operator has entered a command to prevent further use of the file service
and a client tries to log on, the following error is reported:

ServiceError [problem: serviceUnavailable]

If the client has called List and then tries to log off while execution of the procedure is in
progress, the following error is reported:

serviceError [problem: sessioninUse]
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If the client attempts a Logon specifying a name of a service which a given system element
does not support, the following error is reported:

ServiceError [problem: serviceUnknown]

5.9 Session errors

SessionError may be reported by any procedure. It indicates that the session handle is
invalid.

SessionError: ERROR [problem: SessionProblem] = 12;
The argument problem describes the problem in greater detail.
SessionProblem: Type = {

tokeninvalid(0)}; -- the token component of the session handle does not specify a currently
valid session on this file service; the client may have already called Logoff or the
session may have been forcibly terminated by the file service --

Examples:

If the client calls a procedure that requires a session handle and the specified token value
was never issued by Logon, the following error is reported:

SessionError [problem: tokeninvalid]

5.10 Space errors

SpaceError may be reported by any procedure that must allocate physical space for the
storage of information. It indicates that the request for space could not be satisfied.

SpaceError: erRROR [problem: SpaceProblem] = 13;
The argument problem describes the problem in greater detail.
SpaceProblem: TYpe = {

allocationExceeded(0), -- the space required by the procedure caused a directory's space
limit to be exceeded (the total space occurpied by the directory and all of its
descendants would have exceeded the directory's subtreeSizeLimit attribute) --

attributeAreaFull(1), -- there was not enough space in the attribute area to satisfy the
request, the limits described in Chapter 4 would have been exceeded --

mediumFull(2)}; —- there was not enough space in the file service to satisfy the request --
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Examples:

If the client tries to store a file and its size causes an allocation limit to be exceeded even
though enough physical space is available in the file service, the following error is reported:

SpaceError [problem: allocationExceeded]

If the client tries to store a file and there is physically no space available in the file service
even though no allocation limit has been exceeded, the following error is reported:

SpaceError [problem: mediumFull)

If a file has 128 attributes that are set and the client tries to set another attribute, the
following error is reported:

SpaceError [problem: attributeAreaFull)

5.11 Transfer errors

TransferError may be reported by any procedure that sends data to a sink or receives data
from a source. It indicates that a problem occurred during the transfer.

TransferError: eRROR [problem: TransferProblem] = 14;
The argument problem describes the problem in greater detail.
TransferProblem: Tyre = {

aborted(0), -- the bulk data transfer was aborted by the party at the other end of the
connection --

checksumincorrect(1), -- after transfer of a file's content to a sink, the checksum
computed over the data did not match the file's stored checksum attribute --

formatincorrect(2), -- the bulk data received from the source did not have the expected
format --

noRendezvous(3), -- the identifier from the other party never appeared --

wrongDirection(8)}; -- the other party wanted to transfer the data in the wrong
direction --

Examples:

If the client calls List and then aborts the bulk data transfer because it has already received
enough data, the following error is reported:

TransferError [problem: aborted]
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If the client calls Retrieve and the checksum computed over the data transferred from the
file service does not match the file's checksum attribute, the following error is reported:

TransferError [problem: checksumincorrect]

If the client calls Deserialize and the transferred data is not a valid serialized file, the
following error is reported:

TransferError [problem: formatincorrect]

5.12 Undefined errors

UndefinedError may be reported by any procedure. It indicates that some implementation-
dependent problem occurred that is not covered by another error. This error is normally
reported only when the file service is malfunctioning. The client has no way of recovering
from undefined errors.

UndefinedError: erRrROR [problem: UndefinedProblem] = 15;

The argument problem describes the problem in greater detail. The meanings of specific
values of this argument are implementation-dependent.

UndefinedProblem: TYPE s CARDINAL;

Examples:

If the file service encounters a disk error in directory structures and it has assigned the
value 7 to this error condition, the following error is reported:

UndefinedError [problem: 7]
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A. REFERENCES

The following documents supplement this protocol specification. References [1 and 7] are
informational; they contain helpful motivational and explanatory material, but the Filing
Protocol can be understood without them. References [2-6, 8] are mandatory; they describe
other protocols upon which the Filing Protocol depends.

(1]

(2]

(3]

(4]

(5]

(6]

(7]

Digital Equipment Corporation; Intel Corporation; Xerox Corporation. The Ethernet, A
Local Area Network: Data Link Layer and Physical Layer Specifications. September
1980; Version 1.0.

This reference contains the data link and physical layer specifications for the Ethernet,
the transmission medium for which Courier's standard representations are optimized.

Xerox Corporation. Authentication Protocol. Xerox Network Systems Standard.
Stamford, Connecticut; May 1986; XN'SS 098605.

This reference defines the Authentication Protocol upon which the Filing Protocol
relies for authentication.

Xerox Corporation. Bulk Data Transfer. Xerox Network Systems Standard. Stamford,
Connecticut; April 1984; XNSS 038112 (XSIS 038112); Addendum la. Augments [6].
This reference defines the Bulk Data Transfer Protocol upon which the Filing Protocol
relies for bulk data transfer.

Xerox Corporation. Character Code Standard. Xerox Network Systems Standard.
Stamford, Connecticut; April 1984; XNSS 058404 (XSIS 058404).

This reference defines the character set and the string format which provide the basis
for Courier's string data type.

Xerox Corporation. Clearinghouse Protocol. Xerox Network Systems Standard.
Stamford, Connecticut; April 1984, XNSS 078404 (XSIS 078404).

This reference defines the structure of user names which appear as various file
attributes.

Xerox Corporation. Courier: The Remote Procedure Call Protocol. Xerox Network
Systems Standard. Stamford, Connecticut; December 1981; XNSS 038112 (XSIS

038112).
This reference defines the Courier language, in terms of which the Filing Protocol is

defined.

Xerox Corporation. Internet Transport Protocols. Xerox Network Systems Standard.
Stamford, Connecticut, December 1981; XNSS 0281 12 (XSIS 028112).
This reference defines the Sequenced Packet Protocol upon which Courier relies for

data transport.
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(8]

(9]

(10]

Xerox Corporation. Time Protocol. Xerox Network Systems Standard. Stamford,
Connecticut; October 1982; XNSS 088210 (XSIS 088210).

This reference defines the Time Standard upon which the Filing Protocol relies for the
definition of the format of time and date quantities.

American National Standards Institute. American National Standard Code for
Information Interchange. X3.4-1971.
This reference defines the character code assignments useful for text file interchange.

Xerox Corporation. Secondary Credentials Formats. Xerox Network Systems Standard.
Stamford, Connecticut; May 1986, XNSS 258605.

This reference documents specific type assignments and data formats for secondary
credentials. Implementations of Filing or FilingSubset on hybrid hosts may require
secondary authentication information.
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B. TYPE ASSIGNMENT PROCEDURES

As staFed in this document, file types and file attributes are assigned 32-bit numbers that
are unique throughout the distributed system. These file type and attribute number spaces

are administered by Xerox Corporation. To obtain a block of numbers, submit a written
request to:

Xerox Corporation

Xerox Network Systems Institute
2300 Geng Road

Palo Alto, California 94303

Filing Protocol implementors are encouraged to apply for unique blocks of numbers for their
particular applications. Uniqueness allows systems to freely interconnect without having to
worry about overlapping values for critical fields.

Both file type and file attribute numbers should be used with economy as the total number of
blocks is limited. If a Filing Protocol client or implementation is using a large quantity of
either of these type numbers, the designer has probably misunderstood their utility.

B.1 Common file types

Commonly-used values of the type file attribute are defined in this appendix. Clients are
encouraged to use these types to identify files that have the specified characteristics in order
to promote information sharing. However, the file service does not enforce the specified
semantics.

Files that have a format private to a single client, or for which the format is unknown or
uninteresting, are conventionally given type:

tUnspecified: Type = 0;

Files that are directories with no additional semantics (and no content) are conventionally
given type:

tDirectory: Type = 1;

Non-directory files containing text conforming to the Character Code Standard.[4.},
including the Xerox String Encoding defined there (except that no length information is in

the content) are conventionally given type:

tText: Type = 2;
Files that are non-directories containing a single data structure of type SerializedFile are
conventionally given type:

tSerialized: Type = 3;
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Files consisting of attribute information only and no content are conventionally given the
type:

tEmpty: Type « 4;
Non-directory text files whose content can be interpreted as standard ASCII (9] are conven.
tionally given the type:

tAscii: Type = 6;

StreamOfAsciiText defines a standard encoding for line-oriented ASCII textual information.
In this approach to text encoding, individual lines are distinguished by the encoding syntax
and not by specific codes embedded within the strings. This implies that line delimiter

characters are absent from the text encoding; structural information is conveyed entirely by
the encoding.

StreamOfAsciiText: TYPE « CHOICE OF {
nextLine (0) « > recoro [
line: AsciiString,
restOfText: StreamOfAsciiText],
lastline (1) = > AsciiString};

AsciiString: TYPe - -coro | '
lastByteSigni- -ant: BOOLEAN,
bytes: SEQUENCE OF UNSPECIFIED);

AsciiString is used to represent a series of codes from the ASCII character set (9] as a
sequence of sixteen-bit entities. Each sixteen-bit unspecified value contains two eight-bit
ASCII codes. The boolean lastByteSignificant indicates whether or not the last byte of the
last unspecified value is significant (that is, whether or not the length of the ASCII string in
bytes is even). If lastByteSignificant is FALSE, then the last byte has a zero value and should
be ignored.

Files whose content conforms to the StreamOfAsciiText definition are given the type:

tAsciiText: Type = 7;
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s o FRUQRAIVI DECLARAITIUIN

The complete declaration of the Filing remote program is given below

Filing: PROGRAM 10 VERSION 6 =
BEGIN
DEPENDS UPON
BulkData (0) version 1,
Clearinghouse (2) VERSION 3,
Authentication (14) VERSION 3,
Time (15) VERSION 2;

--TYPES AND CONSTANTS --
.- Attributes (individual attributes defined later) --

AttributeType: TYPE = LONG CARDINAL;

AttributeTypeSequence: TYPE = SEQUENCE OF AttributeType;
allAttributeTypes: AttributeTypeSequence = [377777777778];

Attribute: TYPE = RECORD [type: AttributeType, value: SEQUENCE OF UNSPECIFIED);
AttributeSequence: TYPE = SEQUENCE OF Attribute;

.- Controls --

ControlType: Tyre = {lock(0), timeout(1), access(2)};
ControlTypeSequence: TYPE = SEQUENCE 3 OF ControlType;
Control: TYPe = cHoiCE ControlType OF {

lock = > Lock,

timeout = > Timeout,

access = > AccessSequence};
ControlSequence: TYPE = SEQUENCE 3 OF Control;

Lock: Type = {none(0), share(1), exclusive(2)}:

Timeout: TYPE = CARDINAL; -- in seconds --

defaultTimeout: Timeout = 1777778, -- actual value is implementation-dependent --

AccessType: TYPE = {

— all files — read(0), write(1), owner(2),

- directories — add(3), remove(4)}:
AccessSequence: TYPE = SEQUENCE S OF AccessType,

fullAccess: AccessSequence = [1777778];

-- Scopes --

ScopeType: Type = {count(0), direction(1), filter(2), depth(3)Y;
Scope: TYPE = CHOICE ScopeType OF {

count = > Count,

depth = > Depth,
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direction = > Direction,
filter = > Filter);
ScopeSequence: TyPe = SEQUENCE 4 OF Scope;

Count: TYPE = CARDINAL;
unlimitedCount: Count = 1777778;

Depth:TYPE = CARDINAL;
allDescendants: Depth = 1777778;

Direction: Tvee = {forward(0), backward(1)};

FilterType: TYpPE = {
-- relations --
less(0), lessOrEqual(1), equal(2), notEqual(3), greaterOrEqual(4), greater(S),
-- logical -
and(6), or(7), not(8),
-- constants --
none(9), all(10),
-- patterns --
matches(11)};
Filter: Tvype = cHoICE FilterType oF {
less, lessOrEqual, equal, notEqual, greaterOrEqual, greater = >
RECORD [attribute: Attribute, interpretation: interpretation), -- interpretation
ignored if attribute interpreted by implementor --
and, or = > SEQUENCE OF Filter,
not = > Filter,
none, all = > RECORD (],
matches = > RECORD [attribute: Attribute]};
Interpretation: Type = {none(0), boolean(1), cardinal(2), longCardinal(3),
time(4), integer(5), longinteger(6), string(7)};
nullFilter: Filter = all [];

-- Handles and Authentication --

Credentials: TYPE = RECORD [
primary: PrimaryCredentials,
secondary: SecondaryCredentials);

PrimaryCredentials: TYPe = Authentication.Credentials;
nullPrimaryCredentials: PrimaryCredentials = Authentication.nullCredentials;

Strength: Tvpre = {none(0), simple(1), strong(2)};
SecondaryCredentials: TYPE = CHOICE Strength OF {
none = > (],
simple = > Secondary,
strong = > EncryptedSecondary};

SecondaryitemType: TYPE = LONG CARDINAL;
SecondaryType: TYPE = SEQUENCE 10 OF SecondaryitemType;
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Secondary: TYPe = SEQUENCE 10 OF Secondaryitem;
Secondaryitem: TYPe = RECORD |

type: SecondaryitemType,
value: SEQUENCE OF UNSPECIFIED];

EncryptedSecondary: TYPe = SEQUENCE OF Authentication.Block;

Handle: TYPE = ARRAY 2 OF UNSPECIFIED;
nullHandle: Handle = [0, 0]; -- meaning depends on operation --

Session: TYPE = RECORD [token: ARRAY 2 OF UNSPECIFIED, verifier: Verifier];
Verifier: TYPe = Authentication.Verifier;
-- Random access --

ByteAddress: TYPE = LONG CARDINAL;
ByteCount: TYPE = LONG CARDINAL;
endOfFile: LONG CARDINAL = 377777777778; -- logical end of file --

ByteRange: Type = ReCORD [firstByte: ByteAddress, count: ByteCount];
--REMOTE PROCEDURES --
--Logging On and Off --

Logon: PROCEDURE [

service: Clearinghouse.Name, credentials: Credentials, verifier: Verifier]
RETURNS [session: Session]
REPORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] = 0;

Logoff: PROCEDURE [session: Session]
REPORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] = 1;

Continue: PROCEDURE [session: Session]
RETURNS [continuance: CARDINAL]
RePORTS [AuthenticationError, SessionError, UndefinedError] = 19;

-- Opening and Closing Files --

Open: PROCEDURE [attributes: AttributeSequence, directory: Handle,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]
REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ControlType€Error, ControlValueError, HandleError,

SessionError, UndefinedError] = 2;

Close: PROCEDURE [file: Handle, session: Session]
RePORTS [AuthenticationError, HandleError, SessionError, UndefinedError] = 3;

-- Creating and Deleting Files --

Create: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]
REPORTS [AccessError, AttributeTypeError, AttributeValueError,
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AuthenticationError, ControlTypeError, ControlValueError, HandleError,
InsertionError, SessionError, SpaceError, UndefinedError] = 4;

Delete: proceDURE [file: Handle, session: Session]
REPORTS [AccessError, AuthenticationError, HandleError, SessionError,
UndefinedError] = S;

-- Getting and Changing Controls (Transient) --

GetControls: PrRoceouRe [file: Handle, types: ControlTypeSequence,
session: Session]

RETURNS [controls: ControlSequence]

RePORTS [AccessError, AuthenticationError, ControlTypeError, HandleError,
SessionError, UndefinedError] = 6;

ChangeControls: Proceoure [file: Handle, controls: ControlSequence,
session: Session]

REPORTS [AccessError, AuthenticationError, Control TypeError,
ControlValueError, HandleError, SessionError, UndefinedError] = 7;

-- Getting and Changing Attributes (Permanent) --

GetAttributes: PROCEDURE [file: Handle, types: AttributeTypeSequence,
session: Session]

RETURNS [attributes: AttributeSequence]

REPORTS [AccessError, AttributeTypeError, AuthenticationError, HandleError,
SessionError, UndefinedError] = 8;

ChangeAttributes: PROCEDURE [file: Handle, attributes: AttributeSequence,
session: Session]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, HandleError, InsertionError, SessionError, SpaceError,
UndefinedError] = 9;

UnifyAccessLists: PROCEDURE [directory: Handle, session: Session]
RePORTS [AccessError, AuthenticationError, HandleError, SessionError,
UndefinedError] = 20;

-- Copying and Moving Files --

Copy: PROCEDURE [file, destinationDirectory: Handle,
attributes: AttributeSequence, controls: ControlSequence, session: Session)

RETURNS [newfFile: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ControlTypeError, ControlValueError, HandleError,
InsertionError, SessionError, SpaceError, UndefinedError] = 10;

Move: PROCEDURE [file, destinationDirectory: Handle,
attributes: AttributeSequence, session: Session)

RePORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, HandleError, InsertionError, SessionError, SpaceError,
UndefinedError] = 11;
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-- Transferring Bulk Data (File Content) --

Store: prOCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, content: BulkData.Source, session: Session)

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, ControlTypeError, ControlValueError,
HandleError, InsertionError, SessionError, SpaceError, TransferError,
UndefinedError] = 12;

Retrieve: PROCEDURE [file: Handle, content: BulkData.Sink, session: Session]
REPORTS [AccessError, AuthenticationError, ConnectionError, Ha ndleError,
Session€Error, TransferError, UndefinedError] = 13:

Replace: PROCEDURE [file: Handle, attributes: AttributeSequence,
content: BulkData.Source, session: Session)]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, HandleError, SessionError, SpaceError,
TransferError, UndefinedError] = 14;

-- Transferring Bulk Data (Serialized Files) --

Serialize: PROCEDURE [file: Handle, serializedFile: BulkData.Sink,
session: Session]

REPORTS [AccessError, AuthenticationError, ConnectionError, HandleError,
SessionError, TransferError, UndefinedError] = 15;

Deserialize: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControiSequence, serializedFile: BulkData.Source, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError,
AuthenticationError, ConnectionError, ControiTypeError, ControlValueError,
HandleError, InsertionError, SessionError, SpaceError, TransferError,
UndefinedError] = 16;

-- Random Access to File Data --

RetrieveBytes: PROCEDURE [file: Handle, range: ByteRange,
sink: BulkData.Sink, session: Session]
REPORTS [AccessError, HandleError, RangeError, SessionError, UndefinedError] = 22;

ReplaceBytes: PROCEDURE [ ' '
file: Handle, range: ByteRange, source: BulkData.Source, session: Session])

REPORTS [AccessError, HandleError, Range€Error, SessionError, SpaceError,
UndefinedError] = 23;

-- Locating and Listing Files in a Directory --

Find: PROCEDURE [directory: Handle, scope: ScopeSequence,
controls: ControlSequence, session: Session]

RETURNS [file: Handle] .
RePORTS [AccessError, AuthenticationError, Control TypeError,

ControlValueError, HandleError, ScopeTypeError, ScopeValueError,
SessionError, UndefinedError] = 17;
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List: PROCEDURE [directory: Handle, types: AttributeTypeSequence,
scope: ScopeSequence, listing: BulkData.Sink, session: Session]

REPORTS [AccessError, AttributeTypeError, AuthenticationError,
ConnectionError, HandleError, ScopeTypeError, ScopeValueError, SessionError,
TransferError, UndefinedError] = 18;

--REMOTE ERRORS --

-- problem with an attribute type or value --

AttributeTypeError: erROR [problem: ArgumentProblem,
type: AttributeType] = 0;

AttributeValueError: errOR [problem: ArgumentProblem,
type: AttributeType] = 1;

-- problem with a control type or value --

ControlTypeError: ERROR [problem: ArgumentProblem, type: ControlType] = 2;
ControlValueError: ERROR [problem: ArgumentProblem, type: ControlType] = 3;

-- problem with a scope type or value --

ScopeTypeError: ERROR [problem: ArgumentProblem, type: ScopeType] = 4;
ScopeValueError: ERROR [problem: ArgumentProblem, type: ScopeType] = 5,

ArgumentProblem: Tvpe = {
illegal(0), -- this type or value is never allowed --
disallowed(1), -- this type or value is not allowed in this procedure --
unreasonable(2), -- this type or value does not make sense in this context --
unimplemented(3), -- this type or value is not supported in this implementation --
duplicated(4), -- this type or value is specified twice --
missing(5)}; -- this type or value is required but not specified --

-- problem in obtaining access to a file --

AccessError: ERROR [problem: AccessProblem] = 6;

AccessProblem: Type = {
accessRightsinsufficient(0), -- the user doesn’t have access --
accessRightsindeterminate(1), -- cannot determine whether the user has access --
fileChanged(2), - in such a way that the procedure cannot continue --
fileDamaged(3), -- this file should not be used --
fileinUse(4), -- file is still unavailable after expiration of timeout --
fileNotFound(5), -- the file does not exist in the specified context --
fileOpen(6)}; -- file cannot be moved or deleted while another handle exists --

-- problem with a credentials or verifier --

AuthenticationError: ERROR [problem: AuthenticationProblem, type: SecondaryType] = 7;
AuthenticationProblem: Tvpe = (
primaryCredentialsinvalid(0), -- decryption failed or Clearinghouse name was invalid --
verifierlnvalid(1), -- decryption failed or simple password was invalid --
verifierExpired(2), -- a strong verifier was too old --
verifierReused(3), -- verifier has been reused or is out of sequence --
primaryCredentialsExpired(4), -- validity of primary credentials has lapsed --
inappropriatePrimaryCredentials(5), -- primary credentials were too weak --
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secondaryCredentialsRequired(6), -- secondary authentication information required but
none was supplied; type indicates the type of secondary credentials required --

secondaryCredentialsTypelnvalid(7), -- the specified secondary credentials type was
incorrect or the secondary credentials value was improperly formatted for the
specified type; type indicates the type of secondary credentials required --

secondaryCredentialsValuelnvalid(8)}; -- the specified secondary authentication
linformation was not acceptible to the service, type indicates the type of secondary
credentials required --

-- problem with a bulk data transfer --

ConnectionError: ERROR [problem: ConnectionProblem)] = 8;
ConnectionProblem: Tyre = {

--communication problems --

noRoute(0), -- no route to the other party could be found --

noResponse(1), -- the other party never answered --

transmissionHardware(2), -- some local transmission hardware was inoperable --
transportTimeout(3), -- the other party responded but later failed to respond --

-- resource problems --

tooManyLocalConnections(4), -- no additional connection is possible --
tooManyRemoteConnections(5), -- the other party rejected the connection attempt --

-- remote program implementation problems --

missingCourier(6), -- the other party had no Courier implementation --
missingProgram(7), -- the other party did not implement the bulk data program --
missingProcedure(8), -- the other party did not implement the procedure --
protocolMismatch(9), -- the two parties have no Courier version in common --
parameterinconsistency(10), -- a protocol violation occurred in parameters --
invalidMessage(11), -- a protocol violation occurred in message format --
returnTimedOut(12), -- the procedure call never returned --

-- miscellaneous --

otherCallProblem(1777778) }; -- some other protocol violation during a call --

-- problem with a file handle --

HandleError: erRROR [problem: HandleProblem] = 9;

HandleProblem: Type = {
invalid(0), -- this file handle is not valid --
nullDisallowed(1), -- the null handle is not allowed here --
directoryRequired(2)}; -- the handle must designate a directory --

.- problem during insertion in directory (or changing attributes) --
InsertionError: ERROR [problem: InsertionProblem] = 10;

InsertionProblem: Tvpe = {
positionUnavailable(0), -- no "point“at which to insert in order-by-position --
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fileNotUnique(1), -- identifying information (e.g. name) is not unique --
loopinHierarchy(2)}; -- cyclic directory structures are illegal --

-- problem during random access operation --
RangeError: eRROR [problem: ArgumentProblem] = 16;
-- probiem during logon or logoff --

ServiceError: erROR [problem: ServiceProblem] = 11;
ServiceProblem: Type = {
cannotAuthenticate(0), -- cannot reach authentication service, for example --
serviceFull(1), -- no more logons can be accepted --
serviceUnavailable(2), -- logons are not being accepted --
sessioninUse(3)}; -- cannot logoff while an operation is in progress --

-- problem with a session --

SessionError: ERROR [problem: SessionProblem] = 12;
SessionProblem: Type = { ‘
tokeninvalid(0)}; -- the token is invalid --

-- problem obtaining space for file content or attributes --

SpaceError: ERROR [problem: SpaceProblem] = 13;

SpaceProblem: Type = {
allocationExceeded(0), -- specifically-allocated file space exceeded --
attributeAreaFull(1), -- no more attributes may be stored with file --
mediumFull(2)}; -- no more room is available on the storage medium --

-- problem during bulk data transfer --

TransferError: eRROR [problem: TransferProblem] = 14;

TransferProblem: Type = {
aborted(0), -- the transfer was aborted by the source or sink --
checksumincorrect(1), -- after transfer of a file’s content to a sink, the checksum

computed over the data did not match the file’s stored checksum attribute --

formatincorrect(2), -- bulk data received from source did not have the expected format --
noRendezvous(3), - the identifier from the other party never appeared --
wrongDirection(4)}; -- other party wanted to transfer the data in the wrong direction --

-- some undefined (and implementation-dependent) problem occurred --

UndefinedError: ERROR [problem: UndefinedProblem] = 15;
UndefinedProblem: TYPE = CARDINAL; -- implementation-dependent --

--INTERPRETED ATTRIBUTE DEFINITIONS --

accesslist: AttributeType = 19;

AccessEntry: Type = RECORD [key: Clearinghouse.Name, access: AccessSequence];

AccesslList: TYPE = RECORD [entries: SEQUENCE OF AccessEntry, defaulted: BOOLEAN];
-- specification of access permissions --
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checksum: AttributeType = 0; -- checksum over content of file --
Checksum: TYPE = CARDINAL;
unknownChecksum: Checksum = 1777778;

childrenUniquelyNamed: AttributeType = 1; .. gll children uniquely named --
ChildrenUniquelyNamed: TYPE = BOOLEAN; -- default value is implementation-dependent --

createdBy: AttributeType = 2; -- name of user whose action changed createdOn --
CreatedBy: TYPe = User;

createdOn: AttributeType = 3; -- date file's content was created --
CreatedOn: TYPe = Time;

dataSize: AttributeType = 16; -- number of bytes of data in file's content --
DataSize: TYPE = LONG CARDINAL;

defaultAccessList: AttributeType = 20;
-- access inherited by children with defaulted access lists --
DefaultAccessList: TYPE = AccessList;

filelD: AttributeType = &; -- ID of file --
FilelD: TYPE = ARRAY 5 OF UNSPECIFIED; -- implementation-dependent --
nuliFilelD: FilelD = [0,0,0,0,0];

isDirectory: AttributeType = 5; -- file is a directory (potentially has children) --
IsDirectory: TYPE = BOOLEAN;

isTemporary: AttributeType = 6; -- file is temporary (cannot be a directory) --
IsTemporary: TYPE = BOOLEAN;

modifiedBy: AttributeType = 7; -- name of user whose action changed modifiedOn --
ModifiedBy: TYPE = User;

modifiedOn: AttributeType = B; -- date file was last modified --
ModifiedOn: Tyre = Time;

name: AttributeType = 9; -- descriptive name of file (relative to parent) --
Name: TYPE = STRING; -- must not exceed 100 bytes (not characters) --

numberOfChildren: AttributeType = 10; —- number of children in this directory --
NumberOfChildren: TYPE = CARDINAL;

ordering: AttributeType = 11; -- order of children for Find, List --

Ordering: TYPE = RECORD [ . .
key: AttributeType, ascending: BOOLEAN, interpretation: Interpretation];

-- interpretation ignored if attribute interpreted by implementor --

defaultOrdering: Ordering = [key: name, ascending: TRUE, interpretation: string],
byAscendingPosition: Ordering = [key: position, ascending: TRUE, interpretation: none];
byDescendingPosition: Ordering = [key: position, ascending: FALSE, interpretation: none};

parentiD: AttributeType = 12; -- ID of parent directory of this file --
ParentiD: Type = FilelD;
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pathname: AttributeType = 21; -- access path to file relative to root file --
Pathname: TYPe = STRING;

position: AttributeType = 13; -- reference to position within directory --
Position: TYPe = SEQUENCE 100 OF UNSPECIFIED;

firstPosition: Position = [0];

lastPosition: Position = [177777B);

readBy: AttributeType = 14; -- name of user whose action changed readOn --
ReadBy: Tyre = User;

readOn: AttributeType = 15; -- date file’s content was last read --
ReadOn: Tyre = Time;

storedSize: AttributeType = 26; -- number of bytes physically allocated to stored file --
StoredSize: TYPE = LONG CARDINAL;

subtreeSize: AttributeType = 27;

— number of content bytes in directory and all descendants --
SubtreeSize: TYPE = LONG CARDINAL;
nullSubtreeSizeLimit: SubtreeSizelLimit= 377777777778B;

subtreeSizeLimit: AttributeType = 28;
— limitation on number content bytes in directory and all descendants --
SubtreeSizeLimit: TYPE = LONG CARDINAL;

type: AttributeType = 17; -- file type; assigned by client --
Type: TYPE s LONG CARDINAL;

version: AttributeType = 18; -- version number of file (relative to parent) --
Version: TYPE s CARDINAL;

lowestVersion: Version = 0;

highestVersion: Version = 1777778B;

-- Common Definitions --
Time: TYPe = Time.Time; -- seconds --

nullTime: Time = Time.earliestTime;
User: Type = Clearinghouse.Name;

--BULK DATA FORMATS --

-- Serialized File Format, used in Serialize and Deserialize --
SerializedFile: TYPE = RECORD [version: LONG CARDINAL, file: SerializedTree];
currentVersion: LONG CARDINAL = 3;

SerializedTree: TYPE = RECORD [
attributes: AttributeSequence,
content: RECORD [data: BulkData.StreamOfUnspecified,
lastBytelsSignificant: sooLEAN],
children: SeQUENCE OF SerializedTree];
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-- Attribute Series Format, used in List --

StreamOfAttributeSequence: TYPE = CHOICE OF {
nextSegment (0) = > RECORD [
segment: SEQUENCE OF AttributeSequence,
restOfStream: StreamOfAttributeSequence),
lastSegment (1) = > SEQUENCE OF AttributeSequence);

-- Line-oriented ASCII text file format, used in file interchange --

StreamOfAsciiText: TYPE s CHOICE OF {
nextLine (0) = > RECORD [
line: AsciiString,
restOfText: StreamOfAsciiText],
lastLine (1) = > AsciiString};

AsciiString: TYPE = RECORD [
lastByteSignificant: sOOLEAN,
bytes: SEQUENCE OF UNSPECIFIED];

--FILE TYPES --

-- Clients are encouraged to use these predefined types to identify files that have the specified
characteristics, to promote information sharing --

tUnspecified: Type = 0; -- nothing is known about the content or attributes of a file of this
type; it is useful for files that have a private format --

tDirectory: Type = 1; -- this file is a directory, and it has no content (only children) --

tText: Type s 2; -- this file is not a directory, and its content conforms to the string encoding
described in the Character Code Standard --

tSerialized: Type = 3; -- this file is not a directory, and its content conforms to the serialized
file format --

tEmpty: Type = 4; -- this file is not a directory, and is comprised of attribute information only
and no content --

tAscii: Type = 6; -- this file is not a directory, and its content is comprised of ASCII data --

tAsciiText: Type = 7; -- this file is not a directory, and its content conforms to the stream of
ASCII text definition --

END. -- of Filing --
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This append%x gives an example of a complete session of interaction with the file service
an.not,ated th}? the purpose of each procedure, the task to be performed, and the section 01,‘
this document in which the procedure is explained. In this session, the client

® opens and lists the directory "Letters" within the directory "Development"

® retrieves a file and changes one of its attributes
deletes all files that meet a certain characteristic
stores a new file, and copies it to a different directory

moves the retrieved file to the same directory

lists the two directories-

First, the client logs on to the file service (§3.1.3). The constant userCredentials denotes a
value of credentials appropriate for this client to log on to the file service (obtained from an
authentication service or by other means). A session handle is returned which is used in
subsequent operations.

Logon [service: [organization: "Xerox,” domain: "Office Systems,” object: "TestFS"],
credentials: userCredentials, verifier: simpleVerifier]

RETURNS [session: [token: [41B, 3B], verifier: simpleVerifier]]

Most clients wish to remain logged on to the file service until an explicit logoff occurs even if
there are periods of inactivity. To "remind" the file service that the client is still interested
in the session, the client probes the file service (§3.1.5).

Continue [session: [token: [41B, 3B], verifier: simpleVerifier]]

RETURNS [continuance: 600]

Because the client just logged on, the first Continue has little effect (the session is unlikely
to be terminated so soon), but it does let the client know that it should Continue again before
ten minutes (600 seconds) have elapsed. A client would typically instruct some background
process to call Continue again within that period, however, in this example it is assumed
that this session is logged off before the next Continue is necessary.

Next, the client opens a directory which resides in the root directory and has the name
"Development” (§3.2.2). The file service opens a file within the root directory because no
parentlD attribute was specified.

Open [ ]
attributes: [[type: name, value: "Development 1.
directory: nullHandle,
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controls: [],
session: [token: [418, 3B], verifier: simpleVerifier]]

RETURNS [file: [3658, 218]]

The client needs the filelD a.:ribute of this directory for use in future procedure calls so it
specifies that attribute in a call to GetAttributes (§3.4.2).

GetAttributes [file: (3658, 218], types: [fileID],
session: [token: [418B, 38B], verifier: simpleVerifier]]

RETURNS [attributes: [[type: filelD, value: [08, 08, 28, 338, 63348]]]]

The client again calls Open (§3.2.2), this time to open the directory "Letters” within the
directory "Development." The parentiD attribute is specified to indicate that the file being
opened must be inside "Development.”

Open |
attributes: [
[type: name, value: "Letters”],
[type: parentiD, value: [08, 08, 28, 338, 63348]]],
directory: nullHandle,
controls: [],
session: [token: [41B, 38B], verifier: simpleVerifier]]

RETURNS [file: [2148B, 228]]
Again, the filelD is determined for future reference.

GetAttributes [file: [214B, 228B], types: [filelD],
session: [token: [418B, 3B], verifier: simpleVerifier]]

RETURNS [attributes: [[type: filelD, value: [08, 0B, 4778, 11628, 58]]]]

Now, the client lists the files in "Letters” starting at the last file and moving toward the
beginning. It is assumed that the directory's ordering is defaultOrdering. The attributes to
be returned are filelD, name, version, and type. Notice that the attributes of the three files
are sent to the client as bulk data. Before calling List (§3.5.3) the client must have
constructed bulkDataSink1, a Bulk Data Transfer Sink, and this may have required making
a remote procedure call according to the Bulk Data Transfer specification.

List [directory: [2148B, 228B], types: [fileID, name, version, type],
scope: [direction backward], listing: bulkDataSink1,
session: [token: [418B, 3B], verifier: simpleVerifier]]

— the following record is transferred as bulk data --

nextSegment [
segment: [[
[type: filelD, value: [08, 08, 658, 117438, 26348]],
[type: name, value: "Recent Purchases”],
[type: version, value: 2],
[type: type, value: tUnspecified]]],
restOfStream:
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nextSegment |
segment: [[
[type: filelD, value: 08, 08, 17628, 1538, 77758]],
[type: name, value: "Information Request”],
[type: version, value: 1],

[type: type, value: tText]]],
restOfStream:

lastSegment [[
[type: filelD, value: [0B, 0B, 36338, 11028, 58]],
[type: name, value: "Expense Report”),
[type: version, value: 1],

. [type: type, value: tUnspecified]]]

The client now wishes to retrieve the content of the file named "Recent Purchases." To open
it the client can directly specify the filelD obtained in the previous procedure (along with the
parentiD to make sure that the file has not moved in the meantime). The client also specifies
a lock since the subsequent procedures need to proceed without interruption.

Open [attributes: [
[type: filelD, value: [0B, 0B, 658, 117438B, 26348B)],
[type: parentiD, value: [0B, 08B, 4778, 11628, 58B)]],
directory: nullHandle,
controls: [lock exclusive],
session: [token: [41B, 3B], verifier: simpleVerifier]]

RETURNS [file: [602B, 24B]]

The client now wishes to retrieve the content of the file. Before calling Retrieve (§3.6.3) the
client must have constructed bulkDataSink2, a Bulk Data Transfer Sink, and this may have
required making a remote procedure call according to the Bulk Data Transfer Protocol.

Retrieve [file: [602B, 24B], content: bulkDataSink2,
session: [token: [41B, 3B], verifier: simpleVerifier]]

- the data is transferred as bulk data —

It is assumed that attribute type 4416B is assigned to the client and that this attribute is
used as a "marker” to indicate that the file has been retrieved. Since the file has now been
retrieved, the client proceeds to set the attribute to TRUE using ChangeAttributes (§3.4.3).

ChangeAttributes [file: (6028, 248),
attributes: [[type: 44168, value: TRUE]],
session: [token: [41B, 3B], verifier: simpleVerifier]]

The client doesn't yet close the file (in case it is needed later), but the exclusive lock is no
longer needed so the lock is changed (§3.3.3).

ChangeControls [file: [6028, 248B), controls: [lock none],
session: [token: [418B, 3B], verifier: simpleVerifier]]

Now the client deletes all files that have types other than tUnspecified. This is done by
repeatedly calling Find (§3.5.2) with the appropriate criteria and deleting the result, until
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Find no longer succeeds. If there are many files in a directory, List (§3.5.3) might be a more
appropriate procedure for this purpose.

Find [directory: [214B, 22B],
scope: [filter notEqual
[attribute: [type: type, value: tUnspecified], interpretation: longCardinal]],
controls: [],
session: [token: [41B, 3B), verifier: simpleVerifier])

RETURNS [file: [7108, 278B]]

Now that the file has been found (the returned file handle refers to the file named
"Information Request”), the client deletes it (§3.7.2).

Delete [file: [710B, 27B), session: [token: [41B, 3B], verifier: simpleVerifier]]

The client tries again to find a file that satisfies the criteria. This time, however, no such file
exists. All files left in the directory are of type tUnspecified.

Find [directory: [214B, 22B],
scope: [filter notEqual
[attribute: [type: type, value: tUnspecified], interpretation: longCardinall]],
controls: [],
session: [token: [418B, 3B], verifier: simpleVerifier])

REPORTS AccessError [problem: fileNotFound]

The next step is to store a new file in the "Letters" directory. The type is tText and the name
is "August Progress Report."” The creator and the date of creation are also specified. The
specified dataSize is a hint. It could have been omitted or even specified incorrectly (within
the available space on the file service) without affecting anything but performance. Notice
that the file's content is sent to the file service as bulk data. Before calling Store (§3.6.2) the
client must have constructed bulkDataSource1, a Bulk Data Transfer Source, and this may
have required making a remote procedure call according to the Bulk Data Transfer Protocol.

Store [directory: [214B, 228B],

attributes: [
[type: name, value: "August Progress Report™],
[type: type, value: tText],
[type: createdBy: value:

[organization: "Xerox,” domain: "Office Systems,” object: "Kabcenell"],

[type: createdOn: value: 22635265708],
[type:dataSize, value: 508]],

controls: [], content: bulkDataSource1,

session: [token: [41B, 3B], verifier: simpleVerifier])

— the data is transferred as bulk data --
RETURNS [file: [7178B, 23B]]

The client then copies this file just stored in "Letters" into "Development" giving the copy
the name "Current Progress” (§3.8.1).
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Copy [file: [7178, 238), destinationDirectory: [3658, 21 8],
attributes: [[type: name, value: "Current Progress"]),
controls: [], session: [token: (418, 38B], veritier: simpleVerifier]]

RETURNS [file: [31048, 208]]

The client then closes both the stored file and its copy (§3.2.3).

Close [file: [7178, 238],
session: [token: [418, 38B], verifier: simpleVerifier])

Close [file: [31048, 208],
session: [token: (418, 3B], verifier: simpleVerifier]]

The file retrieved earlier ("Recent Purchases"), which is still open, is now moved from

"Letters" to "Development” without specifying any attributes (§3.8.2).

Move [file: (6028, 24B], destinationDirectory: [3658, 218],
attributes: [}, session: [token: [418, 3B], verifier: simpleVerifier]]

Finally, the files in directories "Development"” and "Letters" are listed, from beginning to
end this time. Notice that "Recent Purchases” has acquired a version number of 1; version
numbers are not preserved when moving between directories. Also notice that the fileiD of

"Recent Purchases” has not changed.
— "bulkDataSink3" is established for the bulk data transfer --

List [directory: [3658, 218], types: [filelD, name, version, type],
scope: (],
listing: bulkDataSink3,
session: [token: [418B, 3B), verifier: simpleVerifier]]

— bulk data for "Development” —

nextSegment [
segment: [[
[type: filelD, value: (08, 08, 471038, 5118, 608]],
[type: name, value: "Current Progress”]
[type: version, value: 1],
[type: type, value: tText]]],
restOfStream:

nextSegment [

segment: [
[type: filelD, value: [08, 08, 4778, 11628, 58],

[type: name, value: "Letters”],

[type: version, value: 1],

[type: type, value: Type tDirectory]]l,
restOfStream:

lastSegment ([
[type: filelD, value: [08, 08, 658, 117438, 26348]],

[type: name, value: "Recent Purchases”],
[type: version, value: 1],
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[type: type, value: tUnspecified]]
1]

— "bulkDataSink4" is established for the bulk data transfer --

List [directory: [214B, 22B], types: [filelD, name, version, type],
scope: (], listing: bulkDataSinka,
session: [token: [41B, 3B], verifier: simpleVerifier]]

— bulk data for "Letters” —

nextSegment [
segment: [[
[type: filelD, value: [0B, 0B, 42678, 315B, 5516B]],
[type: name, value: "August Progress Report™],
[type: version, value: 1],
[type: type, value: tText]]],
restOfStream:

lastSegment [[
[type: filelD, value: [0B, 0B, 3633B, 1102B, 5B]],
[type: name, value: "Expense Report”],
[type: version, value: 1],
[type: type, value: tUnspecified]]]
]

The session is then logged off (§3.1.4). Termination of a session closes all remaining file
handles opened within the session so it is not necessary to close them explicitly.

Logoff [session: [token: [41B, 3B], verifier: simpleVerifier]]
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E.1 Overview

The FilingSubset Protocol defines a minimal capability to store, retrieve, enumerate, and
delete files of a remote service. Hosts whose primary role is not that of a network file service
may support this protocol in order to provide a limited file transfer and file management
capability. .

Because the native file system interfaces of many systems may not easily support the

general features of the Filing Protocol, the FilingSubset Protocol has also been designed to
facilitate straightforward implementation on heterogeneous systems.

E.1.1 Motivation

The Filing Protocol provides a standardized means of accessing and transferring named
collections of data between cooperating system elements in an internetwork. This protocol
offers an exceedingly rich functionality; however, the extent of this richness may make the
full protocol too difficult and expensive in development cost to justify in a host whose
primary role is not that of a network file service.

In distributed processing applications, it is also desirable to enable two hosts to exchange
files even though it is not intended that either system provide a comprehensive file service.
Further, it is often desirable to provide network access to files residing on heterogeneous
systems, if the addition of this feature does not require changes to native file system

interfaces .

In summary, a number of desires motivate the definition of a simple filing capability:
e support file exchange without requiring an exceedingly rich functionality.
e provide XNS file access to the native file systems of heterogeneous network hosts.

e facilitate network access to the files on a system whose primary purpose is not that of a
file service.

e ease the difficulty in supporting the Filing Protocol on native operating systems.

e permit implementation on diverse systems in a straightforward way.

E.1.2 Requirementsand Goals

The definition of the FilingSubset Protocol is guided by a set of requirements and goals. In

general, the requirements are to provide a minimal but useful level of service within the
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context of the Filing Protocol. The requirements guiding the definition of the FilingSubset
Protocol are:

e provide the common file system functions of storage, retrieval, enumeration and
deletion.

e foster compatibility by remaining a proper subset of the Filing Protocol.

e facilitate implementation on heterogeneous systems.

e ensureround-trip equality of file data.

A set of goals is also defined which, although not required nor guaranteed, are important to
the overall usefulness for elements implementing the subset. The following goals are
desirable in the definition of the Filing Subset:

e ease of implementation of service provider and client software on a variety of systems.

e round-trip preservation of attributes (the ability to store a file on a remote system and
retrieve it at a later date with all attributes intact).

e the ability to perform common processing activities on a file regardless of which system
it currently resides on (for example, text editing, data base listing and backup/restore).

E.2 Definition

The FilingSubset Protocol specifies a minimal level of file service which subset client and
service implementations must support. Maximum interconnectivity is ensured when both
client and service implementations support this minimum level of service and make no
assumptions regarding the availability of a broader functionality. However, increasing
levels of functionality may be supported by individual FilingSubset implementations.
Corresponding client implementations must always be prepared to deal with only the
minimum functionality defined here; in this way the client achieves the greatest level of
compatibility with differing subset implementations, all of which support at least the
minimum.

FilingSubset is defined as a subset of the Filing Protocol. This guarantees that the style of
interaction between a subset client and service is consistent with that of the Filing Protocol.
This method of definition also guarantees that clients which implement the subset may
interact with a service implementing the Filing Protocol by issuing calls with the different
Courier program number and specifying appropriate parameter values. In addition, a client
using the Filing Protocol can interact with a FilingSubset service by restricting its use of
remote operations and arguments to those defined here (again by using the appropriate
Courier program number and specifying appropriate parameter values).

Note: Clients should not assume that an arbitrary FilingSubset service implementation will
support multiple Courier connections for a single session; a servce may not allow a session
obtained on one connection to be used on any other connection.

Note: In order to foster compatability between different FilingSubset client and service
implementations, it is recommended that implementations avoid terminating the
connection supporting their interaction too quickly or unnecessarily. Short periods of
inactivity should not result in termination of the connection.
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In all cases, the operations, arguments, and errors defined in the subset are identical to

those in the F.iling Protocol. In providing a minimal level of service, the subset does,
however, restrict the choices available for argument and error values.

The complete Courier definition of the FilingSubset Protocol is presented in section E.7.

E.3 Procedures

The FilingSubset supports those Filing operations which provide the essential functions
required for 1"xle storage, retrieval, enumeration, and deletion. These procedures are Logon,
Logoff, Continue, Open, Close, Retrieve, Store, List, and Delete.

The FilingSubset Protocol also requires that all implementations permit file identification
to be performed through the use of the pathname attribute. The syntax and interpretation of
pathname attribute values is service-dependent.

E.3.1 Session support

The Logon, Logoff, and Continue operations are included in the FilingSubset and are
identical to the corresponding operations of the Filing Protocol.

E.3.2 Opening and closing files

The Open operation is included in the FilingSubset and is identical to the corresponding
operation of the Filing Protocol. All implementations must permit use of the pathname
attribute for file identification in Open. The parentiD, type, and version attributes must be
supported in conjunction with the pathname attribute; however, the set of required values
for each of these attributes may be limited (nullFilelD for parentlD; tUnspecified, tAsciiText,
and tDirectory for type, and lowestVersion and highestVersion for version). This implies
that a subset service implementation may not return an AttributeTypeError if the parentiD,
type or version attributes are specified on an Open; instead, an AttributeValueError may be
returned if the value of the attribute is not one of the above.

The Open procedure may be rejected if controls is not the empty sequence or directory is not
the nullHandle.

The Filing Protocol specifies that while a client has a file open, the file may not be deleted by
other clients. The FilingSubset Protocol does not require this behavior; that is, a service
implementation need not prevent a previously opened file from being deleted by other users,
regardless of whether they are general interactive users or other network clients. The error
to be reported by the service in this case is HandleProblem[problem: invalid]. Subset clients
should be prepared to deal with directories or files which cannot be accessed even after a

valid handle is obtained.

The Close procedure is defined to be identical to the Filing protocol.
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E.3.3 Enumerating files

E.3.3.1 Scopes

The FilingSubset Protocol defines a minimal file enumeration capability based on the
pathname attribute. Attribute types and values are handled in a manner consistent with
the Filing Protocol.

The FilingSubset Protocol requires a minimum level of support for the scope types defined in
Filing. Specifically, only the count and filter scope types must be supported. However, not
all scope values for these types need be supported. At a minimum the filter scope type must
permit the matches filter type and permit its use for at least the pathname attribute type.

Example:

The following is an example of the required matches filter type (assuming the Filing
pathname syntax):

filter [matches [attribute: [type: pathname, value: "Document Archive/**"]]]
-- all files contained in the "Document Archive"directory --

E.3.3.2 Attributes

A FilingSubset implementation of the List operation must return a value for each of the
attribute types requested by a client. Non-null values must always be returned for the
attribute types createdOn, dataSize, isDirectory, isTemporary, modifiedOn, pathname and
type. An appropriate non-null value must also be returned for the childrenUniquelyNamed
attribute type if the listed file is a directory (a null value for this attribute is appropriate for
non-directories).

Appropriate null values must be returned for all attribute types not supported by an
implementation. Note that this behavior is consistent with Filing in that each attribute
requested by a client is represented in the results of a List call whether or not the service can
supply a meaningful value for the attribute.

Example:

An implementation which did not support the position attribute would return the following
in response to a client request for this attribute’s value:

attribute: [type: position, value: SEQUENCE O OF UNSPECIFIED)
--an appropriate null-value response to an unsupported attribute --

E.3.3.3 Bulk data

Two Bulk Data Transfer [3] choices, BulkData.immediateSink and BulkData.nullSink, must
be supported by all FilingSubset implementations of List. Other bulk data choices may be
supported but are not required. In response to the use of an unsupported bulk data choice by
a client, a subset service must report the error TransferError [problem: aborted).
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E.3.4 Storing files

T!u.a FilingSubset Store procedure is defined to be identical to the corresponding operation in
Filing. At a minimum all implementations must permit the use of the pathname attribute
for file identification. The type and version attributes must be permitted in conjunction with
the pathname attribute; however, the set of required values for each of these attribute types

is small: tUnspecified, tAsciiText, and tDirectory must be permitted for type, highestVersion
for version.

Treatment of other client-supplied attributes depends on which attributes a subset service
1mp!ements. A FilingSubset service must not reject a Store operation with an
AttributeTypeError if the createdOn, dataSize, isDirectory, pathname, type, or version

attributes is specified. An AttributeValueError may result if the accompanying value for any
of these attributes is invalid.

Similarly, a FilingSubset service may not reject a Store operation with an
AttributeTypeError if the accessList, childrenUniquelyNamed, defaultAccesslList,
isTemporary, ordering, or subtreeSizeLimit attributes is specified. The service must not
report an AttributeValueError if the value of one of these attributes is as shown in the
attribute tables of E.6. If other values are supplied and these are not supported by the subset
implementation then an appropriate AttributeValueError must be reported.

A service implementation may support more than this minimal attribute capability but is
not required to do so.

The Store procedure may be rejected if the controls argument is not the empty sequence or
the directory argument is not the nullHandle.

The semantics of the Store operation permit both non-directory and directory files to be
created. In the Filing Protocol a directory represents a special kind of file that may reference
other files; a directory in Filing also has all of the characteristics of a non-directory file,
namely attributes and content. FilingSubset implementations are not required to support
this entire functionality.

A subset service may allow or refuse to allow directory files to be created by its clients at its
discretion. If directory file creation is not permitted, the error AccessError [problem:
accessRightsinsufficient] must be reported.

Note: The Store operation must always result in the creation of a new file or an error report;
existing files are never overwritten by this operation.

Example:

A FilingSubset client attempting to create a new directory might specify (assuming the
FilingProtocol pathname syntax):

Store [directory: nullHandle,

attributes: [ o
[type: pathname, value: "Projects/Correspondence/Pending”],
[type: isDirectory, value: TRUE],
[type: type, value: tDirectory]],

controls: [],

content: BulkData.nullSource, . ‘ B

session: [token: [11B, 27734B], verifier: simpleVerifier]]
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Note that the specification of BulkData.nullSource for content is equivalent to the
specification of BulkData.immediateSource with zero bytes transferred.

A subset service supporting directory creation is not required to support directory files
having data content. To reject a request to create a directory with content a service should
report the error AttributeValueError [problem: unreasonable, type: isDirectory].

£.3.4.1 Bulk data

Two Bulk Data Transfer [3] choices, BulkData.immediateSource and BulkData.nullSource,
must be supported by all FilingSubset implementations of Store. Other bulk data choices
may be supported but are not required. In response to the use of an unsupported bulk data
choice by a client, a subset service must report the error TransferError [problem: aborted].

E.3.5 Retrieving files

The FilingSubset Retrieve operation is identical to the Filing Protocol equivalent. This
operation transfers the content of an existing file to the client.

€.3.5.1 Bulk data

Two Bulk Data Transfer [3] choices, BulkData.immediateSink and BulkData.nullSink, must
be supported by all FilingSubset implementations of Retrieve. Other bulk data choices may
be supported but are not required. In response to the use of an unsupported bulk data choice
by a client, a subset service must report the error TransferError [problem: aborted].

E.3.6 Deleting files

The FilingSubset Delete operation is identical to the Filing Protocol equivalent. This
operation permits a client to delete existing files.

The Filing Protocol specifies that a Delete operation applied to a directory file will result in
the deletion of the directory and all its descendants. This behavior is not required of all
subset implementations, although consistency with Filing is desirable. If a subset service
implementation does not support the Filing behavior then it should report the error
AccessError [problem: accessRightsinsufficient]. Client implementations should always be
prepared to deal with this failure report.

E.3.7 Summary of remote procedure restrictions

The FilingSubset Protocol defines the minimum capabilities which all implementations
must provide. A subset client may attempt to use more than the minimum functionality
required of a subset service but should not assume that the additional procedure or
argument capabilities will be available. Similarly, a subset service implementation may
support greater capabilities than those defined here, but must always provide the support
expected by a client obeying the restrictions defined here.

This section summarizes the restrictions which govern the expected behavior of
FilingSubset client and service implementations. The intent is to provide a convenient list of
the argument values which must be allowed by all subset implementations and those
exceptions which may validly result in an error response to the client. To assure maximum
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;ompatability, clients are advised to restrict their use of protocol capabilities to those listed
ere.

A subset im.plementation may report an appropriate error for a given procedure if any of the
stated conditions is observed:

Open
¢ directory specifies a handle other than nullHandle
e controls is not the empty sequence.
e attributes does not contain the pathname attribute type.

e attributes contains an attribute type other than parentiD, pathname, type, or
version.

e the parentiD attribute specifies a value other than nuliFilelD.
e thetype attribute specifies a type other than tAsciiText, tDirectory, or tUnspecified.

e the version attribute specifies a value other than lowestVersion or highestVersion.

e directory specifies a handle other than nullHandle
e controls is not the empty sequence.

e content specifies a bulk data source type other than BulkData.immediateSource or
BulkData.nullSource.

e attributes does not contain the pathname attribute type.

e attributes contains one of the attributes: filelD, modifiedBy, modifiedOn, name,
numberOfChildren, parentiD, readBy, readOn, storedSize, or subtreeSize.

e the type attribute specifies a type other than tAsciiText, tDirectory, or tUnspecified
e the version attribute specifies a value other than highestVersion.

Retrieve

e content specifies a bulk data sink type other than BulkData.immediateSink or
BulkData.nuliSink.

List
e directory specifies a handle other than nullHandle.
e scope includes a scope type other than filter or count.
e filterType specifies a filter type other than matches.

e amatches filter specifies an attribute type other than pathname.

1"
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¢ listing specifies a bulk data sink type other than BulkData.immediateSink or
BulkData.nullSink.

E.4 Attributes

The Filing Protocol distinguishes two classes of attributes, namely interpreted and
uninterpreted attributes. A service implementing Filing must support any attribute type
described as interpreted in the standard and is required to preserve the values of
uninterpreted attributes as explicitly set by the client. FilingSubset implementations are
not required to conform to these requirements.

In order to specify the attribute requirements of FilingSubset implementations it is useful to
distinguish three attribute classes rather than the two used by Filing. The FilingSubset
attribute classes are mandatory, implied, and optional. The relationship of the attribute
classes of the FilingSubset Protocol and those of the Filing Protocols is shown in Table E.1.

Filing Attribute FilingSubset

createdOn
dataSize

isDirector
modifiedOn Mandatory
pathname

type

S e e e e e R R R

accessList
childrenUniquelyNamed
defaultAccessList Imoplied
isTemporary mplhe
orderin

Interpreted subtreeSizelimit
version

e e

checksum
createdBy
filelD
modifiedBy

name
numberOfChildren
orderin .
parent Optional
position
readBy
readOn
storedSize
subtreeSize

Uninterpreted uninterpreted

Table E.1 Relationship of FilingSubset and Filing attribute classes.

E.4.1 Mandatory attributes

Mandatory attributes are those attributes which must be interpreted by all FilingSubset
implementations. These attributes are guaranteed to be retained by any service
implementing the FilingSubset and must also be accepted on specific procedure calls to the
extent that they are legal arguments of the corresponding procedure of the Filing Protocol.

FilingSubset implementations must support the following mandatory attributes:
createdOn, dataSize, isDirectory, modifiedOn, pathname, and type. Support for an
attribute means that a service implementation will accept the attribute on a Store
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procedure, if properly specified, and will return the appropriate non-null value when
requested with a List procedure.

E.4.1.1 createdOn

The createdOn attribute is as defined in the Filing Protocol.

E.3.1.2 dataSize

The Filing Protocol states that a file's dataSize attribute specifies the number of eight-bit
bytes in the content of the file. The FilingSubset Protocol recognizes that it may not be
straightforward for specific implementations to determine the actual content size of a file.
Therefore, FilingSubset clients should regard the value of a file's dataSize attribute as an
estimate of the file's size rather than the actual size itself.

E.4.1.3 isDirectory

The isDirectory attribute is as defined in the Filing Protocol. Typically this attribute need
not be stored since it can be derived from context.

E.4.1.4 modifiedOn

The modifiedOn attribute is as defined in the Filing Protocol.

E.4.1.5 pathname

The FilingSubset Protocol requires that all implementations support the pathname
attribute. This is the primary means by which a client may identify a file of interest. The
value of the pathname attribute must specify the access path to a remote file in a form which
is recognized by the particular service. This means that a FilingSubset client should make
no assumptions regarding the syntax of this attribute since it may vary from service to

service.

It should also be noted that the Filing Protocol permits its clients to make use of directory-
relative pathnames in various operations. A FilingSubset client may not assume that this
support will be provided by a given subset service; it is not required. All FilingSubset
operations which accept directory handle arguments may report an error if a non-null
directory handle is specified.

The syntax of the pathname attribute values returned by the List procedure should always
be of an absolute form so that they may be used directly in subsequent operations.

E.4.1.6 type

All FilingSubset implementations must support at least the following value§ of the type
attribute: tAsciiText, tDirectory and tUnspecified (refer to E.7 or appendix B for the
definition of these types). The type attribute describes the nature of the content or attributes
of a file in order to communicate to potential users of the file how the file is to be interpreted.

A service implementing the Filing Protocol interprets neither the type nor the content of a
file. In order to facilitate the convenient interchange of text files between systems having
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different text file representations, the FilingSubset Protocol relaxes this behavior of the
Filing Protocol.

A client may request that a file be transferred in a particular format by specifying the type
attribute in the Store operation or in an Open call preceding a Retrieve. The type attribute
value tUnspecified implies that the file content should be transferred uninterpreted. Round-
trip data equality must be guaranteed by a subset service if the client specifies tUnspecified
on storing and again on retrieval of a given file; this applies even to text files which the
client designates as tUnspecified.

The type attribute value tAsciiText is used to indicate that a file's content should be
interpreted as text and transferred using the StreamOfAsciiText encoding. This may require
interpretation by the client or service to or from a native text representation. FilingSubset
implementations should attempt to honor requests to interpret files as text files, since the
mapping to and from native text format permits native mode text manipulation within each
system. There are cases where round-trip data equality cannot be guaranteed for files of type
tAsciiText; retrieving a file that has been stored as tAsciiText using the tUnspecified type
may not have predictable results.

E.4.2 Implied attributes

Implied attributes are those non-mandatory attributes that obtain an implicit value when a
new file is created using the Filing Protocol. To maintain consistency in the attribute
behaviors defined in the Filing Protocol for this class of attribute, all subset imple-
mentations are required to permit the specification of the implied (default) value for each of
these attributes (see E.6). The implied attribute types are: accesslList, childrenUniquely-
Named, defaultAccesslist, isTemporary, ordering, subtreeSizeLimit and version.

A FilingSubset implementation of the Store procedure must always permit the specification
of implied attributes. However, specification of an unsupported (non-default) value may
validly be rejected with the error AttributeValueError.

E.4.3 Optional attributes

Optional attributes are those attributes which are uninterpreted by the Filing Protocol or
which are not otherwise specified as mandatory or implied. If an implementation provides
support for any of these additional attributes, that support must conform to the definition of
the attribute in the Filing Protocol.

E.5 Remoteerrors
All errors from the Filing Protocol are similarly defined in the FilingSubset Protocol.
E.6 Procedures and attributes

The tables on the following pages describe the effects of FilingSubset procedures on
attributes. If a procedure does not modify interpreted attributes, no table is shown. When a
procedure modifies an attribute, a brief indication of the change is given. Where
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specification of an attribute will result in an error condition, the appropriate error is
identified.

In the case of List, the table specifies the attribute values a service must return. Although
this procedure does not modify attributes, its behavior is defined by the FilingSubset.
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Table E.2 List

Attribute If Requested®
accessList returned
checksum returned

childrenUniquelyNamed

returned (null for non-directory)
returned

createdBy

createdOn non-null value must be returned

dataSize non-null value must be returned’

defaultAccessList returned

filelD returned I

isDirectory non-null value must be returned

isTemporary non-null value must be returned

modifiedBy returned

modifiedOn non-null value must be returned

name returned

numberOfChildren returned

ordering returned l

parentiD returned

pathname non-null value must be returned

position returned

readBy returned

readoOn returned

storedSize returned I
F

subtreeSize

returned

subtreeSizeLimit

returned

type

non-null value must be returned

uninterpreted

returned

version

returned

An appropriate value for each attribute supported by a FilingSubset implementation
must be returned if requested. Even if an attribute is not supported, an appropriate null

value must be returned (see E.3.3.2).

The value returned for the dataSize attribute should be interpreted by the client as a
close approximation of the actual content size.
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Table E.3 Open

R D
Attribute If Requested*
accessbList illegal
checksum ilegal
childrenUniquelyNamed | illegal
createdBy illegal
createdOn legal
dataSize ilegal
defaultAccessList ilegal

open if type supported2

filetD
I?D»rectory

ilegal

isTemporary illegal

modifiedBy ilegal

I mod:fiedOn llegal
I name open if type supported2

numberOfChildren llegal

|ordenng illegal

I parentiD open if type supported3
pathname file with this value 1s opened
position legal
readBy legal

I readOn legal

lﬁaredSuze illegal
subtreeSize illegal
subtreeSizeLimit llegal

type

open if value supported"

uninterpreted

ignored

version

open if type supported3

! A FilingSubset service implementation should report an AttributeTypeError if any of
the attribute types designated as “illegal” is supplied in the arguments to Open.

2 FilingSubset implementations may support this attribute type but are not required to do
so; if support is not provided, an AttributeTypeError should be reported when the client

specifies the attribute.

3 FilingSubset implementations may report AttributeValueError if parentiD is not equal
to nullFilelD, or version is not lowestVersion or highestVersion and the implementation

does not support the attribute value.

4 The type attribute may be used to indicate a desired transfer format. This may imply a
transformation of the actual file content as the file is transferred. If a specified type is
not supported by the implementation, an AttributeValueError should be reported.

XEROX NETWORK SYSTEMS STANOARO
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Table E.4 Store

Attribute If a Parameter! Supported Values If not a Parameter*

accessList set if value supported [defaulted: ue] set to [defaulted: raue]

checksum set if type supported unknownChecksum set appropriately

childrenUniquelyNamed | set:f value supported implementation dependant

createdBy set f type supported currently logged-in user

createdOn set current date and time

dataSize initial allocation (hint) approximate file size

defaultAccessList set If value supported {defaulted: rrue] set to [defaulted: Trut]

filelD illegal, AttributeTypeError system-assigned value

isDirectory set FALSE

isTemporary set if value supported FALSE

modifiedBy illegal, AttributeTypeError currently logged-in user

modifiedOn illegal, AttributeTypeError current date and time

name setif type supported’ implementation dependant

numberOfChildren illegal, AttributeTypeError 0

ordering set if value supported defaultOrdering defaultOrdering

parent!D illegal, AttributeTypeError filelD of resulting parent

pathname set consistent with ancestry

position set f type supported depends on parent’s

ordering

readBy illegal, AttributeTypeError .

readOn illegal. AttributeTypeError nuliTime

storedSize illegal, AttributeTypeError set appropriately

subtreeSize illegal. AttributeTypeError set appropriately

subtreeSizeLimit set if value supported nuliSubtreeSizeLimit nullSubtreeSizeLimit

type set iIf value supported3 tUnspecified , tAsciiText, tUnspecified or tDirectory
or tDirectory

uninterpreted set if type supported null

version set if value suggorted hiahestVersion next available

! FilingSubset implementations must treat attributes in one of four ways: 1) "illegal”
attributes must be rejected with AttributeTypeError; 2) attributes designated “set” must
not be rejected with AttributeTypeError and must normally accept non-null values
(although an invalid value should be rejected, such as a string which is too long); 3) An
attribute marked “set if value supported” must not result in an AttributeTypeError, the
value of such an attribute may not result in an AttributeValueError if the value is one of
the supported values shown above. Other values for these attributes may result in
AttributeValueError; 4) An attribute designated “set if type supported” must be rejected
with AttributeTypeError or AttributeValueError if the implementation does not fully

support the type or value, respectively.

2 The name attribute, if supportecd, may not be specified with the pathname attribute.

8 The type attribute values tAsciiText, tDirectory, and tUnspecified must be supported.

¢ These values must be assumed if the attribute type is supported by the implementation.
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E.7 Program declaration

The complete declaration of the FilingSubset remote program is given below. All

FilingSubset Courier definitions are identical to the corresponding definitions of the Filing
Protocol.

FilingSubset: PROGRAM 1500 VERSION 1 =
BEGIN
DEPENDS UPON
BulkData (0) version 1,
Clearinghouse (2) version 3,
Filing (10) versiON 6,
Authentication (14) VERSION 3;

--TYPES AND CONSTANTS --
-- Attributes (individual attributes defined later) --

AttributeSequence: Tyre = Filing.AttributeSequence;
AttributeTypeSequence: Type = Filing.AttributeTypeSequence;
allAttributeTypes: Handle = Filing.allAttributeTypes;

--Controls --

ControlSequence: Tvype = Filing.ControlSequence;
ControlTypeSequence: Type = Filing.ControlTypeSequence;

-- Handles and Authentication --
Credentials: Tvpe = Filing.Credentials;
SecondaryType: TyPe = Filing.SecondaryType;

Handle: Tvype = Filing.Handle;
nullHandle: Handle = Filing.nullHandle;

Session: Type = Filing.Session;
Verifier: Type = Authentication.Verifier;

-- Scopes --

ScopeSequence: TYPe = Filing.ScopeSequence;
.-REMOTE PROCEDURES --

.- Logging On and Off --
Logon: PROCEDURE | . B B
service: Clearinghouse.Name, credentials: Credentials, verifier: Verifier]

RETURNS [session: Session] . .
RePORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] =

Filing.Logon;
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Logoff: PROCEDURE [session: Session]
REPORTS [AuthenticationError, ServiceError, SessionError, UndefinedError] =
Filing.Logoff;

Continue: PROCEDURE [session: Session]
RETURNS [continuance: CARDINAL]
RePORTS{AuthenticationError, SessionError, UndefinedError] = Filing.Continue;

-- Opening and Closing Files --

Open: PROCEDURE [attributes: AttributeSequence, directory: Handle,
controls: ControlSequence, session: Session]

RETURNS [file: Handle]

REPORTS [AccessError, AttributeTypeError, AttributeValueError, AuthenticationError,
ControlTypeError, ControlValueError, HandleError, SessionError, UndefinedError] =
Filing.Open;

Close: ProceDURE [file: Handle, session: Session]
REPORTS [AuthenticationError, HandleError, SessionError, UndefinedError] =
Filing.Close;

--Deleting Files --

Delete: Procepure [file: Handle, session: Session]
REPORTS [AccessError, AuthenticationError, HandleError, SessionError, UndefinedError] =
Filing.Delete;

-- File Transfer --

Store: PROCEDURE [directory: Handle, attributes: AttributeSequence,
controls: ControlSequence, content: BulkData.Source, session: Session]

RETURNS [file: Handle]

RePORTS [AccessError, AttributeTypeError, AttributeValueError, AuthenticationError,
ConnectionError, ControlTypeError, ControlValueError, HandleError, InsertionError,
SessionError, SpaceError, TransferError, UndefinedError] = Filing.Store;

Retrieve: PROCEDURE [file: Handle, content: BulkData.Sink, session: Session]
RePORTS [AccessError, AuthenticationError, ConnectionError, HandleError, SessionError,
TransferError, UndefinedError] = Filing.Retrieve;

-- Listing Files in a Directory --
List: proCeDURE [directory: Handle, types: AttributeTypeSequence,
scope: ScopeSequence, listing: BulkData.Sink, session: Session]
REPORTS [AccessError, AttributeTypeError, AuthenticationError, ConnectionError,

HandleError, ScopeTypeError, ScopeValueError, SessionError, TransferError,
UndefinedError] = Filing.List;

--REMOTE ERRORS --
-- problem with an attribute type or value --

AttributeTypeError: ERROR [problem: ArgumentProblem,type: AttributeType] =
Filing.AttributeTypeError;
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AttributeValueError: eRROR [problem: ArgumentProblem,type: AttributeType] =
Filing.AttributeValueError;

-- problem with a control type or value --

ControlTypeError: eRROR [problem: ArgumentProblem, type: ControlType] =
Filing.ControlTypeError;

ControlValueError: errOR [problem: ArgumentProblem, type: ControlType] =
Filing.ControlValueError;

-- problem with a scope type or value --

ScopeTypeError: ERROR [problem: ArgumentProblem, type: ScopeType] =
Filing.ScopeTypeError;

ScopeValueError: ERROR [problem: ArgumentProblem, type: ScopeType] =
Filing.ScopeValueError;

ArgumentProblem: Type = Filing.ArgumentProblem;

-- problem in obtaining access to a file --

AccessError: ERROR [problem: AccessProblem] = Filing.AccessError;
AccessProblem: Type = Filing.AccessProblem;

-- problem with a credentials or verifier --

AuthenticationError: ERROR [problem: Authentication.Problem, type: SecondaryType] =
Filing.AuthenticationError;

-- problem with a bulk data transfer --

ConnectionError: ERROR [problem: ConnectionProblem] = Filing.ConnectionError;
ConnectionProblem: Type = Filing.ConnectionProblem;

-- problem with a file handle --

HandleError: ErrOR [problem: HandleProblem] = Filing.HandleError;
HandleProblem: Tvpe = Filing.HandleProblem;

-- problem during insertion in directory (or changing attributes) --

InsertionError: ERROR [problem: InsertionProblem] = Filing.InsertionError;
InsertionProblem: Type = Filing.InsertionProblem;

-- problem during random access operation --

RangeError: ERROR [problem: ArgumentProblem] = Filing.RangeError;

-- problem during logon or logoff --

ServiceError: ERROR [problem: ServiceProblem] = Filing.ServiceError;
ServiceProblem: TYPE = Filing.ServiceProblem;
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-- problem with a session --

SessionError: eRROR [problem: SessionProblem) = Filing.SessionError;
SessionProblem: Type = Filing.SessionProblem;

-- problem obtaining space for file content or attributes --

SpaceError: ERROR [problem: SpaceProblem] = Filing.SpaceError;
SpaceProblem: Tvype = Filing.SpaceProblem;

-- problem during bulk data transfer --

TransferError: ErROR [problem: TransferProblem] = Filing.TransferError;
TransferProblem: Type = Filing.TransferProblem;

-- some undefined (and implementation-dependent) problem occurred --

UndefinedError: erRrROR [problem: UndefinedProblem] = Filing.UndefinedError;
UndefinedProblem: Tvpe = Filing.UndefinedProblem;

--INTERPRETED ATTRIBUTE DEFINITIONS --

accesslist: AttributeType = Filing.accessList;
AccessList: Type = Filing.AccessList;

checksum: AttributeType = Filing.checksum;
Checksum: Type = Filing.Checksum;

childrenUniquelyNamed: AttributeType = Filing.childrenUniquelyNamed;
ChildrenUniquelyNamed: Type = Filing.ChildrenUniquelyNamed;

createdBy: AttributeType = Filing.createdBy;
CreatedBy: Tyre = Filing.CreatedBy;

createdOn: AttributeType = Filing.createdOn;
CreatedOn: Type = Filing.CreatedOn;

dataSize: AttributeType = Filing.dataSize;
DataSize: Type = Filing.DataSize;

defaultAccessList: AttributeType = Filing.defaultAccessList;
DefaultAccessList: TYPe = Filing.DefaultAccessList;

filelD: AttributeType = Filing.filelD;
FilelD: Tvpe = Filing.FilelD;
nullFilelD: FilelD = (0,0, 0, 0, 0);

isDirectory: AttributeType = Filing.isDirectory;
IsDirectory: TYpe = Filing.IsDirectory;

isTemporary: AttributeType = Filing.isTemporary;
IsTemporary: TYPe = Filing.IsTemporary;
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modi.fiedBy: AttributeType = Filing.modifiedBy;
ModifiedBy: Tvpe = Filing.ModifiedBy;

modifiedOn: AttributeType = Filing.modifiedOn;
ModifiedOn: rvpe = Filing.ModifiedOn;

name: AttributeType = Filing.name;
Name: Tvpe = Filing.Name;

numberOfChi.ldren: AttributeType = Filing.numberOfChildren:
NumberOfChildren: Tvpe = Filing.NumberOfChildren;

ordering: AttributeType = Filing.ordering;
Ordering: TYpe = Filing.Ordering;

pathname: AttributeType = Filing.pathname;
Pathname: Tvpe = Filing.Pathname;

parentiD: AttributeType = Filing.parentID;
ParentlD: Tvpe = Filing.ParentiD;

position: AttributeType = Filing.position;
Position: Type = Filing.Position;

readBy: AttributeType = Filing.readBy;
ReadBy: Tvpe = Filing.ReadBy;

readOn: AttributeType = Filing.readOn;
ReadOn: tvpe = Filing.ReadOn;

storedSize: AttributeType = Filing.storedSize;
StoredSize: Type = Filing.StoredSize;

subtreeSize: AttributeType = Filing.subtreeSize;
SubtreeSize: Type = Filing.SubtreeSize;

subtreeSizeLimit: AttributeType = Filing.subtreeSizeLimit;
SubtreeSizeLimit: Tyre = Filing.SubtreeSizeLimit;

type: AttributeType = Filing.type;
Type: Type = Filing.Type;

version: AttributeType = Filing.version;
Version: Type = Filing.Version;
lowestVersion: Version = 0;
highestVersion: Version = 1777778;

--BULK DATA FORMATS --
-- Attribute Series Format, used in List --
StreamOfAttributeSequence: TYPE = CHOICE OF {

nextSegment(0) = > RECORD |
segment: SEQUENCE OF AttributeSequence,
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restOfStream: StreamOfAttributeSequence],
lastSegment (1) = > SEQUENCE OF AttributeSequence};

-- Line-oriented ASCII text file format, used in file interchange --

StreamOfAsciiText: TYPE s CHOICE OF {
nextLine (0) = > RECORD |
line: AsciiString,
restOfText: StreamOfAsciiText],
lastLine (1) = > AsciiString};

AsciiString: TYPE = RECORD |
lastByteSignificant: BOOLEAN,
bytes: SEQUENCE OF UNSPECIFIED];

--FILETYPES --

-- Clients are encouraged to use these predefined types to identify files that have the specified
characteristics, to promote information sharing --

tUnspecified: Type = 0; -- nothing is known about the content or attributes of a file of this
type; it is useful for files that have a private format --

tDirectory: Type = 1; -- this file is a directory, and it has no content (only children) --

tAsciiText: Type = 7; -- this file is not a directory, and its content is comprised of line-oriented
ASCII data --

END; --of FilingSubset--
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F. PATHNAME SYNTAX

L ]

In many applications it is necessary or useful to identify files by their user-sensible names
and not file identifiers. A pathname specifies a hierarchical access path to a file by encoding
the name and version attributes of its ancestors. A qualified pathname is a pathname
prefixed by a designation of its network location.
In order to promote information sharing, it is strongly recommended that the following
syntax be used in any user interface involving qualified pathnames (pathnames which
include a service designation).

QualifiedPathname: = Service Pathname

Service: = (ClearinghouseName)

ClearinghouseName: = Clearinghouse.Name

Pathname : = NameVersionPairList

NameVersionPairlList : = NameVersionPair | NameVersionPair/NameVersionPairList

NameVersionPair : = Name | Name!Version

Name : = [-- string with reserved characters escaped not exceeding 100 bytes in
unescaped form --}

Version : = [-- string of digits with numeric value in the range (0..65535) -]
|' + -- i.e. highestVersion --
|'- --i.e lowestVersion --

Note that the syntax defined for pathnames is consistent with the definition of the
pathname attribute in §4.2.2.5.

Example:
(Development:Office Systems:Xerox)Filing/Protocol/Pathname Syntax Definition! +

This pathname identifies the highest version of the file having the name "Pathname Syntax
Definition"” within the "Protocol” subdirectory of the "Filing" directory. The named file is
stored with the "Development:Office Systems:Xerox" file service.
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