


































































































































































































































































































































G 
VISIBLE DIFFERENCES BETWEEN APPLICATION 
THE R4650 AND THE R4600/R4700 NOTE 
ORION FAMILY MEMBERS AN-135 

Integrated Device Technology, Inc. 

By: Ketan Deshpande 

INTRODUCTION: 
The IDTR4650 is a low cost member of the IDTR4600 

(Orion) family, targeted towards a variety of embedded appli­
cations. R4600 features not required in many embedded 
systems have been removed in the R4650 to lower device 
cost; others have been added to better suit the processor for 
its target applications. Given these changes in architecture, 
software designed to run on the Orion may need to be slightly 
modified to be able to take full advantage of the features of the 
R4650. 

This Application note discusses the software visible changes 
integrated within the R4650; this information is required when 
porting existing low-level software (e.g. compilers, debuggers 
and other assembly language programs) from the R4600 to 
the R4650. 

Architectural Differences: 
While a complete discussion of the architectural differ­

ences between the R4650 and the Orion is beyond the scope 
of this note, the relevant differences will be enumerated and 
software issues discussed. Some system control registers 
have been deleted, some new ones have been added, and 
some have been modified. Also, some exceptions are no 
longer generated, and some new exceptions can be gener­
ated. 

1. Integer Execution Unit: 
The R4650 uses the same ALU as the Orion, with a few 

modifications: 
a) Faster MUL T/DMUL T instructions. 

As a result of the faster MULTI DMUL T instructions, 
assemblers or assembly language programmers need 
not wait as many cycles as earlier to retrieve the result 
from the HilLa registers. 

For MUL T instructions (32x32->64 bits) the R4650 detects 
the actual size of the operands; the execution time of the 
multiply is thus determined by the actual number of 
significant bits in the operands. For 16-bit operands, the 
time taken to perform a MUL T instruction is 2 pipeline 
cycles (PCycles) and for 32-bit operands, the time is 3 
PCycles. 

The time to perform a DMUL T operation(64x64-> 128 bits) 
is 5 cycles, irrespective of the size of the operands. 

b) New instructions: MUL and MAD. 
The MUL instruction can be used to multiply two CPU 
general purpose registers (GPRs) and store the result in 
another GPR (32x32->64-bits), bypassing the HilLa pair, 
and eliminating the MFHI/MFLO instructions. 

The MAD instruction multiplies two (32-bit) GPRs and adds 
the product to the contents of the HilLa registers, storing 

The IDT logo Is a registered trademark of Integrated Device Technology. Inc. 

the result in the HilLa pair. 
MUL and MAD are defined only for 32-bit numbers; there 
are no DMUL I DMAD instructions. 

2. Control Processor 0 (CPO): 

CPO has been greatly changed from the original R4600 
Orion. Only two modes: user and kernel are supported (se­
lected by setting the UM bit in the STATUS register). All 
addresses (virtual and physical) are 32 bits. There is no 64-bit 
virtual address mode. All CPO registers are now 32-bit, and the 
DMTCO/DMFCO instructions are no longer valid. However, 
these instructions will not generate a trap. 
a) PRld Register: 

If the same software will be used to support the Orion 
and the R4650, CPU-specific code can be separated on 
the basis of the Implementation field of the PRld register 
in CPO, which is Ox22 for the R4650, and Ox20 for the 
Orion. 

b)STATUS Register: 
The STATUS register has a different format in the 
R4650. 

i) It has a bit to lock set A of the I-Cache (the IL bit, bit 23), 
and one to lock set A of the Dcache (the DL bit, bit 24). 
Critical sections of the code I data may thus be locked 
into the cache for fast access. When locked, this set will 
not be chosen for line refill. However, a line in a locked 
set will still be chosen for refill if that line is invalid. Thus 
locked sets may be flushed without having to unlock 
them first. It takes 5 instructions after setting the IL bit for 
refills to be disabled, and 3 instructions after setting the 
DLbit. 

ii) The FR bit (bit 26) can be set to select 16 or 32 32-bit 
floating point registers. 

c) CAUSE Register: 
The CAUSE register has a slightly different format. It has 
two new bits that denote whether the exception was due 
to IWatch or DWatch (bits 24 & 25 respectively, dis­
cussed below) and one bit (IV bit, bit 23) to force inter­
rupts to use a different exception vector offset. On reset, 
Cause. IV is cleared; thus exceptions and interrupts use 
the same exception vector offset (Ox180). When 
Cause.lV is set, interrupts use a new exception vector 
offset (Ox200). This can be used for faster decoding of 
interrupts. This new exception vector did not exist in the 
R4600 Orion; thus, the use of a dedicated interrupt vector 
is an option, not a mandate, in the R4650. For systems 
whose performance is highly dependent on interrupts, 
additional software modifications may be desirable, since 
there may be code at that location that now needs to be 
moved, as well as moving the interrupt management 
code to that location. 
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d) TLB: 
The R4650 does not include the R4600 Orion Memory 
Management Unit (MMU). The CPO TLB registers 0-6,10 
and 20 have been removed. The instructions TLBR, 
TLBWI, TLBWR are no longer defined, but will not 
generate a trap. TLB exceptions like TLBMiss / 
XTLBMiss will never be generated. The exception vector 
offsets OxOOO and Ox080 are no longer used. 

The R4650 performs virtual address translation based on 
Base/Bound register pairs. There are two sets of these 
pairs: One for Instruction and one for Data. In user mode, 
when an address is generated, it is compared with the 
base / bound register pair. If the address is "out of 
bounds", an exception is generated, with the appropriate 
ExcCode bits set in the Cause register (Ox2 for Instruc­
tion, Ox3 for Data). An MTCO instruction which changes 
any base / bound register must be done in unmapped 
space and mapped space cannot be entered for 5 
instructions following a change to these registers. In 
kernel mode, all addresses undergo a fixed virtual to 
physical address translation, bypassing the baselbound 
pairs. In kernel mode, the base/bound exception will 
never be generated. 

e) Cache Algorithm Register: 
The LLAddr register in the Orion has been replaced with 

• the CAlg register, which defines the Cache Algorithm for 
each 512 MB region of the virtual address space. On 
reset, it gets initialized to Ox22233333, which is consis­
tent with the Orion's interpretation of the KO bits in its 
own CONFIG register. An MTCO instruction should not 
change the field corresponding to the address space 
currently active. Doing so will cause undefined behavior. 

f) Watch Registers: 
Two new registers, IWatch and DWatch, greatly facilitate 
software debug. By setting the contents of the registers 
to the desired watch point and enabling the Watch 
Exception, an exception handler can be called every time 
the watch point is hit. The exception generated is at the 
general exception vector, with ExcCode = Ox23 in the 
Cause register. The IW/DW bits in the Cause register are 
set to denote whether the exception was caused by a 
Data Watch point or Instruction Watch point. The actual 
exception will be generated whenever both the ERL & 
EXL bits in the STATUS register are cleared. When 
DWatch is enabled, the two instructions immediately 
following may not be checked for match with the watch 
value. When IWatch is enabled, the 5 instructions follow­
ing may not be checked for match with the watch value. 

g) CONFIG Register: 
The CONFIG register in the R4650 is read-only. The 
format has been modified: the IC & DC bits are both now 
001, denoting the 8KB:8KB cache sizes. The KO field has 
been deleted since this function has been expanded and 
is now performed by the CAlg register. 

h) Other Registers: 
The BadVAddr, EPC & ErrorEPC registers in the Orion 
were 64 bits; in the R4650 they are 32 bits wide. 

3. Co-Processor 1 (CP1): 
This is the Floating point coprocessor on board the R4650. 

The single biggest departure from the Orion is that the R4650 
supports single precision operations only. The R4650 does 
not support double precision operations, which could be 
performed by an emulation library, if required. CP1 has a set 
of general purpose registers (FGRs) that are 32-bit wide, and 
can be accessed as a group of 16 or a group of 32 registers, 
by setting the FR bit in the CPO STATUS register to 0 or 1," 
respectively. If STATUS.FR = 0, only even numbered FGRs 
can be accessed, and accessing an odd numbered register 
generates a trap. Any double precision operation in CP1 
causes a trap to occur; thus a trap-based library could be 
written to emulate double-precision operations. DMFC1/ 
DMTC1 instructions will generate a trap. 

There are two floating-point execution units in the R4650: 
one multiply unit and one unit for add/convert/divide/SQRT. 
As a result, multiplies and add/subtracts can be overlapped. 

CONCLUSION: 
This Application Note discussed the issues involved in 

porting assembly code from the R4600 Orion to the R4650. 
Some relevant architectural differences were noted, with 
implications for software modification. 
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HIGH ENDI LOW POWER R4650 WITH APPLICATION 
DSP CAPABILITIES NOTE 

AN-137 

Integrated Device Technology, Inc. 

By Robert Napaa 

INTRODUCTION 
In the next few years, the market share of the portable 

systems is expected to increase steadily. Furthermore, users 
will demand that the performance of these systems matches 
the performance of desktop systems. The portable systems 
should be able to manipulate data, voice and video in a 
multimedia environment exactly like their desktop counter 
parts. Unlike the desktop systems, portable systems face 
another set of challenges. First, the power consumption of 
these systems is limited by the battery life. This implies thatthe 
components used should consume as little power as possible 
and have power management capability to reduce the con­
sumed power even more when the system is idle. Secondly, 
the portable systems are becoming smaller and smaller, 
lighter and lighter. This implies that more functionality is 
implemented using a fewer number of devices. The trend is to 
implement as much functionality in software as possible to 
reduce the need for dedicate hardware solutions. 

MULTIMEDIA 
The definition of multimedia is somewhat vague. Multime­

dia refers to systems capable of manipulating digital voice, 
digital images and digital data such as speech, video and file 
transfers. Multimedia systems must be able to manipulate 
these applications in either a real time environment or in a play 
back environment. In the real time environment such as 
cellular telephony, the max delay can be 250 - 350 msec, 
because delays longer than that will result in a poor quality of 
sound. The voice will be chopped and hard to understand. 
Similar constraints apply to real time digital video. 

The above applications involve large amounts of data to be 
manipulated and stored. Usually the data is compressed to 
minimize the storage requirements and to increase the effec­
tive bandwidth of the systems. Similarly, the data could be 
encrypted to preserve the content of the information. All these 
different techniques are based on various Digital Signal Pro­
cessing (DSP) algorithms. As an example, video images are 
compressed using different algorithms. Motion-JPEG, MPEG 1 
and MPEG2 are used for motion video, while JPEG is used for 
still images. Similarly several algorithms have been devel­
oped for speech compression such as TrueSpeechTM. All 
these techniques require a very fast real time DSP engine. 

Along with the DSP capability, multimedia systems are 
general purpose systems that implement other tasks as well, 
such as interfacing to memory, storage devices or other types 
of I/O devices. These tasks require the use of a general 
purpose microprocessor tailored more towards these usages. 

TRADITIONAL SOLUTIONS 
Traditional implementations for portable systems separate 

the general systems functions from the specific functions such 
as DSP or graphics. This separation is accomplished both on 
the hardware level and on the software level. On the hardware 
level, two or more types of different compute engines are 
used. At the center of the design is a general purpose 
microprocessor or microcontroller responsible for various 
system tasks and overall system management. Other dedi­
cated hardware modules such as DSP microprocessors, 
graphic accelerators and custom ASICs are used in the 
system. Each of these modules serves a particular function. 

On the software level the same separation takes place. The 
general purpose tasks are separated from the specific tasks. 
Procedure calls link various tasks together. In most instances, 
different operating systems (OS) are executing in parallel on 
different microprocessors in the system. As an example, a 
portable system may be implemented using a real time kernel 
for general purpose and system administration while a DSP 
specific-OS is used for the DSP tasks. 

These traditional solutions are not well positioned to meet 
the challenges of the future. Specifically, the power consump­
tion of these systems is not in line with the requirements of true 
portable systems. Similarly, the use of multiple devices places 
constraints on the form factor, the development time and the 
resulting system. 

The trend is to merge more and more hardware function­
ality into a smaller number of devices. These devices perform 
several independent tasks that once required separate hard­
ware modules. In addition, there is more emphasis on a 
software approach. Several independent software modules 
are combined together to execute on a single device. The 
software solutions are much more flexible than the hardware 
ones. Applications can be easily added, modified and custom­
ized at will without the need for a complete redesign of a 
hardware module. To be as efficient and as fast as the 
hardware modules they are replacing, these combined soft­
ware modules require extensive compute power. 

THE IDT ORION™ R4650 
The IDT Orion R4650 is the latest member of the 

RISControlier™ family from IDT. It is a derivative of the IDT 
Orion R4600 and is based on the MIPS architecture. The 
Orion R4650 is a highly integrated microprocessor specially 
designed for the embedded market. It includes 8 KBytes of 
Instruction Cache and 8 KBytes of Data Cache, both of which 
are two-way set associative. The Orion R4650 executes at 
speeds up to 133 MHz. The internal core of the R4650 is a full 
64-bit implementation of the MIPS III Instruction Set Architec-

The lOT logo Is a regislered trademark and RISControlier and Orion are trademarks of Integraled Device Technology. Inc. 
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ture (ISA) with 32 internal general purpose registers. It has a 
built-in floating-point accelerator unit. The raw performance of 
the R4650 is about 175 Ohrystone MIPS at 133 MHz. With 
these capabilities, the R4650 is an excellent general purpose 
microprocessor. 

Most of the OSP algorithms rely heavily on a fast 
Multiply_and_Accumulate operation to perform effectively. 
To address the needs for multimedia applications, the Orion 
R4650 has a dedicated unit to perform integer 
Multiply_And_Accumulate (MAC) operations. This unit per­
forms a multiply and add instruction every two clock cycles. 

The Orion R4650 is also designed for low power 

APPLICATION NOTE AN-137 

systems. It consume less than 1.6 watts peak at 100 MHz, 
even less power at lower frequencies. It also incorporates 
active power management mode to further reduce the con­
sumed power. This mode is dynamically invoked through the 
software. Figure 1 illustrates the simplified block diagram of 
the R4650. 

Thus, the Orion R4650 offers the best of both worlds. It is 
a powerful general purpose compute engine for overall control 
and management tasks. It also executes OSP algorithms 
effectively, reducing the need for a dedicated OSP micropro­
cessor. Its power consumption is very limited and can be 
dynamically adapted to the portable applications. 

133 MIPS 64-bit Orion CPU System Control Coprocessor 44MFLOPS Single-Precision FPA 

64-bit register file Address Translationl FP register file 
Cache Attribute Control 

64-bit adder e e Pack/Unpack 
C Exception Management C 

Load aligner 0 0 
0 Functions 0 
Q) Q) 

FPAdd/Sub/Cvt/ StoreAliqner .S .S 
Q3 Q3 Div/Sqrt 
Cl. Cl. 

Loqic Unit a:: a:: 

High-Performance FPMultiply 
Integer Multiply 

t Control Bus T 
Data Bus 

Instruction Bus 

t ~ 

Instruction Cache 
SetA Data Cache 

SetA 

Instruction Cache 
SetB 32-/64-bit Data Cache 

(Lockable) Synchronized Set B System Interface (Lockable) 

3181 drw01 

Figure 1. R4650 Block Diagram 

SOFTWARE CONTROL 
The R4650 is a true RiSe compute engine, where the 

software has control over most functionality of the device. The 
software can manipulate the internal instruction and data 
cache to optimize the performance of the system. By using the 
"CACHE" instructions, the software can control the contents of 
any cache line. This fine control over the contents of the 
caches enables the as to ensure that the data is always 
available for the different tasks it is scheduling. 

The contents of the caches can also be locked. This means 
that a particular section of the instruction cache will never be 
replaced. This ensures that a time sensitive routine such as 
the interrupt service routine or a dedicated task such as a OSP 
algorithm is always in the cache. This minimizes the time 
interval between procedure calls. Similarly, a section of the 
data cache also can be locked. This ensures that the data is 
available for real time OSP algorithm for example. This mini­
mizes the need to access the main memory and thus makes 
the response of the system more predictable, since the 
instruction and the data are local to the internal caches. 
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Figure 2. R4650 Interrupt Response Time 
Real-Time Interrupt Response 

To combine several independent software modules, such 
as a general purpose as and a DSP algorithm, onto a single 
execution engine requires extensive use of interrupts. Usu­
ally, the task swapping is triggered by an external event. The 
interrupt driven approach is much more efficient and dynamic 
than a polled system. For real time applications, such as 
multimedia with large amounts of data to be serviced at high 
bandwidth, polling might not even be an option. 

Usually an interrupt is asserted to request the R4650 to 
swap the tasks. To meet the real time requirements of the 
application or external event the task swapping must be 
accomplished as fast as possible. 

The R4650 at 133 MHz can respond to interrupts in less 
than 250 nsec. This time includes recognizing the exception, 
preserving the state, decoding the exception and restoring the 
state at the end of the exception. Sample code to accomplish 
these steps is illustrated in Figure 2. 

POWER CONSUMPTION 
The components used in a portable system must consume 

as little power as possible. The R4650 is designed with this 
goal in mind. It is available in both 3.3V and 5V versions. The 
3.3V has a peak power consumption of about 1.6 watts at 100 
MHz. Furthermore, the R4650 uses an advanced power 
management scheme to further reduce the average power 
consumed. In this mode, the unused sections ofthe device are 
powered down. This mode is entered automatically when the 
internal logic determines that are no activity involving some 
section of the device. Thus average active power consump­
tion in reduced to about 1 watt. 
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Finally, the R4650 provides a "Stand-By" mode, which is 
invoked by the software. In this mode, all of the internal clocks 
and the pipeline are frozen and the bus activity is stoped. This 
mode reduces the consumed power to less than 200 mwatts. 

The as can take advantage of all these power saving 
features on the R4650 by entering the "Stand-By" mode, when 
there is no system activity to reduce the average power 
consumption. If on the average, a portable system is active 
25% of the time and idle the remaining 75%. The average 
power consumed by the R4650 will be in the order of 400 
mwatts. It is important to note that the R4650 replaces several 
dedicated hardware modules in the system. This means that 
the average power consumed is substantially less than the 
traditional solutions. In addition, I/O power is alos reduced 
because the interface to the system is stopped. 

DSP CAPABILITIES 
The DSP algorithms are designed to manipulate large 

amounts of data effectively. At the heart of any DSP algorithm 
is a Multiply_And_Accumulate instruction. The R4650 is de­
signed to execute DSP algorithms efficiently. It has a dedi­
cated integer Multiply_And_Accumulate unit that executes at 
133 MHz. A new multiply-accumulate instruction can be 
started every two cycles. As a result, the R4650 can perform 
66.7 M multiply-accumulate instructions per sec. This integer 
DSP performance of the R4650 exceeds the performance of 
any other DSP microprocessor available on the market today. 
Table 1 illustrates the peak integer DSP performance of 
several architectures. 

This type of DSP performance allows the R4650 to imp le-
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ment all the major OSP algorithms effectively. As an example 
the speech compression algorithm TrueSpeechTM from the 
OSP Group requires about 10 MIPS or less than 8% of the 
R4650 compute power to execute. 

TABLE 1. COMPARISON OF VARIOUS DSP 
ARCHITECTURES 

PRODUCT FIXED POINT MACs 
(In Millions) 

TI - TMS320C25 12.50 

TI - TMS320C50 40 

ATT - DSP16 54 

MOT- 56K 40 

IDT - R4650 66.7 

31811biOl 

This example illustrates that the R4650 can mix general 
purpose tasks along with dedicated OSP algorithms in an 
efficient way. This powerful OSP engine reduces the need for 
dedicated external OSP microprocessors. 

CONCLUSION 
The R4650 is a general purpose microprocessor geared 

towards the portable applications. It implements a fast multi­
ply-accumulate unit to speed up the different OSP algorithms. 
It can mix general purpose control tasks with OSP specific 
applications in an efficient way. These capabilities reduce the 
need for external dedicated OSP hardware modules. These 
features, combined with the average low power consumption, 
makes it ideal for portable applications. 

APPLICATION NOTE AN-137 
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(;) ADAPTING AN R4600 DESIGN TO APPLICATION 

THE R4650 NOTE 
AN-139 

Integrated Device Technology. Inc. 

by Robert Napaa 

INTRODUCTION 
The IDT R4650 RISC microprocessor is the third genera­

tion 64-bit architecture targeted for a variety of performance­
hungry embedded applications. It is the second derivative of 
the Orion family (also referred to as the R4600). The R4650 
removes some of the functional units not frequently used in 
embedded applications, such as double precision floating 
point arithmetic and a TLB. The R4650 adds new features that 
are in line with its target applications, such as a dedicated 
integer DSP core, cache locking, improved real-time support 
and an optional 32-bit bus interface. 

The R4650 is bus- and upwardly software compatible with 
the Orion family. It maintains the same bus protocol as the 
R4600 in both the 64-bit and the 32-bit external bus options. 
The external bus protocol refers to the handshaking between 
the CPU and the external logic as well as the timing for the 
various bus transactions. This insures that ASICs and system 
logic designed to interface to the R4600 will work with the 
R4650 without modifications. However, the external clock 
structure of the R4650 is different from that of the R4600 which 
provides greater flexibility to the system designer. 

This Application Note explains: 1) the differences the 
internal and external clock distribution tree of the R4600 and 
the R4650, and 2) how to convert the R4650 clocks into R4600 
compatible clocks to interface to existing ASICs and external 
logic. 

-Cold Reset 

Syncln 

Masterln 

PLL 1/ 
Clock 
Doubler 

2F 

DIFFERENT CLOCK STRUCTURE 

The R4600 and the R4650 have different input and output 
clock structures but maintaining the same bus protocol. 

R4600 Clocks 

The R4600 implements the same clock structure as the first 
generation 64-bit devices such as the R4000 and the R4400. 
The R4600 uses a single input clock (MasterClock) that is 
doubled internally by one PLL to generate the pipeline clock 
(PClk). A second PLL doubles MasterClock, then divides it by 
a constant number (from 2 to 8 as programmed during reset) 
to generate the output clocks (RClock, TClock, MasterOut and 
SyncOut). These clocks are used by the system logic to 
interface to the R4600 during read and write operations. 
Figure 1 illustrates the architecture of the R4600 internal clock 
distribution tree. A more detailed explanation of the usage of 
these clocks is presented in the "IDT79R4600 Hardware 
User's Manual". 

R4650 Clocks 

The R4650 uses a completely different architecture for the 
internal clock distribution tree. The R4650 uses a single input 
clock (MasterClock). MasterClock is multiplied internally us­
ing a single PLL by a constant number (from 2 to 8 as 
programmed during reset) to generate the pipeline clock 

2F 

Clock 
Dist. 
Tree 

PClock (2F) 

PLL 2/ 
Clock 
Doubler 2F+90 

Figure 1. R4600 Clock Distribution Tree and PLLs 

The lOT logo Is a registered trademark and RISControlier and R3051 are trademarks of Integrated Device Technology. Inc. 
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(PClk). The R4650 does not generate any output clock. The 
MasterClockshould be used as the system control logic clock. 
The R4650 guarantees that the interface signals with the 
external system logic will be sampled using the rising edge of 
MasterClock. Figure 2 illustrates the internal clock tree of the 
R4650. 

An advantage of the R4650 is that the MasterClock fre­
quency may be kept small. Similarly, the absence of output 
clocks from the R4650 reduces the power consumption of the 
device. This architecture allows several systems to synchro­
nize using a single input clock at any frequency without being 
locked by the clocks provided by the CPU. This is particularly 
advantageous for backplane applications where the input 
clock is provided from the backplane to several plugged-in 
cards. 

-Cold Reset 

Mode Bits 
Masterln 

nF 
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GENERATING R4600-COMPATIBLE CLOCKS 

Systems using the R4650 can reuse the logic and ASICs 
already developed to work with the R4600. This mechanism 
requires the generation of MasterOut, SyncOut, RClock and 
TClock, or alternatively, a subset of these according to the 
system requirements. The functionality of the different clocks 
is explained more in detail in the "IDT79R4600 Hardware 
User's Manual". 

The clock distribution tree has to be implemented at the 
input of the R4650. The R4600 clock generation is illustrated 
in Figure 3. In this case, a buffer is used to delay the input clock 
to the R4650. The output of the buffer is equivalent to TClock, 
MasterOut and SyncOut. The input of the buffer is equivalent 
to RClock. For a tight delay between RClock and TClock, it is 
better to use a buffer that has a very narrow window for the min 
and the max input to output delays. An example of such a clock 
buffer is the Motorola MC1 OH645 buffer, which guarantees a 
single nanosec difference between the min and the max 
delays. 

Clock 
Dist. 
Tree 

PClock (nF) 

ModeClock 

PLL2/ 
Clock 

Multiplier nF+90 

PLLOff 

Figure 2. R4650 Clock Distribution Tree and PLL 
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RClock only if needed 
by the system 

RClock 

TClock 

SysAD J.t----+--c~ SysAD 

External Agent 

Figure 3. Generating R4600-Compatible Clocks 

APPLICATION NOTE AN-139 

It is also important to note that in systems using only the 
R4650, the SyncOutto Syncln path is irrelevant, since neither 
the R4650 nor the system logic use these clocks. The 
MasterOut could be relevant, depending on the system archi­
tecture. 

DESIGNING A SYSTEM THAT SUPPORTS BOTH CPUs 
It is possible to design a single system to support either ~he 

R4600 orthe R4650 on a single PCB board. The same design 
allows using the R4600 for high performance applications, 
while using the R4650 to serve the medium performance 
segment of the market. This approach preserves the invest­
ment in the ASIC development, the system logic, the system 

OE------~----~ 

R4600 R4650 

RClock I----(.J 

....-I----O~ Syncln TClock 1------+---__ .., 

MasterOut ~----+------H~] 

SyncOut ~----~-----r-+-(1 

ModeClock~~~~----~-+-+-~ 

SysAD~-+-~--r-r-~~ 

~---c~ MasterClock 

Board Interface 

Figure 4. Single System With R4600 and R4650 
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software and so on. Figure 4 illustrates the block diagram for 
a system that can support both CPUs on the single PCB. 

In this implementation, the clock from the external oscilla­
tor, MasterClock, is fed as the input clock to the R4600. It is 
also fed to the clock distribution circuitry that generates 
RClock, TClock, MasterOut and SyncOut to be used when the 
R4650 is used. It is importantto note that only one CPU should 
be plugged-in at any onetime. The clock distribution circuitry 
is tri-statable when the R4600 is used, since it produces these 
clocks. 

The SyncOut clock is routed on the PCB and returned as 
Syncln. The Syncln clock is fed to the R4600 to align the 
internal clocks used to sample the system interface, with the 
RClock and TClock seen by the system logic. In the case of the 
R4650 the Syncln clock is used as the input MasterClock to 
the CPU. This ensures that the input clock to the R4650 is 
aligned to the system clocks (RClock and TClock) that are 
generated by the clock distribution circuitry. 

APPLICATION NOTE AN-139 

THE 79S461 

The 79S461 is a small module that supports both the 
R4600 and the R4650 on a single PCB. It plugs into the PGA 
socket of the R4600 on any design. It allows the system 
designer to evaluate the performance of either CPU in the 
system without modifications to the existing design. Figure 5 
illustrates the block diagram of the 79S461. In addition, the 
schematics of the S461 board are attached to the end of this 
App Note to provide a better understanding in converting from 
one clock architecture to the other. 

CONCLUSION 
It is relatively easy to adapt a design that is based on the 

R4600 to support the R4650 on a single PCB. This approach 
offers a great flexibility in selecting the appropriate CPU forthe 
level of performance needed without redesigning the system. 
The same design allows using the R4600 for high perfor­
mance applications, while using the R4650 to serve the 
medium performance segment of the market. 

R4650 
PQFP 

Clock Clocks 

PGA Logic r-- ModeClock 
R4600 ~ Conve~sion ., 

Clocks 

ModeClockl---------+ ... • 

r- SysAD 

R4650 
PGA 

"-f-r- Clocks 

'-___ S_y_S_A_D..!""--------,G ~ ModeClock 

- SysAD 

Figure 5. 79S461 Block Diagram 
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By Phil Bourekas, Integrated Device Technology, Inc. 
and Blaise Fanning, Deskstation Technology, Inc. 

INTRODUCTION 
Modern personal computers can take advantage of the 

processing power inherent in today's high-performance mi­
croprocessors. The emergence of WindowsTM NT as a 3rd 
generation operating system for PCs enables the power user 
to access a wide variety of sophisticated applications simulta­
neously, and provides a user-friendly windowing interface. 
This combination means that the modern PC needs to utilize 
the highest-performance processors available, and take ad­
vantage of modern memory system techniques, to offer the 
performance required for this software environment. 

On the other hand, the market place desires that these PCs 
remain low cost. The market has built an entire infra-structure 
to support low-cost PCs, including system chip-sets, add-in 
cards, and peripherals. 

This paper describes the implementation of a high-perfor­
mance, low-cost RISC-based PC. The system is implemented 
using standard PC-style components and techniques, but 
uses the high-performance R4000PC RISC microprocessor 
to achieve ultra-high performance. The resulting system 
achieves the performance desirable in a Windows NT envi­
ronment, while meeting the cost constraints of the PC market­
place. 

PROJECT GOALS 
The goals for the original DeskStation PC were to imple-
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ment a high-performance EISA-based PC, at low system cost. 
Along with these primary goals, a few secondary goals helped 
to shape the actual implementation. 
• Maintain PC flexibility. EISA allows a wide variety of add-in 

functions, including low-cost ISA cards through high-perfor­
mance EISA master cards. 

• Design upgradeability. The PC market place both requires 
and allows that designs be periodically modified to address 
different price-performance points. Thus, the initial imple­
mentation was designed to insure that these degrees of 
freedom were maintained. 

• Ease of design. Again, given the rapid rate of advancement 
of the PC marketplace, it made sense to target an imple­
mentation that could rapidly be brought to market. In addi­
tion, ease of design typically reflects on system cost, as 
more complex designs typically require more expensive 
system logic to implement. 

Thus, the implementation chose the following: 
• Windows NT as the operating system. This brings PC 

flexibility and compatibility, while offering a robust software 
environment for sophisticated applications. 

• The R4000 RISC microprocessor family. This 3rd genera­
tion RISC processor offers ultra-high performance, a pain­
less upgrade path in the future, and compatibility with 
Windows NT. Figure 1 shows a block diagram of the 
R4400PC microprocessor. 
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Figure 1. R4000PC Block Diagram 
Orion Is a trademar1< and the lOT logo Is a registered trademar1< of Integrated Device Technology. Inc. 
WindowsNT Is a trademar1< of Microsoft Corp. 
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DESIGN OF A RISC-BASED PC 

The R4000 features a high-speed pipeline (100 MHz or 
greater), while preserving the ability to keep the system bus 
at 50MHz or less. High-speed execution is supported by 
large on-chip caches: 16KB each of instruction and data 
cache for the R4400. Further, the processor is multiply 
sourced, and readily available. 
Although the R4000 family offers a device with a dedicated 
secondary cache port (the R4000SC), this system is built 
around the lower cost R4000PC. The processor performance 
is aided by the use of a discretely-built secondary cache 
which resides on the main memory bus, analogous to the 
secondary caches constructed for i486™ processors. 

• A traditional PC system architecture, to take advantage of 
the low-cost and ease of design infrastructure of the PC 
marketplace. Thus, the design targeted the use of a stan­
dard PC chip set, and standard PC peripherals and add-in 
cards. 
Since the system design target was for an EISA PC, the Opti 
EISA chipset was selected to implement the main memory 
and I/O systems. Thus, the primary design burden was to 
interface between the R4000PC/R4400PC, and the Opti 
EISA chip set. 

INITIAL DESIGN 
In order to minimize time-to-market, and to prove that the 

high-performance inherent in the R4000 architecture could be 
readily obtained from a PC system architecture, the initial 
design utilized discrete parts to interface between the R4000PC 
and the Opti PC chip set. 

The design uses standard PALs, data buffers, and SRAMs 
to construct the processor secondary cache, and to provide 
the interface to the Opti chip set. Although the Opti chip set 
does feature secondary cache control for an i486 processor, 
the design chose to implement a higher bandwidth secondary 
cache for the R4000; thus, the secondary cache controller in 
the Opti chip set is not utilized. Instead, a discrete secondary 
cache controller, using PALs to control standard 32K x 8 
SRAMs, is implemented. 
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The design was partitioned in such a way to to be easily 
modified to different chip sets, cache algorithms, and to 
simplify debug. In addition, the overall design can be readily 
cost reduced, by re-implementing the control and/or data path 
functions into low-cost, low-complexity ASIC devices. 

System Overview 
The system overview is shown in figure 2 below. The 

system functions are broken down as follows: 
• R4000PC and Secondary Cache 
• Opti EISA chip set and interface. 
• Main memory and EISA expansion bus. 

R4000PC and Secondary Cache 
The secondary cache on the CPU main memory bus is 

designed to provide a balance between ease of design/low 
cost and high-performance, high-bandwidth. 

In order to achieve high-bandwidth, the cache implements 
a 128-bit wide memory array. Thus, a single cache read can 
provide four 32-bit words, which are returned to the R4000PC 
as two 64-bit pieces of data. The two 64-bit datums are 
available in adjacent cycles, minimizing processor latency on 
cache hits. 

In order to minimize the cost and complexity of the second­
ary cache, a few tradeoffs were made: 
• The cache is implemented as write-through, rather than 

write-back cache. This greatly simplifies both the control 
and data path logic. The cache logic is further simplified by 
the R4000 "write-behind" operation; that is, on a cache miss 
that requires a memory write back, the cache miss read is 
processed prior to the cache line writeback; thus, memory 
write performance is not a first order control of system and 
processor performance. 

• The cache contains 7 tag bits + 1 valid bit. Thus, the total 
amount of main memory is relatively limited (relative to the 
64GB address space of the R4000). Nonetheless, the 
cache architecture allows a main memory of 64MB, which 
is much larger than what is found in non-server PC's. 

Control Control 
Logic 

Main 
Memory 

I Opti 
R4000 EISA 

PC ChipSet 

I 
Address EISA 

and 
Secondary Data Data 

Cache Path 
(SRAMs) Buffers 

2922 drw02 

Figure 2. System Block Diagram 
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• The cache is implemented using 25ns 32K x 8 SRAM, with 
a separate but similar SRAM for the cache tag. Thus, 
relatively modest speed SRAMs are used, and no specialty 
TAG rams are required. 
The cache glue logic is implemented using standard PALs 

and data buffer chips. The data buffers sequence the data 

TABLE 1. SYSTEM CACHE CONTROL SIGNALS 
Host Buffer Control Latch Control 

HdClk(1:0) AClkEn 

HWW(1:0) AClkEn 

HRD DClkEn 

PDClk 

i486 Host Bus Interface 
The other primary design consideration had to do with 

implementing a reasonable i486 host bus interface between 
the R4000PC/secondary cache subsystem, and the Opti chip 
set. 

Fortunately, the relatively large cache resources available 
to the processor (both on-chip and in the secondary cache) 
serve to largely decouple system performance from the main 
memory bandwidth. Thus, a relatively simple host bus inter­
face could be constructed, minimizing both design time and 
system cost. The host bus interface in the initial system 
requires 8 buffer devices. 

The main memory is directly controlled by the Opti chip set, 
and provides a relatively modest 40MB/sec of peak band­
width. The main memory system is only 32-bit wide DRAM; 
thus, R4000 cache line refill requires four page mode ac­
cesses. Similarly, the memory system does not support a 
burst write protocol; cache line write back is processed as four 
separate write transactions. 

TABLE 2. HOST BUS INTERFACE SIGNALS 
Address Control Arbitration/Cycle 

Control 

HA(3:2) HClk Rdy 

BE(3:0) HMem BRdy 

HWr Hold 

HData HoldA 

HLock HAdS 

BLast 

BusReq 
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between the R4000PC, its cache, and the host bus interface 
to the Opti chipset. 

Table 1 shows the Cache Logic control signals, broken 
down by group. As can be seen from this relatively short table, 
this cache control logic can easily be replaced by a low-cost 
ASIC device, to further reduce cost. 

Cache Control Tag Bits 

Cache En SADT(9:0) 

CBusEn Tag(9:0) 

CBOWE TagOE 

CB1WE TagWE 

CBOEn Valid 

CB1En 

CBOOE 

CB10E 

CWriteO 

CWrite1 

The i486 host bus interface contains 32 address bits, 32 data 
bits, and 10 control bits. In this system, it is derived from the 
R4000PC interface, which uses a 64-bit data bus which is time 
multiplexed to include 36 address bits, and which uses 18 bits 
of control data (actually, the R4000 uses a bi-directional 
command bus, and other control signals to coordinate trans­
fers on the bi-directional control and data busses). 

Table 2 shows the signals derived from the host bus control 
logic interface. Again, the number and types of signals are 
small and simple enough to be easily integrated into the same 
ASIC which implements the cache control. 

The 32-bit host bus address is derived from the processor 
36-bit address by registering the SysAD bus from the R4000PC. 
Since the i486 bus is only 32-bits, the upper four address bits 
from the processor are dropped. 

The host bus data interface is constructed from a pair of 32-
bit data transceivers. By sequencing the output enables of the 
transceivers, the 32-bits host bus is created by effectively 
multiplexing the halves of the 64-bit processor bus. Since a 

173 



DESIGN OF A RISC-BASED PC 

cache line write back involves two 64-bit chunks, and since a 
cache line read involves four 32-bit datums, the control logic 
insures proper data staging occurs between the R4000 SysAD 
bus and the host bus 32-bit data bus. 

The control bus of the host bus is constructed by simply 
converting the various processor requests into the appropri­
ate sequences of host bus requests. This conversion process 
obviously also utilizes the datastages, so atomic R4000PC 
requests can be broken down into the appropriate series of 
host bus transfers, and the data kept consistently timed with 
the request. 

EISA Bus Interface 
The EISA bus interface requires no modification from the 

Opti design recommendations. EISA is chosen because it 
provides fairly good 110 performance (compatible with a high­
performance RISC processor), yet also allows low-cost ISA 
add-in cards to be used. 

The system relies on the EISA bus to provide functions 
such as networking and SCSI. By relegating these to the 
system bus, maximum flexibility but minimal cost is obtained. 

SOFTWARE CONSIDERATIONS 
Obviously, the introduction of the R4000 as the system 

microprocessor does change the software requirements from 
those of a typical PC to that of an ARC (Advanced RISC 
Computing) system. Fortunately, Windows NT is architected 
to allow this kind of flexibility. 

Windows NT directly supports the R4000 processor. That 
is, Windows NT runs native on the R4000. In addition to 
allowing new R4000 applications to be run, Windows NT 
allows existing 16-bit DOS and Windows applications to be 
run on the ARC system. Thus, Windows NT insures compat­
ibility with older software. 

Further, Windows NT allows a wide variety of underlying 
hardware implementations to be built, by segregating system 
specific functionality into a lower-level of software, called the 
Hardware Abstraction Layer (HAL). HAL code is responsible 
for machine management functions, such as cache manage­
ment. 

Thus, the task of software development for the Deskstation 
ARC system was minimized to providing a layer for Windows 
NT. 
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ARCS BIOS Firmware 
The BIOS firmware is responsible for certain basic aspects 

of system software, including configuration management, OS 
installation support, and providing a uniform boot environment 
for Windows NT. 

The BIOS firmware provides the low-level system 110 
functions and the processor boot-up software. The firmware 
can be shadowed in the main memory, to provide higher 
performance than from EPROM accesses. The BIOS re­
quired approximately 40K lines of source code, and is approxi­
mately 200KB of compiled binary. 

Hardware Abstraction Layer 
The hardware abstraction layer then resides on the hard 

disk, along with the operating system itself. Whereas the BIOS 
provides very-low-level, almost OS independent system func­
tions, the HAL is designed to provide the various system 
dependent runtime support functions for Windows NT. 

The HAL was developed beginning with the HAL kit pro­
vided by Microsoft, and ported to the specifics required by the 
underlying hardware implementation. 

SUMMARY 
The combination ofthe R4000 microprocessor, the Windows 

NT operating system, a standard PC chip set from Opti, and 
some clever design work using low-cost discrete components 
enabled Deskstation to implement an extremely high-per­
formance PC without incurring substantial system cost. 

The system retains maximal flexibility, based on its design 
objectives. Future options include: 
• Higher frequency versions of the R4000 family. Higher 

frequency parts do not necessarily raise the bus interface 
frequency, thus raising system performance without raising 
system cost. 

• Lower cost versions of the R4000 family, including the 
forthcoming lOT Orion™. 

• Other PC standard architectures. Once the problem of 
mating the R4000 to an i486 host bus interface is solved, 
other standard architectures, including ISA and various 
Local Bus standards, can be easily implemented. 

• Cost reduction via "ASIC-ization." 
• Performance improvement via cache expansion. 

Thus, this system represents a technology baseline for the 
rapid adoption of lOT/MIPS RISC into the Windows NT 
desktop marketplace. 

This paper was presented at the 1993 Windows Hardware Engineering 
Conference in Santa Clara, California. 
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INTRODUCTION 
In recent times, there has been significant expansion in the 

number of applications using embedded RISC processors. 
Inter-networking equipment is one of the most visible applica­
tions to embrace the price-performance available from em­
bedded RISC processors. 

The lOT R4600 (Orion) dramatically increases the perfor­
mance available to this application class, by tripling (or more) 
the performance available to the embedded system designer, 
while achieving the cost and power goals of an embedded 
system. To fully appreciate what the Orion brings to this 
application, one must look at what the application requires, 
and then examine how the Orion addresses those needs. 

INTER-NETWORKING SYSTEMS 
Inter-networking applications emphasize different archi­

tectural capabilities than do laser printer or desktop computing 
applications. As this market continues to advance, it is ex­
pected to place higher demands on embedded processors, as 
database sizes increase, transmission rates go up, and addi­
tional protocols and media become supported. 

It is clear that there are a few processor capabilities that will 
continue to be valued most highly: 
• Packet movement will emphasize the available band­

width of the processor. What will be especially important 
is the ability of the processor to move the kind of data 
found in the packet header into and out of the CPU, for 
packet processing. In some systems, it may be important 
for the processor to perform the movement of the entire 
packet as well, although this is often done by OMA. 

• Packet processing, including routing and protocol conver­
sion, will continue to require rapid completion of relatively 
simple calculations. The single cycle nature of RISC 
boolean, ALU, and load/store operations serve this need 
well; higher frequencies and larger caches enable more 
of the peak performance to be actually achieved. 

• Interrupt response and task switching times will be key 
metrics for the processor. Relatively low interrupt and 
task management overhead allows more of the processor 
performance to be directed to the packet processing 
operation, rather than processor state management. 
The Orion speeds each of these key metrics, resulting in 

more value (more packets/second and/or more channels) 
from the resulting system. 

ORION OVERVIEW 
The lOT R4600, also well known as the Orion, is the latest 

and highest-performance member of the lOT RISController 
family. 

The Orion is derived from the R4000 architecture, and 
shares many traits in common with the original R4000 de­
vices. These traits include: 64-bit architecture, high-speed 
pipeline, and large on-chip caches. However, the Orion repre­
sents an independent design effort, targeting lower cost, and 
lower power consumption, than the R4400. 

Key attributes of the Orion include: 
• 64-bit integer CPU 
• 64-bit FPA 
• 16kB, 2-set associative instruction cache 
• 16kB, 2-set associative data cache. The data cache can 

be managed with a mix of write back and write through 
protocols 

• 5 stage traditional RISC pipeline operating currently at 
133M Hz, scalable to 200MHz. 

• 64-bit burst interface bus 
• Flexbus™ allows the bus interface to be run at 1/2 to 1/8 

the pipeline clock rate. 
Figure 1 gives a block diagram representation of the Orion. 

ORION'S PACKET MOVEMENT CAPABILITY 
Although RISC processors are typically known for their 

computational performance, inter-networking performance is 
typically more dependent on the processor's ability to move 
data rapidly through the system. 

Note that what is required here is more than just an efficient 
block copy: in processing the packet header information, the 
processor must be able to rapidly process unaligned Big­
Endian data, and must be able to efficiently handle data 
structure accesses. These areas are key strengths of the lOT 
Orion. 

Most systems utilize external OMA engines to actually 
move the packet data between channels. However, other 
systems may employ the processor for this task, under soft­
ware control. 

If the system approach is to utilize external OMA, then the 
processor must be able to rapidly process the packet header 
information, perform the routing, and then perform the DMA 
channel pointer management. In addition, the processor needs 
to allow the external OMA to have significant amounts of 
bandwidth left for its data movement. 

To support these goals, the Orion implements high-band­
width, both internally and on the bus, to allow the packet 
header information to be moved rapidly; large on-chip caches 
to speed the routing (including a large data cache, which can 
contain significant amounts of routing information), and a 
high-speed pipeline. In addition, the large caches (which can 
be managed using a writeback protocol) insure that the 

The lOT logo is a registered trademark and FLEXbus. R3041. R3051. R3052. R3081. R3721. R4600. Orion. and RISControlier are trademarks of Integrated Device Technology. Inc. 
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processor operates most frequently out of the on-chip memory, 
leaving significant amounts of bandwidth available for exter­
naiDMA. 

In the case of software controlled data movement, the 
processor needs the attributes described above, but also 
needs to be able to move data in efficient bursts. To support 
this need, the Orion implements high-bandwidth (described 
below), and a set of cache operations to allow the programmer 
to explicitly access this bandwidth (useful if the data move­
ment is designed to flow-through the CPU). Alternately, the 
system can utilize a fly-by technique; when the processor 
reads data from a certain address range, external system 
logic can sample the data simultaneous with the CPU. This 
avoids the need for the processor to later utilize write cycles, 
at the cost of some system logic. For these systems, the large 
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address space of the Orion enables "aliasing" of system 
memory, simplifying the design of these fly-by techniques. 

The Orion strategy for bandwidth is to implement high­
bandwidth between the on-chip register file/functional units 
and the on-chip caches, and separately to implement high­
bandwidth between the on-chip caches and the external main 
memory. Ratherthan consume valuable chip real estate (and 
slow context switch performance) with a windowing register 
file, the MIPS architecture uses a large orthogonal registerfile, 
with the cache feeding the register file at over 1 G8/second. In 
addition, the cache is able to hold relatively complex data 
structures (as is found in complex systems programmed in 
high-level languages), rather than being limited to "word" and 
sub-word data (as is typically found in a register windowing 
system). 
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In addition to raw bandwidth from the data cache, the Orion 
implements other techniques to speed packet movement 
(especially for key header and routing data) in an inter­
networking system. 

Big- or little- endian memory system support. The Orion 
directly implements big- or little- end ian systems, as well as 
systems of mixed byte ordering. Most inter-networking appli­
cations will implement Orion using a Big-Endian system, 
which is compatible with the byte-ordering conventions of 
networking protocols. 

Unaligned datum support. Since packet data is not guaran­
teed to be aligned to word addresses, unaligned data support 
is important in achieving the desired bandwidth. The Orion 
implements the MIPS "Ioad-word-Ieftlright" instructions, and 
complementary store instructions. These instructions are 
designed to support 32-bit 64-bit datums which may not be 
aligned on the proper modulo byte address. These instruc­
tions eliminate the exception/emulation method required in 
other processors, and also eliminate the need to process the 
unaligned word through a series of byte-load/shiftlOR opera­
tions. Instead, a single pair of instructions can be used to load 
or store a 32- (or 64-) bit quantity between a single CPU 
register and the memory system. This mechanism allows 
these "split" datums to be loaded in just 2 clock cycles. 

These operations can be invoked either through assembly 
level programming or from C. For example, the Gnu C com­
piler uses unaligned operations to move data marked with the 
"packed" attribute. 

Ultra-high on-chip bandwidth. Inter-networking requires 
high data-bandwidth, so that packet data can be brought 
rapidly in and out of the processor registers. To support this 
need, the Orion implements large on-chip caches. With dual 
2-set associative, 16kB caches on chip, the Orion delivers 
average performance very close to its 133-MI PS peak perfor­
mance, by allowing most instruction accesses to be served 
from the on-chip cache. In addition, when packet data is 
accessed cache ably, data can be brought into the cache at 
over 500MB/sec, and subsequent cached accesses to addi­
tional portions of the packet will occur at over 1 GB/second. 
Concurrently, instruction fetch bandwidth exceeds 500MB/s. 

Many embedded processors provide special mechanisms 
for high data bandwidth. However, the effectiveness of these 
mechanisms is dramatically reduced if the execution engine is 
"starved" of key instruction and data information by insufficient 
on-chip caches. The Orion, on the other hand, provides large 
on-chip caches, to keep the engine running at full speed. 

There is yet another advantage from these large caches; 
systems which employ external DMA engines to move packet 
data through the memory and I/O systems will find more of the 
bus bandwidth available to them. Since the CPU will be able 
to execute for long periods of time from the internal caches, 
and since the data cache can be managed with write-back 
protocols, the processor will require the bus only infrequently. 

Early restart of execution. To facilitate real-time processing 
of packet data, the Orion restarts execution as soon as the 
requested datum is brought on-chip from memory or I/O 
devices, even if additional data is being brought in to fill a 
cache line. The rest of the cache line (which usually contains 
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additional useful packet data) fills the on-chip cache simulta­
neous with the processing of the first datum. This parallelism 
allows the bus bandwidth to proceed in parallel with the 
execution bandwidth. With instruction cache fetches occur­
ring at over 500MB/sec, and data accesses at greater than 
1000MB/sec, and the bus moving data at 500MB/sec, the 
Orion represents over 2GBytes/sec of packet movement 
horsepower. 

64-bit datum support. Bulk data movement, such as fetch­
ing of packet headers, or block copies, can take advantage of 
the 64-bit operations of the Orion. This elevates peak band­
width, and allows more data to be processed in a single 
operation. Processing power is also increased, since more of 
the packet header or data is processed in a single operation. 

Varying cache management protocols. Inter-networking 
applications manage diverse types of data, including rela­
tively "static" data such as the program stack, task queue, and 
routing table entries, as well as the more "dynamic" packet 
data. To speed both types of data, the on-chip caches support 
both write-through and write-back operation. In an inter­
networking application, general processing data (such as the 
runtime stack) benefit from the cache write-back algorithm, 
while packet data, which may later be DMA'd out on another 
network channel, are managed using the write-through proto­
col to insure cache and memory coherency. The on-chip 
write-buffer allows the execution core to continue processing 
additional data, as write-through or write-back data gets 
processed out to the memory system. The addressing modes 
of the Orion allow subfields from data structures to be rapidly 
accessed, using base-address plus sub-field offset address­
ing directly in the load or store instruction (and thus eliminating 
explicit address calculation instructions). 

The varying write protocols, coupled with the large address 
space, also enable the system designerto implement "aliased" 
physical memory. Eitherthroughthe use of the on-chip MMU, 
or through address decode logic, multiple virtual address 
spaces can be mapped to a single physical address space. By 
assigning differing write protocols to the various virtual spaces, 
the programmer can then choose to reference data as 
uncacheable, cacheable with writeback, or cacheable with 
write-through, merely by the choice of the virtual address 
used. When the MMU is used, theprogrammercanfurtheruse 
the multi-tasking capability of the MMU to insure that code is 
"well-behaved", by limiting access to certain virtual address 
regions to certain tasks. 

Explicit cache management support. To allow the system 
to directly control the available bandwidth, Orion provides a 
set of "cache operations". Cache operations can be used to 
pre-load the caches with desired data and/or instructions, and 
can also be used to initiate the write-back of data to insure 
cache and memory coherency before DMA activity occurs. 

The Orion cache ops allow the assembly programmer to 
explicitly manage the bandwidth between the cache and the 
external main memory; they can be used to initiate burst reads 
and/or writes of main memory, for example. This facility, 
coupled with the fact that the Orion executes multiple instruc­
tions per bus clock cycle, enables the system to achieve 
average bandwidth close to the peak bandwidth of the inter­
face. 
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PACKET PROCESSING 
The Orion really shines in packet processing. The Orion 

features 133-MIPS execution, which is typically sustained by 
the large on-chip caches. Thus, the Orion can quickly deter­
mine the appropriate routing or conversion for a packet, 
perform the operation, and use its high-bandwidth to dispatch 
the packet. By reducing the amount of time to obtain the 
packet, to process the packet, and to dispatch the packet, the 
Orion supports higher "packets-per-second" rates, as well as 
higher numbers of channels under the control of one proces­
sor. 

Instruction throughput. Other processors may claim high 
peak MIPS rates; however, on closer examination, it becomes 
obvious that these rates are rarely achieved. The effects of 
data dependencies and issue restrictions on pipeline through­
put, coupled with the low hit rates associated with small 
caches to feed the engine, dramatically degrade actual sys­
tem performance. 

To avoid this problem, the Orion architects made certain 
fundamental decisions: the pipeline would be a traditional 
RISC pipeline, avoiding the issue restrictions found in most 
superscalar machines and the pipeline bubbles found in 
super-pipelined machines; the pipeline would be high-fre­
quency; and the pipeline would be sustained by large, high­
bandwidth, efficient on chip caches. Thus, the performance 
ratio between the "133-MIPS Orion" and other embedded 
RISC processors targeted to inter-networking is actually sig­
nificantly larger than the ratios of their peak MIPS rates. Figure 
2 shows the Orion pipeline structure. 

High-level language programming. This traditional RISC 
micro-architecture has other benefits as well. For example, 
the Orion architecture, as with the MIPS architecture in 
general, is "high-level-language friendly". The optimization 
rules for it are easily supported by modern compilers. Thus, 
the system programmer can achieve the performance poten­
tial of the Orion without having to program in assembly, 
resulting in code that is more portable and easy to maintain. 
The Orion is designed to allow efficient translation of "C" 
programs to its object code. The large caches allow the 
programmer plenty of "elbow room" for system software, 
without requiring assembly level tuning. 

64-bit data support. Inter-networking applications can also 
find advantage in using the 64-bit ALU and boolean opera­
tions of the Orion, as well as the high-bandwidth from its on­
chip 64-bit wide registers to memory. These operations en­
able the Orion to process more data in a single chunk. 

Although the Orion is a true 64-bit architecture, it is equally 
adept with smaller data. The system can be constructed to use 
32-bit addresses (reducing the size of pointers, and thus using 
less memory) and to use 64-bit operations only for "long" data. 
This is accomplished merely by the selection of appropriate 
compiler switches, along with the types declared for datums. 
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Figure 2. Orion Pipeline 

INTERRUPT RESPONSE AND TASK SWITCH· 
INGTIME 

The Orion also excels at minimizing the overhead for 
exception processing and task switching. The Orion does not 
require explicit pipeline state management, cache flushing, 
TLB or MMU management, or register spill management. 
Exceptions feature very low latency, and special registers in 
the Orion facilitate exception decoding and interrupt service 
dispatch. Thus, very little overhead is required in the interrupt 
and task switch model, leaving more processing power for 
packet movement and processing. 

Although many vendors attemptto use the time required for 
exception recognition as a measure for real-time efficiency, 
this dramatically understates the requirements of a real sys­
tem. True exception latency is a function of exception recog­
nition, exception decode, state preservation, state restora­
tion, service dispatch overhead, and instruction throughput. A 
number of these factors are operating system specific (for 
example, the amount of state preservation/restoration, and 
the overhead for prioritization and task selection). 

Exception recognition. In general, the amount of time 
required to detect an exception is less than the pipeline length. 
In the particular case of interrupts, latency is 5-6 cycles. Of 
course, the longest CPU stall cycle (e.g. due to a main 
memory access) can lengthen the amount of time. 

Once an exception is detected, the Orion will (automati­
cally): 
• enter kernel mode 
• disable interrupts 
• encode state information in on-chip registers designed for 

exception management 
• branch to an exception vector location 

These activities are automatic, and occur in the few cycles 
of exception latency mentioned above. Figure 3 illustrates the 
exception latency. 
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Exception service dispatch. Once the Orion has branched 
to the exception vector, software is responsible for decoding 
the cause of the exception, performing whatever state preser­
vation is appropriate, and dispatching the service routine. 

The Orion contains registers designed to speed exception 
decode and to simplify return to normal execution at the end 
of exception processing. These registers show the cause of 
the exception, the return address, and other bits of information 
for decode. Because of these registers, exception decode, 
minimal state preservation, and service dispatch can be 
performed in as few as 15 instructions (less than 120ns). 

Exception Vector Address 3106 drw 03 Figure 4 shows the code typically executed at the general 

.set 
la 
sw 
sw 
sw 
mfcO 
mfcO 
sw 
mfcO 
sw 
sw 
and 
Iw 
sw 

sw 
.set 

Figure 3. Orion Exception Latency 

noreorder 
kO,except-regs 
AT,R_AT*4(kO) 
vO,R_ VO*4(kO) 
v1,R_V1*4(kO) 
vO,CO_EPC 
v1,CO_SR 
vO,R_EPC*4(kO) 
vO,CO_CAUSE 
v1,R_SR*4(kO) 
aO,R_AT*4(kO) 
v1,vO,EXCMASK 
aO,cause-table(v1 ) 
a1,R_A1*4(kO) 
aO 
k1,R_k1 *4(kO) 
reorder 

exception vector. 

#tell assembler not to fill delay slots 
#fetch address of reg save array 
#save a few general registers 

#fetch return address 
#fetch status register 
#save return address 
#fetch exception cause register 
#save status register 
#save another general register 
#get at the actual "cause index" 
#get address of service routine 
#use delay slot to save another reg. 
#branch to service routine 
#save one more general register 
#re-enable pipeline scheduling 

Figure 4. Exception Service Dispatch code 

Note that the advantages of the Orion register, cache, and 
MMU architecture serve to minimize the amount of state 
software needs to preserve. Specifically, the use of unique 
process ID's avoid the need to flush the MMU at context 
switch; physically tagged caches eliminate the need to flush 
the on-chip caches; and the orthogonal, non-windowed regis­
ter file eliminates the need to manage window overflow. 

. set 

Iw 
Iw 
mtcO 
Iw 
Iw 
j 

.set 

noreorder 

kO,CO_SR*4(AT) 
vO,R_ VO*4(AT) 
kO,CO_SR 
kO,R_EPC*4(AT) 
AT,R_AT*4(AT) 
kO 
eret 

reorder 

Return from Exception. Returning from exception is equally 
simple and quick. Basically, the software needs to restore the 
original machine state registers and any preserved context, 
and execute a return to the saved return address. One 
additional instruction, the eretinstruction, restores the bits of 
internal state designed to be hidden from the programmer. A 
minimal return/restore from exception sequence can be imple­
mented in as few as 7 instructions (less than 60ns). Figure 5 
shows this typical code . 

# by the time we have gotten here 
# all general registers have been 
# restored (except kO and vO) 
# reg. AT points to the reg save array 
# fetch status reg. contents 
# restore reg. vO 
# restore the status reg. contents 
# Get the return address 
# restore AT in load delay 
# return from int. via jump reg. 
# the eret instr. is executed in the 
# branch delay slot 

Figure 5. Exception Return code 
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Instruction Throughput. As illustrated above, service dis­
patch and return from exception are performed via simple 
software functions requiring very few instructions. Thus, the 
key to minimal exception service latency is to keep instruction 
throughput high. 

As discussed above, the Orion is able to sustain extremely 
high instruction throughput rates, based on its 133MHz pipe­
line fed by its large internal caches. Various techniques, 
including cache locking, fast local memory, and appropriate 
data cache protocols, can also be used to sustain the high-rate 
of instruction throughput. 

Special techniques. Note that it is possible to use the on­
chip registers reserved for the on-chip FPA as a high-band­
width backup store for processor state in certain exceptions. 
Software can be written to use these registers as a small stack 
for key machine state. Since the Orion implements sophisti­
cated dynamic power management on chip, these registers 
can be used without incurring a large increase in CPU power 
consumption. 

SUMMARY 
The Orion serves as an excellent device for inter-network­

ing applications. With over 2 GB/sec total bandwidth, efficient 
management of packet data (including unaligned data), and 
133 MIPS processing power, the Orion provides the CPU 
resources necessary to support the increasing requirements 
of inter-networking, imaging, printing, multi-media, and desk­
top computing applications, while maintaining the cost and 
power goals required by these applications. As the Orion 
frequency continues to increase, the performance gap with 
other architectures will widen further. 
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INTRODUCTION 
This article describes the basic issues related with the 

design of a system using either the IDT79R4400 or the 
IDT79R4600 64-bit CPU. It will cover the concepts of the 
system interface between the CPU and the rest of the system 
and give an example of a zero-wait state SRAM based 
memory system. The major focus will be on the system 
interface, how it relates to the rest of the system and the new 
features of the R4600 to improve performance. To end the 
article, I will discuss some of the issues of a zero-wait state 
memory system for the R4600. 

THE R4XOO SYSTEM INTERFACE 
The system interface connects the R4xOO CPU to external 

memory and other peripherals. This section will discuss the 
various aspects of the system interface including the signals 
used. 

The system interface consists of three main elements: 
1) The 64-bit multiplexed address and data bus; 
SysAD[63:0] 
2) The 9-bit command bus; SysCmd[8:0] 
3) The 6 handshake signals to control issue rates and 
validate requests; 
RdRdy, WrRdy, ValidOut, Valid In, ExtRqst and Release 

THE SYSAD BUS 
The SysAD bus is shared for both addresses and data 

cycles. It will present addresses during cycles where a valid 
interface command is present on the SysCmd bus. Data will 
be presented during cycles which have a valid data identifier 
on the SysCmd bus. During the address cycles, only the 36-
bit physical address will be driven on SysAD[35:0] allowing up 
to 64GB to be accessed. For the R4400, the unused address 
bits will be driven as zeros. The R4600 will drive zero on 
SysAD[55:36] and will drive virtual address bits 19 .. 12 on 
SysAD[63:56]. 

THE SYSCMD BUS 
The 9-bit SysCmd bus is used to encode the type of 

transaction that is present on the SysAD bus. SysCmd[8] will 
indicate whether the current driven cycle is a command 
(SysCmd[8] = 0) or data (SysCmd[8] = 1). During the address 
cycles, the other bits encode the type of cycle (read, write or 
nUll) along with the amount of information to be transferred. 
For the data cycles, the remaining bit determine if the current 
datum is the last of the transfer, if the data is for a read request, 
if there is an error and if the CPU should check the parity. 

THE SYSTEM INTERFACE CONTROL SIG­
NALS 

The system interface control signals are used to communi­
cate when buses have valid data and when the external 
system is ready to accept a command. The output, ValidOut 
and the input, Validln are used by the CPU to indicate when 
there is valid information driven on the bus either by the CPU 
(Valid Out) or the external system {Valid In). Two input signals, 
RdRdy and WrRdy, are used by the external system to 
indicate to the CPU that it can accept a command. The CPU 
output, Release indicates to the external system that the CPU 
has releasing the SysAD and SysCmd buses and it can start 
driving these buses after a bus turn-around cycle. The exter­
nal system will indicate to the CPU that it need the system 
buses by asserting the ExtRqst signal to the CPU. 

SYSTEM INTERFACE PURPOSES 
The major purpose of the system interface is to handle 

requests that arise from system events. The system events 
include; Load Misses, Store Misses, Store Hit on a write­
through page (R4600 Only), an uncached Load/Store or 
CACHE operations. These system event~ will translate into 
one or more requests from the processor, Processor Re­
quests, or the external agent, External Requests. There are 
two Processor Requests; a Read Request and a Write Re­
quest. There are three External Requests; a Read Request 
(although there are no readable CPU resources), a Write 
Request (to write the interrupt register) and a System Inter­
face Null Release Request. 

PROCESSOR REQUESTS 
Processor requests are used to transfer data between the 

processor and the external system. The processor will issue 
a read request eitherfor a cache line sized block (a Block Read 
Request) or for an uncached datum (a Word Read Request -
can be either a doubleword, word or partial word access). A 
processor write request can also be of a Block or Word type. 
The Block Write will be of a cache line that is possibly being 
replaced. A Word Write can result from either an uncached 
store or from a store hit to a cache line whose page attribute 
is write-through (this is for the R4600 only). Each processor 
request will have an "Issue" cycle after which the CPU will 
finish the rest of that transaction. 

PROCESSOR REQUEST ISSUE 
The processor samples the RdRdy and WrRdy signals to 

determine when a read or write request has issued. These 
signals are sampled at the rising edge of the S Clock (the 
system interface clock). The actual issue cycle will be the 

The IDT logo is a regislered trademar1< and IDT/sim. R304 t. R3051. R3052. R3081. R3721. R4600. and RISControlier are trademar1<s of Integrated Device Technology. Inc. 
All others are trademar1<s of their respective companies .• 
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cycle two S Clocks after the respective control signal (Rd Rdy 
for read and WrRdyforwrite) was sampled as asserted. Figure 
1 shows this for a read request issue cycle. 

SCycie II 2 3 4 5 6 

SClock I 
SysAD Bus 1 __________ -' 

RdRdy·1 \'------
3108 drw01 

Figure 1: Read Request Issue Cycle 

PIPELINE RESTART FOR READS 
When a cache miss occurs, the pipeline will stall until some 

or all the data for the miss is returned. For the both the 
Instruction and Data caches of the R4400 and the Instruction 
cache of the R4600, the pipeline will stall until after the entire 
cache line is returned. The first returned doubleword will 
contain the missed instruction or data. In the R4600, when a 
Data cache is serviced, the pipeline will restart after the first 
doubleword is returned. This first doubleword contains the 
missed data. The rest of the missed cache line is returned in 
parallel. This can result in significant performance increase 
due to the data streaming and also results in more efficient use 
of the CPUs resources. 

PROCESSOR READ REQUESTS 
When the processor needs some information from the 

external system or need the next instruction(s) to execute, it 
will use a read request to get it. A read request begins by 
driving the address on the SysAD bus and the appropriate 
read command on the SysCmd bus. For a block read, the 
command will indicate that a block is needed and the size of 
the block; this can be 4 or 8 words forthe R4400 while the block 
size is fixed at 8 words for the R4600. For a word read, the 
command will indicate this along with the number of bytes it 
expects returned. With the valid address and command driven, 
the CPU will assert the Valid Out signal to let the external 
system know that there is valid information on the buses and 
that the external system is expected to service the request. If 
the Rd Rdy signal has meet the requirements for an issue, the 
valid address and data is driven for that cycle only, otherwise 
the CPU will continue to drive the same information until the 
issue requirement is meet. Forthe R4600, the CPU will further 
indicate an issue cycle by asserting the Release signal in the 
issue cycle. After the Release signal is asserted for the one 
cycle, the CPU will 3-state the buses to allow the external 
system to start driving them. The R4600 guarantees that the 
Release will assert in the issue cycle. For the R4400, the cycle 
for the Release to be asserted can be the issue cycle but may 
be delayed by several cycles based on internal activity. 

After the release cycle, the buses will "turn-around" to allow 
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the external system to drive the read response data back to 
the CPU. The external system will drive valid data on the 
SysAD bus along with a command on the SysCmd bus to 
indicate the this is read response data. The command will also 
tell the CPU other information about the returned data such as: 
if the data is erroneous, if the CPU should check the data and 
check bits and, for a block read, if this is the last data element 
for the block. Once the external system has the valid informa­
tion on the buses, it will assert the Validln signal, this indicates 
to the CPU that it can now sample the buses for the requested 
information. After the external system returns the last data 
element, it will3-state its drivers and turn the buses around for 
the CPU to start driving after a one cycle delay. 

BLOCK READ REQUESTS, MORE DETAILS 
When the R4xOO issues a block read request, it expect the 

data to be returned in "sub-block ordering". The idea behind 
sub-block ordering is to start with the doubleword at the miss 
address, the address driven by the CPU to start the read 
request. The external system will determine the next 
doubleword address to return by the XOR of the start address 
with the value of a binary counter. The number of bits in the 
binary counter are determined by the line size the CPU uses. 
For example, with 8 word lines, one needs a 2-bit counter and 
will XOR the count with address bits 4 .. 3 to determine which 
double word to return next. This scheme works well with 
interleaved memory systems. The overall, the algorithm is: 
• Get the doubleword which missed first; 
• Next, get the doubleword which will fill out the quadword 

containing the missed data; 
• Then get the quad word filling the octalword, in the same 

order as the previous quadword. 

PROCESSOR WRITE REQUESTS 
As with the read request, a write request can be either a 

block or a word write. For a block write, the CPU will first drive 
the start address on the SysAD bus and the block write 
command on the SysCmd bus with the ValidOut signal as­
serted. For the R4600, the CPU will start sending the data out 
in the cycle immediately following the address issue cycle. 
The address issue cycle follows the rules stated before with 
respect to the assertion of the 'vVrRdy signal. The number of 
cycles between the doublewords is programmable at boot 
time. This is the data write-back pattern and can be as fast as 
a doubleword every cycle to a doubleword every 4 cycles. The 
setting used is determined by the speed at which the external 
system can handle the write data. Forthe R4400, there can be 
a delay between the address issue cycle and the first 
doubleword out but the remainder of the write-back will occur 
at the programmed rate. One thing to note is that once the 
write has issued, there is no way to stop the write-back and 
there is no way to dynamically throttle the number of wait 
cycles between the doublewords. 

For single writes, the address issue cycle is the same as 
that of the block write. The R4400 can then have an unused 
cycle after which it will drive the data out and follow this by 
another unused cycle. This results in a 4 cycle minimum for a 
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single write and is due to the internal state machine implemen­
tation. 

The R4600 can perform single writes in the same manner 
or it can use one of the two new write modes. These write 
modes are programmed at reset. In the R4xOO compatible 
mode, the R4600 will issue the write address, immediately 
follow this with the write data and finish the write cycle with 2 
unused cycles during which it will continue to drive the valid 
data on the SysAD bus but will only have the ValidOut signal 
asserted for the first data cycle. This again results in 4 cycle 
writes. The new write modes are Write Re-issue and Pipelined 

SCycle II I Issue I 
No 

Issue 

SClockl~ 
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Writes, both of which result in 2 cycle writes. 
For the Write Re-issue protocol, the CPU will first look at the 

WrRdy signal as with other writes to see that it is asserted two 
cycles previously but in addition, the WrRdysignal must still be 
asserted in the issue cycle for the CPU to consider the write 
to have issued. If the WrRdy was deasserted in the issue 
cycle, the CPU will retain the address/data pair in the write 
buffer and re-issue the write once the WrRdy is again asserted 
at the appropriate times. The Write Re-issue is shown in 
Figure 2. 

I 
No 

Issue 

SySADBUSI __________ ~ ~~ ________________________ ~ ____ __ 

SYSCmdBUsl ~ Write ~ 
WrRdy·I ________ ----I! ,'-___________ _ 
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Figure 2 

The Pipelined write protocol maintain the issue rules of the 
R4xOO compatible writes but eliminates the two unused cycles 
between back-to-back writes. The external system is there-

SCycle II I Issue I Issue 

SClock I 
SysAD Bus I 

fore required to accept one additional write after the WrRdy is 
deasserted for a stream of back-to-back writes. The Pipelined 
Write is shown in figure 3. 
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Figure 3 

EXTERNAL REQUESTS 
External requests are used by the external system to 

transfer information to the CPU. There are four possible 
external requestforthe R4xOO: Read Response, Read, Write 
and Null. The Read Response is used for the return of data 
requested by a processor read request. The external Read 
request is intended to allow the external system to read data 
from internal CPU resources but there is currently nothing to 
read from. The external Write request is used to directly write 
to internal CPU resources with the Interrupt register the only 
currently implemented write-able resource. The external Null 

request is used by the external system to return the system 
buses to the CPU when the external system is finished with 
them. The Null request is only required if the external system 
is not sending data to the CPU, i.e., it is not needed forthe read 
response or external write request, only if the external system 
has requested the system buses for some other use that the 
CPU is not involved with such as a DMA. 

The external system must arbitrate with the CPU for the 
control of the system buses. This is initiated by the external 
system by first asserting the ExtRqst signal to the CPU. Some 
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time after the ExtRqst is asserted, the CPU will signal to the 
external system that it is giving up mastership of the system 
buses to the external system by asserting the Release for one 
cycle. One cycle after the CPU asserted the Release, the 
external system can start issuing its request(s). For a read 
response, external read and external write request, the CPU 
will regain mastership of the system buses once the external 
request is completed. If the external request does not involve 
the CPU, the external system will need to drive a Null request 
to the CPU in order to return mastership of the system buses 
to the CPU. 

R4XOO CLOCKING 
The R4xOO CPUs have several clocks that are involved in 

various aspects of operations. The input clock is MasterClock. 
The MasterClock is used by the internal PLLs to generate the 
other clocks. The MasterClock frequency is 1/2 the pipeline 
frequency. The MasterOut clock signal is aligned and at the 
same frequency as the MasterClock. This clock is used for the 
synchronous assertion and deassertion of the reset control 
signals. There are two internal only clocks, PC lock and 
SClock. The PClock is the actual pipeline clock and is 2x the 
MasterClock frequency, i.e., if MasterClock is 50MHz, the 
PC lock is 1 OOMHz. The SClock is the system interface clock 
and it is used to clock all the into or out of the system interface. 
The frequency of the SClock is determined at reset through 
the programmable divisor which can be from 2 - 8. All the 
external timing, drive-out, setup and hold, are with respect to 
the SClock. 

There are 4 more externally accessible clocks. The SyncOut­
Syncln pair are used as the feedback path one of the internal 
PLLs and is used to model the delays and loading of the 
external system. If the other two external clocks, TClock and 
RClock, are buffered, then an identical buffer is placed in the 
SyncOut to Syncin path to allow the PLL to align the external 
clocks with the internal SClock so the user will know when the 
CPU will sample inputs and drive outputs. The other external 
clocks are used to sample outputs from the CPU or to clock 
signals to the CPU. The RClock is the receive clock and can 
be used by the external system to register the driven outputs 
from the CPU. The RClock is at the same frequency as the 
internal SClock but its phase leads the SClock by 25%. The 
TClock is the transmit clock are can be used to clock signals 
to the CPU. The TClock is also at the same frequency as the 
SClock and is aligned to the SClock. 
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R4XOO MEMORY INTERFACE EXAMPLE 
As an example memory system, I will discuss a O-wait state 

SRAM based memory. By Q-wait state I mean that the CPU 
requests run at the maximum speed. This means that the CPU 
requests complete in following number of cycles: 

Block Read 3-1-1-1 
Single Read 4 
Block Write 2-1-1-1 
Single Write 4 (2 for the R4600 new write modes) 

The memory system will be 2-way interleaved with each 
back 64-bits wide. The address path will consist of a first level 
register that registers the address on the rising edge of the 
RClock, followed by a latch to provide a one-level address 
buffer to allow for the read following a write case of back-to­
back CPU requests. For the registers, we use the 
IDT74FCT162823ET 18-bit registers and the latches are the 
I DT74FCT162841 ET 20-bit transparent latches. 

The data path consists of IDT74FCT162501 18-bit regis­
tered transceivers acting as registers for data to the memory 
and latches for data from the memory, and the 
I DT7 4FCT162260 12-bit tri-port bus exchangers to control the 
data from the 162501 to the even and odd banks of the SRAM 
memory. 

Because the memory is interleaved, the read access is the 
limiting time, writes can overlap to some extent with the next 
transaction. To determine the read access time, we need to 
return the data to the CPU in at most 3 clock cycles (60ns for 
a 50MHz system interface bus). From this maximum time we 
first subtract the propagation delay times for the clock-to-out 
of the register and the address latch. Finally, we must subtract 
the propagation delay for the data to get to the CPU and the 
setup time required by the CPU. The result is the maximum 
read access time for the SRAMs. 

For the given components, we get the following for a 
50MHz system: 

Access Time = 60ns - (address time) - (data time) 
= 60 - (4.4 + 7.5) - (3.5 + 7.4) = 19ns 

For this design we will use 15ns SRAM SIMMs to allow for 
a margin. 

CONCLUSION 
The R4xOO system interface has many features that can 

make a design challenging but with a little common sense and 
some careful planning, one can take advantage of the system 
interface and design and build a high-performance system. 
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INTRODUCTION 
The IDT79R4xOO family supports a wide variety of proces­

sor based applications including 32-bit Windows™ NT desk­
top or notebook systems. It is also suited for a variety of 
embedded applications, such as laser printers and data 
communications. R4xOO provides complete upward applica­
tion software compatibility with the IDT79R3000 family of 
microprocessors. 

IDT79R4xOO family extends performance range for em­
bedded applications performing greater than 68 SPECint92 
and 60 SPECfp92 at 100Mhz. Migrating earlier generation 
designs to R4xOO family of microprocessors is of great impor­
tance. 

This paper describes various aspects of porting software 
from R3000 embedded system to a R4xOO-based system. 
The discussion will start with changes in the software model 
from R3000 to R4xOO and associative changes in the kernel 
model. Next, various software modules that needs modifica­
tion will be discussed. The lOT's System Integration Manager 
(IDT/simTM) software will be used as an example to empha­
size major changes in the kernel model. 

Finally, some of the compatibility issues between R4600 
and R4400 will be explained to provide the better understand­
ing as how to apply the modifications to R4600 system. 

MIPS R4XOO FAMILY 
lOT's R4xOO family is the extension of lOT's RISC road 

map. It targets various segments of embedded market such 
as disk arrays, color printers and routers. The architecture 
integrates full 64-bit integer and floating point units which are 
supplemented by larger caches. It is fully upward compatible 
with R3000 instruction set. 

The changes in the software model depicts that only kernel 
model needs to be modified when earlier generation code 
(R3000) is migrated to the R4xOO architecture. User applica­
tions do not need to be modified even though some perfor­
mance improvement by taking full advantage of MIPS IIIISA. 
Changes in the software model include: 

• System control coprocessor (CPO) 
• Exception processing 
• Memory management 
• Instruction set 
• Cache organization 

SYSTEM CONTROL COPROCESSOR 
System control coprocessor (CPO) has been has been 

completely changed. Existing R3000 status register has been 
modified along with the introduction of some additional regis-

ters. Changes in the status register reflects changes in the 
exception, memory management and cache organization 
from R3000 architecture. The new registers are: 

Exception handling: Cache error register 
Xcontext register 
Error EPC register 

Memory Management: Page Mask register 
EntryHi and EntryLoO, 
EntryL01 register 
Index register 
Random and wired registers 

Cache management: Cache Tag registers 

EXCEPTION PROCESSING 
Besides changes in the exception model, newer excep-

tions were defined in R4xOO architecture. New exceptions are: 
• Trap exception 
• Floating point exception 
• Reference to WatchHI I WatchLo address 
• XTLB refill 
• Cache error exception 

Floating point errors are no longer mapped to Interrupt. 
Floating points errors are reported by an exception. Also 
exception vector locations has been changed. The R3000 
exception vector base location for non-cache access has 
been changed from OxbfcOOOOO to Oxbfc00200. Along with 
new exception vector base address, the location of exception 
vectors with respect to the base address has been changed. 
They are: 

• TLB refill OxOOO 
• XTLB refill Ox080 
• Cache error Ox100 
• General Ox180 

The 'rfe' (return from exception) instruction which is ex­
ecuted as the last instruction of exception handler has been 
replaced with 'eret' (exception return) instruction. These 
changes require major modification to the exception handling 
code. Again, this does not affect the user application as this 
code runs in kernel mode only. 

MEMORY MANAGEMENT 
In addition to 32-bit addressing mode, 64-bit addressing 

mode has also been introduced in R4xOO architecture. More­
over, three levels of security have been implemented. They 
are: 

• User mode, for user applications 
• Supervisor mode 

The lOT logo is a registered trademarK and IDT/sim, Orion, R3041 , R3051, R3052, R30Bl, R3721 , R4600, and RISController are trademarKs of Integrated Device Technology, Inc. 
Windows NT is a trademark 01 Microsoft Corporation 
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• Kernel mode 

Each mode's memory map can be configured as 64-bit 
virtual addressing space, or 32-bit virtual addressing space. 
Memory management logic maps this 32-bit or 64-bit virtual 
address space to 36-bit physical address space. 

R4xOO has integrated 'fully associative' TLB. Unlike R3000 
which has 64 entries, R4xOO has 48 entries, each mapping a 
set of odd and even pages. This effectively allows mapping of 
96 pages ata time. Moreover, 256 process IDs allows multiple 
processes share the TLB without the need of flushing it at 
context switch. 

R3000 has fixed page size of 4kB, whereas R4xOO allows 
variable page sizes, varying from 4kB to 16MB. Coherency 
attributes can be set for a page which allows the selection of 
cacheablity of the memory on a page by page basis. 

INSTRUCTION SET ENHANCEMENT. 
New instructions have been added to fully use 64-bit 

architecture. Additional instructions have been added for 
cache management, exception handling, 64-bit data move­
ment, and data manipulation. These additions include: 

• New CACHE operation instruction which allows cache 
management functions described later 

• Double word load and store operations (LDL, LOR ... ) 
• TRAP instruction for software trap exceptions. 
• Double word arithmetic operations (DADDI, DADDIU ... ) 
• Double word load and store operations to and from 

floating point coprocessor. 
• Exception handling 'rfe' instruction has been replaced 

by 'eret' instruction. 

CACHE ORGANIZATION. 
Two level of caches are supported. On R4xOOPC and 

R4600, only primary caches are supported. The caches are 
integrated on-chip and are separated as instruction and data 
caches. The cache size has been increased. R4xOO architec­
ture can support maximum of 32kbytes.ln case of IDT79R4400 
and I DT79R4600, size is fixed to 16kbytes, both for instruction 
and data caches. Line size of the caches can be configured as 
4-wide or 8-word wide. In case of R4600, line size is fixed as 
32-byte. 

Unlike the R3000 caches which has write-through update 
policy, the R4xOO has write-back caches. Caches are Direct 
map except for R4600, which has 2-way associative caches. 

MODIFYING CODE 
The porting of the R3000 code to R4xOO environment 

needs major modification to lOW-level kernel code. The user 
application can remain the same even though some perfor­
mance gain can be achieved by taking advantage of MIPS III 
I SA. 

IDTsim can be used as an example to explain the modifica­
tion required. I DT's System Integration Manager is a ROMabie 
software product that permits convenient control and debug­
ging of RISC systems built around R3000 ISA CPUs. Facilities 
are included to operate the CPU under controlled conditions, 
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examining and altering the contents of memory, manipulating 
and controlling CPU resources. IDT/sim runs in kernel mode 
and was developed originally for the R3000 environment. In 
order to port the code to R4xOO platform, minimal modification 
is required to the kernel and will be used as an example. 

In orderto discuss IDT/sim, it is important to understand the 
execution flow of IDT/sim and see which modules need 
modification. 

IDT'S SYSTEM INTEGRATION MANAGER 
(IDT/SIM) 

IDT/sim starts by executing startup code and then jumps to 
the main program which runs command line interpreter. 
Commands can be entered on-line to execute functions of the 
monitor program. 

Startup code performs several functions and then passes 
the execution control to the main program. This includes 
initializing caches, TLB, memory and configuring and initializ­
ing internal registers of the processors. The following diagram 
graphically explains execution flow of the startup code. 

Startup code 
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IDT/sim's Global Execution Flow 

The startup code begins by initializing CPU registers. This 
includes writing to the status register which disables the 
interrupts globally. 
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The next step is 'initmem' routine which does cache ma­
nipulation operations. Precisely, it configures and sizes the 
caches, then caches are flushed. This part of the code needs 
major modification as cache architecture has been completely 
changed for R4xOO. 

STARTUP CODE OF IDT/SIM 
After initializing the status register, IDT/sim determines the 
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size of the caches. In case of R3000, cache sizes are deter­
mined by isolating and then writing and reading different data 
patterns to the caches. 

In case of R4xOO, cache size and line size can be deter­
mined by reading the IC and DC bits and IB and DB bits of the 
status register, respectively. 

D-cache organization 
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Figure 1 
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Figure 2 

Caches are invalidated in R3000 architecture by isolating 
and writing partial words to the them. In case of R4xOO, cache 
operation instructions are provided which perform operations 
on caches, and when used in certain sequence, perform 
cache invalidation. 

Figures 1 and 2 explain the organization of R4xOO instruc­
tion and data caches. Note that both data and tag parts of the 
caches are parity protected. At power-up, the states of the 
parity bits and the data plus tag fields are unknown. If caches 
are accessed in this state, we may get parity error and, unlike 
the R3000 architecture where parity errors are treated as 

cache miss, the R4xOO processor will take cache error excep­
tion. Therefore, invalidating the caches in the R4xOO architec­
ture also involves forcing good parity in both the data and tag 
fields. 

The invalidation involves following steps: 
a) First, tags are initialized. The software first disables the 

cache error exceptions by writing to the DE bit of the 
status register. This is to make sure that cache error 
exception does not occur while the caches are being 
accessed. Then the value of zero is loaded into TagHi 
and Taglo registers and is transferred to all the entries of 
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the tags (both I and D caches). This is done by issuing 
'Index store tag' command. This forces good parity into 
the tags and also clears the V and CS fields of instruction 
and data cache tags, respectively. The index values are 
determined by the size of the caches and the line size. 
However, this operation does not initialize the W' and W 
field of data cache tags. 

b) Once tags have been initialized and invalidated, the next 
step is to force good parity into the data part of the 
caches. In the case of Instruction cache, 'FilU' command 
is available which allows moving data directly from the 
main memory into the caches on line by line basis. This 
operation brings data into the cache, and writes corre­
sponding valid parity. 

c) For the case of data cache, where corresponding 'Fill' 
command is not available, different means are used to 
force good parity. First, the state of the cache is changed 
from 'invalid' to 'dirty exclusive' by issuing 'Create Dirty 
Exclusive' command. Once all entries in the data cache 
have been validated, known value (say zero) is stored to 
all locations of the cache. This stores valid data and 
forces good parity. This also sets the W' and W bits of 
the tag. 

Both caches are in a valid state at this point. In order to 
invalidate these caches, 'Index invalidate' command for In­
struction cache and 'Hit invalidate' command for data cache 
are issued. The index values are determined by cache size 
and cache line size of respective caches. 

The next software module of the startup code which needs 
attention is 'initialize' routine, which is responsible for moving 
exception code to the DRAM and initializing TLB. This part of 
the code needs modification because, for the R4xOO, some 
new exceptions have been defined and the vector locations 
have been changed. The code is moved using processor's 
block write mode. The code is read into the internal registers 
from EPROM as an uncached read, and then is stored into the 
cache using the store operation. Once the code is written to 
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the D-cache, DRAMs are written by issuing 'Hit Writeback 
invalidate' cache commands. 

The next important function of the module is initializing TLB. 
For the R3000, known values are stored in EntryHi and 
EntryLo registers. Then the index value of the entry is written 
to index register which is then shifted by 6 bits. At the end, the 
'tlbwi' instruction is issued which writes the values in the 
EntryHi and EntryLo registers into the TLB entry. 

TLB entries for R4xOO are different than R3000 entries. 
Values are written to EntryHi, EntryLoO and EntryL01 regis­
ters. Page sizes are set by writing to the page mask register. 
The index value is written into index register, and then the 
'tlbwi' instruction is issued. Note that in the case of the R4xOO, 
shifting the contents of the index register by 6 bits is not 
required. 

COMPATIBILITY WITH THE R4600 ORION 
At the conclusion of this paper, it is important to discuss the 

compatibility-related issues affiliated with the R4600. The 
processor is software-compatible with earlier generation R4xOO 
architecture processors, such as R4000 and R4400. The 
processor provides some additional features which enhance 
the performance of existing R4xOO designs. The points to note 
are: 

Unlike the R4400, the R4600 has 2-way associative caches 
with line size fixed to 32-bytes. Operations which uses index 
values need to access set 0 by setting virtual address bit 13 
equal to zero and set 1 with virtual address bit 13 equal to 1. 

In addition to new cache organization, a WAIT instruction 
has been added for power management. 

CONCLUSIONS 
This paper has presented the modifications required when 

an R3000 code is ported to an R4xOO platform. Specifically, 
only the kernel mode code needs modification, whereas the 
user application can remain the same. The source code of 
IDT/sim has been used as an example to explain minimal 
modifications. This allows the design upgrade within a mini­
mal amount of time. 
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INTRODUCTION 
The Fast Restart feature of the IDT R4600 RISC CPU has 

changed the way that databus error detection is handled. This 
tech note will explain the change and describe ways to 
implement robust error detection in R4600-based systems. 

"FAST RESTART" IN THE R4600 
When the R4600 experiences a data cache miss in the data 

fetch stage ofthe execution pipeline, a stall condition stops the 
pipeline until the required data is supplied from the external 
system interface. Since the R4600 uses only SUb-block order­
ing for block reads, the data requested by the fetch will always 
be returned in the first doubleword in the read response from 
the external agent. 

As discussed in the R4600 Hardware User's Manual on 
page 3-7 under "Stall Conditions", the R4600 will resume 
processing as soon as this first doubleword is returned. This 
behavior is new to the R4600. The R4000 and R4400 wait until 
the entire cache line is refilled before the pipeline is restarted. 

BUS ERROR DETECTION IN THE R4600 
The R4600 takes a bus error exception if the active-low 

Good Data Indication bit, SysCmd(S), is set to 1 when the first 
data element is returned in a block read response. If no error 
is reported, the execution pipeline is restarted and the remain­
der of the cache line is loaded while processing continues. 

If the external agent were to report an error with these later 
data elements, the error could not be correctly associated with 
the instruction which caused it, and a proper Bus Error 
exception could not be generated. For this reason, the R4600 
does not evaluate the Good Data Indication bit on data 
elements after the first data element in block read responses. 

ENSURING DATA INTEGRITY 

Systems which implement parity on the SysADC bus 
Block read response data is loaded directly into a cache 

line, along with the parity from the SysADC bus. If the external 
agent detects an error in the first data element in the block, it 
may optionally set the Good Data Indication bit to 1 to 
generate a Bus Error exception. 

If the Good Data Indication bit is set to 0, the Data Checking 
Enable bit (SysCmd(4)) is also set to 0, and the first data 
element contains a parity error {Le., the external agent does 

not signal the error to the processor), the processor will take 
a Cache Error exception and indicate that the error came from 
the SysAD bus by setting bit 26 of the CacheErr register. 

If any of the subsequent data elements in the block read 
response contain parity errors, the bad parity will be stored in 
the cache, and later accesses to them will generate a Cache 
Error exception. The exception handler can examine the 
CacheErr and ErrorEPC registers to determine where the 
error occurred. 

Systems without parity on the SysADC bus 
If external logic is used to test for data errors and parity is 

not passed through to the R4600, the Data Checking Enable 
bit must be set to 1 during read responses. Parity will be 
generated internally by the R4600, stored in the cache along 
with the read response data and checked normally during 
processor operation. This allows the R4600 to use parity on 
the cache even if parity is not used on the external interface. 

An error in the first data element in a block read response 
may be signalled to the R4600 by setting the Good Data 
Indication bit to 1. Errors in subsequent data elements must be 
signalled using a different mechanism. The Non-Maskable 
Interrupt (NMI) exception is recommended, since it cannot be 
masked. However, it is not normally possible to continue 
program execution after servicing an NMI. 

It would also be possible for an external agent to retry a 
main memory read if a parity error is detected, and submit the 
data along with the Validln* control signal only if the data is 
error-free. This would add significant complexity to the state 
machine. It will generally be easier to connect external parity 
to the R4600 SysADC bus. 

Systems without parity on main memory 
In systems where parity is not provided on main memory, 

the Data Checking Enable bit must be set to 1 and the Good 
Data Indication bit must be setto 0 during read responses. The 
R4600 will generate parity internally and store the parity and 
data in the primary cache. Parity will be tested each time the 
cache is read, ensuring cache integrity even though the 
integrity of externally supplied data is not testable. 

COMMAND BUS PARITY 
The R4600 does not check parity on the SysCmd bus. The 

SysCmdP signal is not checked when the system interface is 
in the slave state (for example, during read responses). 
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INTRODUCTION 
The IDT79 R46aa™ (OrionTM) is a true 64-bit microproces­

sor; the internal registers, data paths, and arithmetic units are 
all 64-bits, and the processor directly implements various 64-
bit operations (such as arithmetic operations) as single cycle 
operations. 

The R46aa allows great flexibility in how this capability is 
used, insuring both compatibility with 32-bit applications, and 
insuring that new applications can easily take advantage of 
the higher bandwidth and throughput available from 64-bit 
operations. This technical note is intended to provide an 
introductory look at how the Orion, and its support tools, 
accomplish these objectives. 

THE R4500 54-BIT ARCHITECTURE 
In all respects, the R46aa is a 64-bit microprocessor. 

Consider: 
- The register file of the processor contains 32 64-bit wide 

registers, for the most part used orthogonally by the 
instruction set. 

- The functional units, including logical and arithmetic 
functions, multiply and divide, and memory management, 
operate directly on 64-bit datums. 

- The R46aa MMU manages full 64-bit virtual addresses. 
- The R46aa directly moves 64-bit datums between its 

internal caches and its internal execution core in a single 
cycle; that is, the cache data path is 64-bits wide. 
Although not strictly a pre-requisite for a "64-bit processor", 

the system interface is a 64-bit wide multiplexed address/data 
bus. However, to facilitate migration of existing software, the 
R46aa 64-bit architecture is directly compatible with 32-bit 
operations. Also note that for the R46aa, memory remains 
"byte addressable". Load and store operations can specify the 
operand size as 8-, 16-, 32-, or 64-bit in size. 

NUMERIC COMPATIBILITY BETWEEN 32-BIT 
AND 54-BIT OPERATION 

The R460a operates seamlessly with various 32-bit appli­
cations. The MIPS architecture insures this interoperabilityby 
defining that 32-bit operations will sign extend their results to 
fill 64-bit registers. Thus, using a 2's complement numeric 
representation, the value of the results appears identical when 
viewed as either a 64-bit or a 32-bit value. 

VIRTUAL ADDRESS MODE 
In addition to being able to directly utilize 32- and/or 64-bit 

numeric values, the R46aa can directly support 32-bit or 64-
bit addressing. The mechanisms provided allow varying as 
and applications strategies, including 32- or 64-bit applica­
tions running on a 64-bit operating system. To facilitate this 

operation, the R46aa offers two virtual addressing modes: 
- 32-bit virtual addressing mode. In this case, all virtual 

addresses are considered to be 32-bit values. This 
affects the operation of the address translation unit (the 
MMU), and also affects the selection of the TLB excep­
tion vectors. Specifically, virtual addresses whose upper 
32-bits are not equal to all "0" or all "1" are considered 
invalid addresses and will cause an address error. 

- 32-bit virtual addressing mode is only available to user 
and supervisor tasks: the kernel always executes in 64-
bit virtual addressing mode. This mode is selected via 
the UX (user mode) and SX (supervisor mode) bits of the 
CPo status register. 

When operating in 32-bit virtual addressing mode: 
- 64-bit operations (the MIPS-3 instruction set) are invalid. 

This prevents software from generating pointer values 
larger than 32-bits. 

- the "Regular" TLB refill exception vector is used. By 
separating the 32-bit and 64-bit vector locations, the as 
is able to quickly perform software TLB refill without 
worrying about the operating mode of the task. 

- physical addresses remain 36-bit. 
As noted above, the kernel always operates in 64-bitvirtual 

addressing mode. However, the R46aa does support an 
operating bit (KX) which enables the kernel to use the "regu­
lar", rather than extended, TLB refill exception vector. This 
was originally provided to enable existing R3aaa as and 
compiler support to be migrated cleanly to the R4xxx architec­
ture; this bit may be used to implement operating systems 
which only provide mapping support for 32-bit virtual ad­
dresses. 
- 64-bit virtual addressing mode. In this case, all virtual 

addresses are considered to be 64-bit values (Note, 
however, that the Orion only maps 40 bits of the 64-bit 
address space. Mappable virtual addresses whose 
upper 24-bits arc not all "0" or all "1" are considered 
invalid). In 64-bit virtual addressing mode: 

- 64-bit operations (the MIPS-3 instruction set) are avail-
able. 

- the "Extended" TLB refill exception vector is used. 
- Physical addresses remain 36-bit. 

COMPILER SWITCHES 
Most R46aa compilers offer similar flexibility in their treat­

ment of 64-bit vs. 32-bit data. For example, IDT/CTM offers 
switches to selectively manage: 

- whether the MIPS-3 instruction set extensions will be 
generated by the compiler (compatible with the choice of 
UXlSX described above). 

- the treatment of datum size by the compiler. For ex-

The lOT logo is a registered trademark and R4600, Orion, and IDTIC are trademarks of Integrated Device Technology, Inc. 
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ample, depending on switches selected, integers could 
be 32-bit or 64-bit values, and types such as "long" can 
be defined to be the appropriate width. 
The IOT/c compiler supports various switches, including 

the following: 
- MIPS-3 switch. If this switch is activated, the compiler will 

generate MIPS-3 instructions where appropriate. In this 
case, the full register width of the integer and CPU units 
is used (64-bits); types "int" and "long" are 32-bits; 
addresses or pointers are 32-bits; and the type "long 
long" specifies a 64-bit datum. 

- mlong64. This switch (used with "-mips3") makes all 
"long" variables and pointers 64-bits, but integers remain 
32-bits. 

- mint64. This switch makes all variables of type "int", 
"long", and "long long" to be 64-bits, and activates the "­
mlong64" switch automatically. 
With this flexibility, the programmer can implement a vari­

ety of schemes, including applications which use 32-bit point­
ers referencing 64-bit datums; 64-bit pointers and datums; 32-
bit pointers and datums, etc. This capability enables systems 
to take advantage of the bandwidth available from the 64-bit 
processor without rewriting the entire application (and using 
up memory resources). 

TECHNICAL NOTE TN-21 

SUMMARY 

The R4600 is a true 64-bit microprocessor. However, the 
processor architects have implemented it in a fashion that 
allows 32-bit applications to readily take advantage of the 
100+ MIPS capability of the device, without forcing compli­
cated changes to the application or the operating system. 
Although the Orion does NOT implement a "32-bit mode", the 
use of 32-bit virtual addressing mode, along with the tech­
nique of sign-extending 32-bit values so that they are compat­
ible with 64-bit operation, allows software to readily take 
advantage of the performance available in the Orion. 
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G R4600™ CACHE INITIALIZATION TECHNICAL 
NOTE 
TN-22 

Integrated Device Technology, Inc. 

By Russell Cummings 

INTRODUCTION 
The IDT79R4600™ Orion™ RISC microprocessor is a full 

64-bit architecture that brings desktop-like performance at a 
fraction of the price. It is pin-compatible with its predecessor 
the R4400PC™ and uses the same instruction set. It provides 
complete upward application-software compatibility with the 
IDT RISControlier™ family. The R4600 maximizes the perfor­
mance by implementing large on-chip two-way set associa­
tive caches, a five stage pipeline with fewer stalls and an early 
restart mechanism for cache refills during data cache misses. 

This Technical Note addresses the initialization of both the 
instruction and data caches. It includes the basic assembly 
code needed to do this task and also addresses any issues 
pertaining to cache initialization. 

THE R4600 CACHES 

ORGANIZATION OFTHE PRIMARY DATA 
CACHE (D-CACHE) 
2928272625 2423 

PTag 

1 1 1 1 2 24 
71 64 63 

DataP 

DataP 

DataP 

DataP 

8 

F 
Figure 2: Data Cache Line Format 

FIFO Replacement Bit 
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Data 

Data 

Data 

Data 
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The R4600 contains two 16KByte caches, one for instruc- W' Even parity for the write-back bit 
Write-back bit (set if cache line has been written) 
Even parity for the PTag and CS fields 
Primary cache state: 
o = Invalid, 1 = Shared, 
2 = Clean Exclusive, 3 = Dirty Exclusive 

tions and the other for data. Both caches are two-way set W 
associative with 8 word (32-byte) line sizes. The caches are P 
virtually indexed (part of the virtual address is used to index CS 
into the cache array) and physically tagged (the tag in the 
array is compared with the physical address to determine a hit 

PTag Physical tag (bits 35:12 of the physical address) 
or miss). 

ORGANIZATION OF THE PRIMARY INSTRUC­

TION CACHE (I-CACHE) 
Each line of primary I-cache data (although it is actually an 

instruction, it is referred to as data to distinguish it from its tag) 
has an associated 28-bit tag that contains a 24-bit physical 
address, a single valid bit, a reserved bit, a single parity bit and 
the FIFO replacement bit. Word parity is used on I-cache data. 

Figure 1 shows the format of a primary I-cache line. 
2726252423 

PTag 

1 1 1 1 24 65 64 63 
DataP Data 
DataP Data 
DataP Data 
DataP Data 

2 64 

o 

( 

3127 draw 01 

PTag 
V 
F 
P 
DataP 
Data 

Physical tag (bits 35:12 of the physical address) 
Valid bit 
FIFO Replacement Bit. Complemented on refill. 
Even parity for the PTag and V fields 
Even parity; 1 parity bit per 32-bit word of data 
Cache data 

Figure 1: Instruction Cache Line Format 

DataP Even parity for the data; 1-bit per byte 
Data Cache data 

Each line of primary D-cache data has an associated 30-
bit tag that contains a 24-bit physical address, 2-bit cache line 
state, a write-back bit, a parity bit for the physical address and 
cache state fields, a parity bit for the write-back bit and the 
FIFO replacement bit. 

Figure 2 shows the format of a primary D-cache line. 

CACHE INITIALIZATION 

CACHE STATE DURING RESET 
The contents of the primary caches are undefined at the 

end of the reset sequence. Not only are the tags in an 
undefined state but the data arrays are also undefined. It is 
therefore necessary to properly initialize both the TAG and 
Data arrays before the caches are used. Properly initialized 
means: 1) there is valid parity, tag data and array data and 2) 
the tag is in the invalid state. This task is further complicated 
by the 2-way set associativity of the caches in that the system 
designer must make sure that both sets are initialized cor­
rectly. 

This was the reason that the CACHE instruction was 
defined. It allows the kernel to perform the tasks of cache 
initialization and maintenance. There are two basic types of 
CACHE instructions: indexed and hit. The indexed operations 
use part of the virtual address to specify a particular cache 
block (VA [12:5]) and VA[13] to specify a particular set. The 
"hit" operation accesses the specified cache as normal data 
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references and performs the specified operation if the cache 
block contains valid data with the specified physical address (a 
hit). If both sets are invalid or contain different addresses(a 
miss), no operation is performed. 

PRIMARY DATA CACHE INITIALIZATION 
It is in general much simpler to test the data cache than the 

instruction cache. One reason for this is that if the data cache 
read fails, the program can still continue where as an instruc­
tion cache failure can result in the program getting lost and not 
finding its way back to the correct code. The TagHi and Taglo 
registers are used for managing the tags. The format for the 
Taglo and TagHi registers is shown in figure 3. 

31 87 6 5 3 2 1 0 

Taglo I PTagLo I PState I RWNTI FI 0 I pi 
24 2 3111 

31 0 

TagHi I 0 I 
~ 

Field Description 3127 drw03 

PTagLo Specifies the physical address bits 35:12 
PState Specifies the primary cache state 
P Specifies the primary tag even parity bit 
F The FIFO bit used to implement FIFO refill of the cache 
RWNT ReadlWrite bits required for Windows NT 
o Reserved. Must be written as 0; returns 0 when read 

Figure 3: TagHi and Taglo Format 

The basic procedure to initialize the data cache is to first 
turn off error checking (if not already off). Next, use the Taglo 
and TagHi registers along with the CACHE instruction to place 
the known good tag into the array (rememberto get both sets). 
Set the Taglo and TagHi both to zero. Next, the base address 
and loop counter are setup. The base address is where known 
good (initialized) data is loaded from and the loop counter is 
an indicator of when the procedure is finished. Now, invalidate 
all the tags using the Index_Store_ Tag CACHE instruction 
(again on both sets). Next, place known good data into the 
data array using a load word instruction (because both sets 
are now invalid, the result is block reads from memory for each 
load). Finally, re-invalidate the tags. 

1 : 

2: 

Example code is shown in Table 1. 

Ii r2, Ox8000_0000 
Ii r25,255 
mtcO rO, CO_TAGlO 

1* Setup base address"' 
1* Setup loop counter to # lines"' 
I*Setup Taglo to invalidate tags "' 

cache Ox9, OxO(aO) 1* Index Store Tag - SetO "' 
cache Ox9, Ox2000(aO) 1* Index Store Tag - Set1 "' 
Iw rO, OxO(r2) 1* clear dirty bits and set data and parity"' 
Iw rO,Ox2000(r2) 1* to known good values "' 
cache Ox9, OxO(aO) 1* Index Store Tag - Seta "' 
cache Ox9, Ox2000(aO) 1* Index Store Tag - Set1 "' 
addu r2, Ox20 1* increment address pointer "' 
bgtz r25, 1 b 1* see if loop done "' 
addi r25, -1 1* decrement loop counter"' 

Table 1: Data Cache Initialization 
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PRIMARY INSTRUCTION CACHE 
INITIALIZATION 

The primary Instruction cache is initialized in a similar 
manner. Because there is no way for a load to place data into 
the I-cache data array directly, a CACHE operation is provided 
("Fill_I") to allow for data to be placed in the I-cache data 
array from memory. 

The basic procedure to initialize the I-cache is to first turn 
off error checking (if not already off). Next, use the Taglo and 
TagHi registers along with the CACHE instruction to place the 
known good tags into the array (remember to get both sets). 
Set the Taglo and TagHi both to zero. Next, the base address 
and loop counter are initialized. The base address is where 
known good (initialized) data will be loaded from and the loop 
counter indicates when the procedure is done. Now, invali­
date all the tags using the Index_Store_ Tag CACHE instruc­
tion (again on both sets). Next, place known good data into the 
data array using Fill_I CACHE instruction (because both 
sets are now invalid, the result is block reads from memory for 
each Fill_I instruction). Finally, re-invalidate the tags. 

Example code is shown in Table 2. 

1: 
mtcO rO, CO_TAGlO 1* Setup Taglo to invalidate "' 
Ii r2, Ox8000_0000 1* Setup base address "' 

r25,255 1* setup loop counter to # lines"' 
2: 

cache Ox8, OxOO(r2) 1* Index Store Tag, Seta "' 
cache Ox8, Ox2000(r2) 1* Index Store Tag, Set1 "' 
cache Ox14,OxOO(r2) 1* fillicache data from memory "' 
cache Ox14,Ox2000(r2) 1* fillicache data from memory *' 
cache Ox8, OxO(aO) 1* Index Store Tag - SetO *' 
cache Ox8, Ox2000(aO) 1* Index Store Tag - Set1 *' 
addu r2,Ox20 1* increment address painter "' 
bgtz r25,1b 1* see if loop done *' 
addi r25, -1 1* decrement loop counter "' 

Table 2: Instruction Cache Initialization 

CONCLUSION 
The R4600 is a high-performance CPU and achieves this 

through several methods, one is using 2-way set associative 
caches. The use of set associative cache adds some steps to 
the initialization of the cache but help is provided with the 
CACHE instructions. Also, to avoid problems, one must make 
sure that the caches are correctly initialized in both the tag and 
the data arrays with valid data in the tag, parity and data array 
and that the state of the line is set to invalid. 
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"OUTSIDE-SPECS" NOTE 
TN-23 

DIFFERENCES 
Integrated Device Technology, Inc. 

By Robert Napaa 

INTRODUCTION 
The I0T79R4600'" Orion'" RISC microprocessor is a full 

64-bit architecture that brings non-desktop performance at a 
fraction of the price. It incorporates advanced power manage­
ment techniques to lower the peak and typical power con­
sumptions. It features an impressive performance at a rela­
tively low power with about 35 SPECint92IWatt. With its low 
power and high performance, the R4600 supports a large 
base of processor applications, including 32-bit Windows™ 
NT desktop or notebook systems. It is well suited for a 
multitude of embedded applications including laser printers, 
color printers, color X-terminals, routers, data communica­
tions, disk arrays and set-top cable boxes. 

The R4600 is pin compatible with its predecessor the 
R4400PC'" and uses the same instruction set. It provides 
complete upward application-software compatibility with the 
lOT RISController™ family. The R4600 maximizes the perfor­
mance by implementing large on-chip two-way set associa­
tive caches, a five stage pipeline with fewer stalls and an early 
restart mechanism for cache refills during data cache misses. 
The power saving is implemented through an intelligent power 
management scheme which turns-off the power from the 
currently unused sections of the part. A standby mode is also 
available through software control which shuts down the 
internal clocks and freezes the pipeline, thus reducing the 
consumed power drastically. 

This Technical Note addresses the differences between 
the R4600 and the R4400PC. It mainly highlights the subtle 
differences that might cause system incompatibilities when 
swapping the two parts. 

NOT AN R4400PC CLONE 
The lOT R4600 is a independent design that implements 

the MIPS-III Instruction Set Architecture (ISA). It is not an 
R4400PC clone; it doesn't use the R4400PC design data base 
or internal architecture. It is a complete new design that 
implements major internal architectural differences to achieve 
higher performance over the R4400PC with a smaller die area 
and a lower power consumption. It also implements additional 
bus interface protocols to speed the main memory interface 
and improve the overall performance of the system. The core 
of the R4600 is fully static and implements several power 
management techniques to reduce the overall system power 
consumption. The integer and the floating-point execution 
units of the R4600 share some of the internal resources ( such 
as the multiplier and the divider) to reduce the die size and the 
power requirements. 

The R4600 is designed to maintain full compatibility (hard­
ware and software) with the R4400PC but with a better 

execution engine and bus interface protocol to enhance the 
overall system performance. 

COMPATIBILITY WITH THE R4400PC 
The R4600 is plug, pin and software compatible with the 

R4400PC. This compatibility is guaranteed for systems that 
are designed to the specifications of the R4400PC data sheet 
("Within-Specs"). For such systems, the R4600 is a one-to­
one replacement of the R4400PC. Software applications 
should execute without modifications and the hardware plat­
form should be used as is. However, even for systems 
designed "Within-Specs", there are some differences be­
tween the R4600 and the R4400PC that the system designer 
and/or the code developer must be aware off. These differ­
ences ,are well documented in the data sheet of the R4600. 
These differences are mainly due to the different 
microarchitecture of the two devices, their implementation 
and their behavior. 

In systems that violate the R4400PC or the R4600 data 
sheet speCifications ("Outside-Specs"), the behavior of the 
two parts might be (and most of the time will be) completely 
different. For example, systems which rely on empirical obser­
vations of the R4400PC behavior might not run properly with 
an R4600. These situations create serious systems incompat­
ibilities for the system designers and/or the code developer. 

DIFFERENCES "WITHIN-SPECS" 
The differences "Within-Specs" between the two parts are 

primarily due to the different microarchitectures. All these 
"Within-Specs" differences are well documented in the data 
sheet of the R4600. These differences are not considered 
"bugs" and will not be modified. Systems that are designed to 
support both parts interchangeably must take these differ­
ences into account. The hardware platform has to be de­
signed in a way to take advantage of the additional bus 
capabilities of the R4600 for example. Similarly, the software 
applications have to be able to take advantage of the two-way 
set associative primary caches and a shorter pipeline. With 
these differences in mind, it is possible to design systems that 
support both parts seamlessly. 

Architecture 

There are several architectural differences between the 
R4600 and the R4400PC. These architectural differences 
enable the R4600 to improve the overall system performance 
by 20% to 30% compared to R4400PC based systems. The 
internal architectural differences include different implemen­
tation of the primary caches, the pipeline, the Co-Processor 
o and the Co-Processor 1. These implementations allow the 
R4600 to achieve a higher performance on the same applica-

The lOT Logo Is a registered trademark and RISControlier and R4400, R4600, and Orion are trademarks of Integrated Device Technology, Inc. 
The MIPS Is a registered trademark and R3000 and MIPS-lll are trademarks of MIPS Computer Systems, Inc. 
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tions. Furthermore, the R4600 bus interface unit is designed 
to maximize the bus utilization through the added bus write 
protocols. These new protocols increase the overall system 
performance without relying on re-compilation. 

Implementation 
There are very few differences (between the R4600 and the 

R4400PC) in the implementation of the MIPS-III ISA set. 
Mainly, the R4600 conforms to the MIPS specifications re­
garding the timing hazards when accessing some of the Co­
processor 0 registers. 

Behavior 
The R4600 matches the behavior of the R4400PC even 

when this behavior is different from the published MIPS 
architectural specifications. 

DIFFERENCES "OUTSIDE-SPECS" 
The R4600 is not an R4400PC clone. The internal logic of 

the R4600 is completely different from that of the R4400PC. 
This is mainly due to the differences in the microarchitecture 
between the two parts and the added bus protocols on the 
R4600. This means that outside the specifications of the data 
sheet ("Outside_Specs") of both parts, the behavior of the 
R4600 can be completely different from that of the R4400PC. 
This different behavior might cause serious systems incom­
patibilities when swapping the two parts. Systems designers 
must be very careful not to violate the data sheet specifica­
tions of either part to ensure total compatibility and avoid 
unpleasant surprises. 

Definition of "Outside-Specs" 
The definition of "Outside-Specs" refers mostly to the 

violations of the data sheet specifications of the R4600 or the 
R4400PC. The most common cases are the violation of the 
setup and/or hold time of the data or control signals. Another 
common one is the misinterpretation of the timing diagrams. 
There are other more subtle violations that might be harder to 
detect. For example asserting the control signals to the CPU 
(such as -Validln) for more than the required time can cause 
the state machine of the bus interface unit to lose synchroni­
zation. Further, any "between-the-Iines" interpretation of the 
R4400PC or the R4600 data sheets can also become a 
violation of the specs. This list is not all inclusive and should 
be used a guideline to possible violations or misinterpretations 
of the data sheets of either part. 

Why different behavior? 
The internal logic of the two parts is completely different 

because of the architectural differences between them. Such 
architectural differences include different primary caches, 
pipeline, Co-Processor 0 and Co-Processor 1. Mainly, the 
two-way set-associative primary caches, support for data 
streaming, and the five stage pipeline on the R4600 require a 
total different set of internal logic and state machine. Further, 
the additional bus write protocols, such as pipeline write and 
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write re-issue require more internal logic than the bus inter­
face unit of the R4400PC. 

The two parts will, most probably, react differently to 
erroneous stimulus and to violations of the data sheet speci­
fications. The scope of the reaction of each part is not 
guaranteed and depends on the internal state of the logic. 

The internal logic architecture of the R4600 is designed to 
be compatible with the specifications of the R4400PC data 
sheet but will respond differently to deviations from these 
specifications. 

First Symptoms 
The very first symptoms appear when the two parts are 

swapped in a system and the system doesn't work. This 
usually indicates a "Within-Specs" incompatibility rather than 
an "Outside_Specs" one. Such problems are usually easily 
traced to improper S/W initialization of the internal register or 
caches. Similarly, incorrect reset vectors or the wrong usage 
of any part can cause this type of problems. These problems 
are easily fixed when using the proper initialization sequence 
or the proper reset vector and so on. 

On the other hand, "Outside-Specs" problems are much 
harder to trace, to determine and to solve. They are usually 
very time consuming and very frustrating. The usual scenario 
is that the system works fine with either CPU. However, the 
system might crash from time to time when using one part and 
not the other. Most of the time this is a clear indication that 
there is a data sheet violation somewhere in the system. It 
could be hardware or software. This behavior of the system is 
in line with the expectation that two parts will respond differ­
ently to erroneous stimulus. One part could cope perfectly with 
violation of the specs while the internal state machine of the 
other is being driven to an unknown, undefined or undesired 
state. Such problems are the hardest to find and usually 
require additional searching and experimenting to be re­
solved. 

CONCLUSION 
The R4600 is plug and software compatible with the 

R4400PC "Within-Specs". However, even "Within-Specs", 
there are some differences that are well documented in the 
data sheet of the R4600 and the errata of the different 
revisions of the device. These differences are mainly in the 
microarchitecture of the part. System designers and software 
developers must be aware off these differences and take them 
into considerations when designing systems that will support 
both parts. These differences are not considered "bugs" and 
will not be modified. 

On the other hand, if the specifications of the data sheet are 
violated, the behavior of the two parts will be different, creating 
incompatibilities when swapping the two parts. System de­
signers and software developers must avoid violating the 
specs to ensure a proper design and minimize the time 
discovering the incompatible modes between the two parts. 

195 



G® HEATSINK ISSUES FOR 
MICROPROCESSOR PRODUCTS TECHNICAL NOTE 

WITH INTEGRAL SLUG TN-25 

Integrated Device Technology, Inc. 

SUMMARY: 
Designing in highly integrated, high clock rate microprocessors such as the R4600 requires careful consideration of thermal 

management. To ease this burden lOT utilizes an integral heat slug technology in its pin grid array packages. This heat slug 
is made of thermally conductive material such as CuW which is embedded into the ceramic base of the package. I n the process 
of selecting a heat sink, designers should be aware of some of the constraints associated with industry standard PGA's to avoid 
potential mechanical problems while affixing heat sinks to the integral slug. 

Heat slug is at Vcc potential: 
The Integral heat sink used in 179, 161, and 447 PGA packages allows maximum heat transfer (minimum theta jc) from 

the back of the die to the external surface of the heat sink. This puts the heat slug at Vcc potential which must be taken into 
consideration when selecting external finned heat sinks and EMI shields. 

Clips and EMI shields can damage package edge: 
Industry standard ceramic package construction techniques used by leading package vendors for electrolytic nickel and 

gold plating of internal traces leaves microscopically fine pattern of electrically active metallic contacts on all four edges of the 
ceramic package body. Sufficient abrasion of the package edges can result in unintentional electrical connection between the 
internal traces of the package and any metallic material touching the package edge; thus, the use of a metallic clip to attach 
an external heat sink to the package or a heat sink design that contacts the edges of the package is not recommended and 
must be taken into consideration for heat sink selection and attachment method. 

Recommendation: 
Avoid use of heatsink clips or EMI shields which contact the PGA package edge. Consult your heatsink vendor about the 

proper heat sink for you application. 
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TIMING ISSUES NOTE 
TN-26 

Integrated Device Technology. Inc. 

by Robert Napaa 

INTRODUCTION 
The lOT Orion™ Family of 64-bit microprocessors supports 

a wide variety of processor-based applications, including 32-
bit Windows NT desktop or notebook systems and embedded 
systems. The Orion™ family includes several members such 
as the R4600, the R4700, and the R4650. New products are 
continuously under development and introduced regularly. 

This Technical Note focuses on the SysAD output timing 
parameters for the Orion™ family which appear in the "AC 
Electrical Characteristics System Interface Parameters" tables 
in the data sheets for these products. 

BACKGROUND 
The data sheets for the different devices in the Orion™ 

Family list the system interface AC parameters in the "System 
Interface Parameters" table. This table lists the AC param­
eters that specify the output timing forthe data movement from 
the CPU to the external memory (tOM and too)' It also lists the 
AC parameters that specify the input timing for the data 
movement from the main memory to the CPU (tos and tOH)' The 
tos parameter specifies the minimum data setup time that the 
system must guarantee before the rising edge of SClock for 
the CPU to sample the input data properly. Similarly, the tOH 
parameter specifies the minimum data hold time that the 
system must guarantee after the rising edge of SClock to 
ensure that the CPU sampled the input data properly. 

SCLock ~ ~ (R4600/R4700~Master 
Clock R4650) 

I 

TCLock(Or Equivalent) ~ ~ 

RCLock(Or Equivalent) 

DATA OUTPUT TIMING PARAMETERS 
There are two parameters, tDM and too that specify the AC 

parameters forthe output signals (address and data) provided 
by the CPU. 

Definition 

The output signals (address and data) from the CPU 
become stable a minimum of tOM ns and a maximum of too ns 
after the rising edge of the Clock (the SClock in the case of the 
R4600/R4700 and the MasterClock in the case of the R4650). 
This drive-time is the sum of the maximum delay through the 
processor output drivers together with the maximum clock-to­
a delay of the processor output registers. 

tDO 
too specifies the maximum time it takes for the data issued 

from the CPU to reach valid signal levels (1.5V) after the rising 
edge of the Clock (SClock in the R4600/R4700 case and 
MasterClock in the R4650 case). During that time frame, the 
external system should not sample these lines because the 
voltage levels might chane before the final levels are reached. 
The too parameter is specified by the maximum values in the 
"System Interface Parameters" table. The two values listed 
provide a range that corresponds to the levels of the output 
drivers strength programmed during the boot sequence of the 
CPU. Figure 1 illustrates the too parameter. 

/ ~ 

/ ~ 

SYSAo----------~I-.--~~~---O-A-TA---------------------------3-2-09-dm---Ol 
tOM 

Figure 1. The too Parameter 

The lOT Logo is a registered trademark and RISControlier. R3051 and Orion are trademarks of Integrated Device Technology. tnc. 
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tOM 
tOM specifies the minimum time it takes for the data issued 

from the CPU to reach valid voltage levels (1.5V) after the 
rising edge of the Clock (SClock in the R4600/R4700 case and 
MasterClock in the R4650 case). During that time frame, the 
voltage levels on these data lines might change before the 
final levels are reached. The tOM parameter is specified by the 
minimum values in the "System Interface Parameters" table. 
The two values listed provide a range that corresponds to the 
levels of the output drivers strength programmed during the 
boot sequence of the CPU. Figure 2 illustrates the toMparam­
eter. 

The tOM parameter should not be considered as data hold 
time from the CPU (there is no parameter that specifies the 
data hold time from the CPU to the system). The tOM parameter 
specifies when the voltage levels have stabilized not when the 
CPU starts changing the data. This actually implies that the 
CPU could start changing the data earlier than the tOM value. 

Data Sheet Testing 

The devices are tested to data sheet specifications prior to 
shipment. On the tester, only the too parameter is measured 
and characterized for both the minimum and maximum val­
ues. The tOM parameter is not measured and is only guaran­
teed by design. 

I 
SCLock 

~ ~ (R4600/R4700JMaster 
Clock R4650) 

I 
TCLock(Or 
Equivalent) ,{ ~ 
RCLock(Or 
Equivalent) 

TECHNICAL NOTE TN-26 

Practical Considerations 

For system designers, the parameter that should be taken 
into consideration is too which specifies the maximum time 
before the data is valid from the CPU. The tOM parameter in 
reality should not be used, since it specifies only the minimum 
time it might take the data to become valid. The tOM parameter 
should not be used as the data hold time from the CPU. 

When using the R4600/R4700 processors, the RClock 
should be used to sample the output signals from the proces­
sor. The RClock is leading SClock by 25% and thus offers the 
neccessary hold time for the external logic. When using the 
R4650 a similar clock to the RClockshould be generated form 
the input clock distribution tree to sample the processor output 
signals. A detail explanation on this topic is available in the 
Application Note titled "Adapting an R4600 design to the 
R4650". 

CONCLUSION 
The "System Interface Parameters· tables in the data 

sheets for the Orion™ Family of microprocessors provide the 
necessary AC parameters for the interface with the CPU. The 
tos and tOH parameters specify the timing for the data move­
ment from the system into the CPU. The tOM and too param­
eters specify the data movement from the CPU to the system. 
The too parameter specifies the maximum time for the data to 
become valid while the tOM parameter specifies the minimum 
time. The tOM parameter should not be treated as the data hold 
time from the CPU. 

/ ~ 

/ ~ 

Sys 

9 DATA AD 

.- 3209 drw02 

tOO 

Figure 2. The tOM Parameter 
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(~5 USING THE IDT79R3051™ APPLICATION 
WITH THE HP16500 LOGIC NOTE 

ANALYZER AN-93 
Integrated Device Technology, Inc. 

by Andrew Ng 

INTRODUCTION 
The IDT79R3051™ RISControlier™ is a highly integrated, 

high-performance MIPSTM R3000™ instruction set compat­
ible CPU that minimizes system cost and power consumption 
across a wide variety of embedded applications. The R3051 
includes 4kB - 8kB of instruction cache, 2kB of data cache, 
4-deep read and write buffers, on-chip DMA arbitration, a 
simple external bus interface, as well as the core R3000A 
execution engine - all in a single chip 84-pin package. 
However, in today's marketplace, the technical features of a 
microprocessor are not enough to guarantee a successful 
product. A new CPU such as the R3051 must also have a 
large base of software applications, and very importantly, 
adequate hardware and software development and debug 
tools. The R3051 family already has a large base of software 
applications and a large set of development tools because of 
its R3000A instruction set compatibility and also because of its 
widespread market acceptance. The use of just one of these 
tools, the IDT7RS364 Disassembler for the HP16500 Logic 
Analyzer will be explained here. 

THE IDT7RS364 DISASSEMBLER AND THE 
HP16500 LOGIC ANALYZER 

The IDT7RS364 Disassembler for the HP16500 Logic 
Analyzer is a useful tool meant to ease the task of debugging 
software run on R3000-based Target System Boards. Logic 
analyzers are inexpensive, general purpose debug tools 
which do not have the power of in-circuit emulators to actively 
control and simulate target system CPU and memory 
behavior. However, logic analyzers do provide a useful 
subset of in-circuit emulator debug capabilities by allowing an 
engineer to observe and analyze the digital circuit behavior of 
the target system. 

The I DT7RS364 Disassembler consists of a software pack­
age that when loaded into the HP16500, pre-processes and 
formats the state trace listings ofthe Logic Analyzer. As shown 
in Figure 1, the HP16500 allows the engineer to capture the 
CPU's executed hex/binary machine opcodes in a typical 
Logic Analyzer State Trace Listing format. The user can set 
multilevel trace traps to capture the area of interest. As shown 
in Figure 2, with the addition of the I DT7RS364 Disassembler, 
the hex machine opcodes are automatically decoded and 
displayed in R3000 assembly code level mnemonic format. 
Thus the readability and usefulness of the state trace list 
display screen of the Logic Analyzer are greatly improved. 

( Stateffiming E ) ( Listing 1 ) ( Invasm ) ( Print ) ( Run) 

ADDR II DATA II STAT II Time 

Hex II Hex II Hex II Absolute 

-6 1FCOOOOO OBFOO088 0010 0 s 
-5 1FCOOO04 00000000 0010 760 ns 
-4 1FC00220 3C020010 0010 1. 52 us 
-3 1FC00224 40826000 0010 2.24 us 
-2 1FC00228 40806800 0010 3.00 us 
-1 1FC0022C 3C02AOOO 0010 3.76 us 

0 1FC00230 3C08AAAA 0010 4.52 us 
1 1FC00234 35085555 0010 5.24 us 
2 1FC00238 AC480000 0010 6.00 us 
3 1FC0023C AC400004 0010 6.76 us 
4 00000000 AAAA5555 0000 7.40 us 
5 1FC00240 8C490000 0010 7.88 us 

00000004 00000000 0000 8.52 us 
7 1FC00244 00000000 0010 9.00 us 
8 00000000 AAAA5555 0010 9.64 us 
9 1FC00248 11280003 0010 10.32 us 

2883 drw01 

Figure 1. R3051 Address/Data Trace List on a Logic Analyzer 
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( Stateffiming E ) ( Listing 1 ) ( Invasm ) ( Print ) ( Run) 

AOOR II R3000 Mnemonic II STAT II Time 

Hex II hex II Hex II Absolute 

-6 1FCOOOOO J Ox1FC00220 0010 0 s 
-5 1FCOOO04 Nap 0010 760 ns 
-4 1FC00220 LUI vO,Ox0010 0010 1.52 us 
-3 1FC00224 MTCO vO,$12 0010 2.24 us 
-2 1FC00228 MTCO zero,$13 0010 3.00 us 
-1 1FC0022C LUI vO,OxAOOO 0010 3.76 us 

0 1FC00230 LUI to,OxAAAA 0010 4.52 us 
1 1FC00234 ORI to,tO,Ox5555 0010 5.24 us 
2 1FC00238 SW to,OxOOOO(vO) 0010 6.00 us 
3 1FC0023C SW zero,OxOO04(vO) 0010 6.76 us 
4 00000000 STORE DATA OxAAAA5555 0000 7.40 us 
5 1FC00240 LW tl,OxOOOO(vO) 0010 7.88 us 
6 00000004 STORE DATA OxOOOOOOOO 0000 8.52 us 
7 1FC00244 Nap 0010 9.00 us 
8 00000000 LOAD DATA OxAAAA5555 0010 9.64 us 
9 1FC00248 B Ox1FC00258 0010 10.32 us 

2883 drw02 

Figure 2. R3051 Instruction Disassembly on the HP16500 Logic Analyzer 

CIk2xln, Reset Oiag(1:0) .. -- ~ --AlO(31:0) FCT373T A(31 :4), BE(3:0) .. 

LATCH 
.. 

ALE .. ~ .. 

Int(5:3), Slnt(2:0) .. ... 
SBrCond13:2) R3051 MEMORY 

_ ... 
RISControl/er SYSTEM ... 

BrCond(1 :0) 
FCT623T 0(31:0) 

--"" TRANS-... - .. 
CEIVER 

BusError .. ... IIIIIIIIIIIIIII -RdCEn, Ack -'" 
Rd, Wr, BurstlWrNear, OataEn, Addr(3:2), SysClk ... 

BusReq BusGnt .. 
2883 drw03 

Figure 3. Typical R3051 System 
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Connecting the R3051 to the HP16500 Pod Sets 
Before the Disassembler can be used, the correct connec­

tions between the R3051 and the HP16500 must be made. 
The Disassembler requires five 16-channel probe pod sets. 
The Disassembler expects that the Pod Probe connections 
follow its interface protocol so that the pre-processing can 
correctly interpret the address, data, and status lines. The 
Disassembler typically uses 32 Address lines, 32 Data lines, 
a Read line, and a'Write line. 

In th~ypical R3051 system as shown in Figure 3, the 
R3051 l s Rd output is used as the read line and the R3051 's Wr 
output is used as the write line. The Disassembler uses the 
read and write signals as clocks to strobe the address and 
data into the Logic Analyzer. Since the top speed of the State 
traces on the HP16500 is 35 MHz and the fastest possible 
memory cycle is 2 clocks, the Disassembler can easily sup­
port 40 MHz R3051 CPUs and has a theoretical limitation of 
70 MHz. 

POD 5 POD 4 POD 
chan sig chan sig chan 

15 X 15 AlD(31) 15 

14 X 14 AlD(30) 14 

13 X 13 AlD(29) 13 

12 Gnd 12 AlD(2S) 12 

11 X 11 AID (27) 11 

10 Note 2 10 AlD(26) 10 

9 X 9 AlD(25) 9 

S X S AID (24) S 

7 X 7 AlD(23) 7 

6 X 6 AID (22) 6 

5 X 5 AlD(21) 5 

4 Wr 4 AlD(20) 4 

3 X 3 AlD(19) 3 

2 X 2 AlD(1S) 2 

1 X 1 AlD(17) 1 

0 X 0 AlD(16) 0 

NClk MClk Rd LClk 

APPLICATION NOTE AN-93 

The Address lines can be gathered from the Address Latch 
outputs and Addr(3:2). Not all 32 address lines need to be 
attached, as the user can format the address line's MSB 
channel probes to not show up in the state trace listing if 
desired. In such a case, the user can use the extra channel 
probes for other purposes. 

In general, Data lines can be gathered from the AJD bus. 
Some systems, with only one set of Data Transceivers, can 
gather the data from the memory side of the Data Transceivers 
in order to reduce AJD bus loading. The R3051 connections to 
the five HP16500 Channel Probe Pod sets are listed in Table 1. 

The Disassembler has three status lines, Write, AccTyp(2) 
and AccTyp(O). The R3051 's Wr output can be used as the 
write line so that the Disassembler can distinguish between a 
read and a write cycle. AccTyp(2) and AccTyp(O) are optional 
connections for cached code and in general should be grounded 
or at least left unconnected. The optional use of AccTyp(2) 

3 POD 2 POD 1 
sig chan sig chan sig 

AlD(15) 15 A(31) 15 A(15) 

AlD(14) 14 A(30) 14 A(14) 

AlD(13) 13 A(29) 13 A(13) 

AlD(12) 12 A(2S) 12 A(12) 

AlD(11) 11 A(27) 11 A(11) 

AlD(10) 10 A(26) 10 A(10) 

AlD(9) 9 A(25) 9 A(9) 

AlD(S) S A(24) S A(S) 

AlD(7) 7 A(23) 7 A(7) 

AID (6) 6 A(22) 6 A(6) 

AlD(5) 5 A(21) 5 A(5) 

AID (4) 4 A(20) 4 A(4) 

AlD(3) 3 A(19) 3 Addr(3) 

AID (2) 2 A(1S) 2 Addr(2) 

AlD(1) 1 A(17) 1 Gnd 

AID (0) 0 A(16) 0 Gnd 

KClk JClk Wr 
2883 tbl 01 

Table 1. R3051 Default Pod Connections on the HP16500 logic Analyzer 

NOTES: 
1. Master Clock Fonnat: Jt + Mt 
2. POD5(12) is AccTyp(2) and POD5(1 0) is AccTyp(O). If AccTyp(2) is grounded then AccTyp(O) is not used by the Disassembler and can be used for other 

purposes. See text for further explanation. 
3. A(3~ :4) are connected to the Address Latch outputs. The rest of the Signals are connected to R3051 outputs. X's denote unused probes that can be 

assigned by the user. 
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and AccTyp(O) will be explained in more detail in the Cached 
Code/Data section. The 1'6-channel status pod has 13 un­
used channels that can be used to display other signals, e.g., 
the Byte Enables. 

To a limited extent, the default ordering of the channel probe 
connections can be changed by the user. The relative ordering 
of the bits must still occurfrom MSB to LSB forthe address/datal 
status bus labels such that the Pod Number and Channel 
Numbers go from MSB to LSB. An example of reformatting the 
Pod interface is shown in Table 2 and Figure 4. The example 
in Table 2 and Figure 4 also demonstrates the use of the 
HP16500's demultiplexed clock feature. When using the 
demultiplexed clock, the address and data lines can use the 
same probes. This allows both the address and data to be taken 
from the multiplexed AlD(31 :0) bus. The address is slave-

POD 5 POD 4 POD 
chan sig chan sig chan 

15 15 15 

14 14 14 

13 13 13 

12 12 12 

11 11 11 

10 10 10 

9 9 9 

8 8 8 

7 ND(31) 7 AlD(23) 7 

6 ND(30) 6 AlD(22) 6 

5 ND(29) 5 AlD(21) 5 

4 ND(2S) 4 AlD(20) 4 

3 ND(27) 3 AlD(19) 3 

2 ND(26) 2 AlD(1S) 2 

1 ND(25) 1 AlD(17) 1 

0 ND(24) 0 AlD(16) 0 

NClk MClk Rd LClk 

APPLICATION NOTE AN·93 

clocked with ALE and the data is master-clocked with Wr or 
Rd. When using two clocks, only the 8 LSB probes on each pod 
can be used since the channels are internally multiplexed by the 
HP16500. Demultiplexed clocking is limited to 50 nsec master 
to slave clock recovery, which limits its use to 25 MHz CPU 
systems. 

The HP16500 allows an extensive number of mUlti-level 
traps and triggers so that the code trace for the area of interest 
can be found. Care should be taken when setting up trigger 
conditions. Sometimes when in the trace/trigger menu, the 
Disassembler format in the data field trigger condition can 
conceal a trap condition. Changing the Disassembler format 
temporarily to hex format while in the trigger menu can prevent 
such confusion. 

3 POD 2 POD 1 
sig chan sig chan sig 

15 15 X 

14 14 X 

13 13 X 

12 12 Gnd 

11 11 X 

10 10 Note 3 

9 9 X 

S 8 X 

AlD(15) 7 AlD(7) 7 X 

AlD(14) 6 AlD(6) 6 X 

AlD(13) 5 AID (5) 5 X 

AlD(12) 4 AlD(4) 4 Wr 

AlD(11) 3 AID (3) 3 Addr(3) 

AlD(10) 2 AlD(2) 2 Addr(2) 

AlD(9) 1 AlD(1) 1 Gnd 

AlD(S) 0 AID (0) 0 Gnd 

KClk ALE JClk Wr 
2883 tbl 02 

Table 2. Example of Reformatted Pod Connections 

NOTES: 
1. Master Clock Format: Ji +Mi 
2. Slave Clock Format: K0 
3. POD5(12) is AccTyp(2) and POD5{1 0) is AccTyp{O). If AccTyp(2) is grounded then AccTyp{O) is not used by the Disassembler and can be used for other 

purposes. See text for further explanation. 
4. On Master/Slave Pods, only the 8 LSB probes are actually connected. E.g., AlD{23:16) is connected to Pod4{7:0). 
5. X's denote unused probes that can be assigned by the user. 
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State/Timing Format 

Master Clock Slave Clock 
Ji+Mi K! 

Pods 

Label 

Pod 5 
Master I Slave 

7 .... 07 .... 0 

Pod 4 
Master I Slave 

7 .... 07 .... 0 

Pod 3 
Master I Slave 

7 .... 07 .... 0 

Pod 2 
Master I Slave 

7 .... 07 .... 0 

Pod 1 
Clock 

7 .... 07 .... 0 

ADDR 
DATA 
STAT 

******** ....... . ******** ....... . 

2883 drw04 

Figure 4. Example of Reformatted Pod Format 

When Running with Cached Code/Data 
All Logic Analyzers and Disassemblers can only capture 

external CPU memory accesses. Since the R3051 is capable 
of running code and accessing data in its internal caches, such 
accesses are not seen by the external memory system. Thus 
in order for the Disassembler to accurately reflect the com­
plete instruction/data flow, the R3051 must be run uncached. 

As the target system becomes more and more functional, 
it becomes necessary to begin running cached code and data. 
Running cached code/data will affect the Disassembler's 
accuracy in the following ways: 

Cached Instructions -
1. Instruction fetch i-cache hits are not seen. 
2. Only the last word of a cachable 4-word burst instruction 

i-cache miss will be seen. 

Cached Data Loads -
1. Data load d-cache hits are not seen. 
2. Only the last word of a cachable 4-word data block refill 

d-cache miss will be seen. 
3. If the load instruction was an i-cache hit (not seen) then 

the associated data fetch if seen will be listed as an 
instruction. The data fetch is assumed to be the second 
(due to pipelining) read cycle after the load instruction. 

Cached Data Stores -
1. Data stores are handled correctly, since the R3051 

maintains a write-through cache policy which ALWAYS 
updates main memory as well as the d-cache. 

2. Because the R3051 has a 4-word deep write buffer, a 
data store mayor may not occur on the second (due to 
pipelining) memory cycle following its instruction fetch. 
Multiple stores are always handled in the proper FIFO 
order, but each store may be interspersed with later 
instruction fetches. 

Other than running the software uncached, the following 
less intrusive methods may be used to help interpret cached 
code/data: 

1. Use the R3051 's testability mode to invoke the Force 1-
Cache Miss Mode. This will put all instruction fetches 
onto the external main memory interface so that the logic 
analyzer can see all of them. However, forced i-cache· 
misses mayor may not be 4-word burst reads. 

In general, 4-word burst reads can be displayed properly 
if a more complex read strobe is formatted: 

J clock: 
M clock: 
N clock: 

Ack== LOW 
RdCEn == LOW 
SysClk == positive edge triggered 

The HP16500 OR's level conditions together, OR's edge 
conditions together and AND's level conditions with edge 
conditions. Thus the above strobe clocks the state 
when: 

(SysClk == :;t:) AND [ (Ack == 0) OR (RdCEn == 0) ] 

This example clock setup is only applicable to systems 
that happen to bring Ack low at the same time RdCEn is 
low on 4-word burst reads or don't bring Ack low on 4-
word burst reads. Also 1/2 clock margin on the memory 
read access time is necessary in this example. Thus 
depending on the particular system design, variants of 
RdCEn, Ack, and SysClk can be combined or tempo- . 
rarily modified to create a 4-word read strobe and a write 
strobe. 

2. Latch the R3051 's Diag(1 :0) outputs with ALE. On 
external main memory reads, if LatchedDiag(1) == 1 
then the fetch is cachable and can be used as an 
indication that the state trace entry should be interpreted 
judiciously. When LatchedDiag(1) == 1, LatchedDiag(O) 
== 1 indicates a cachable instruction fetch and 
LatchedDiag(O) == 0 indicates a cachable data load. 
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LatchedDiag(1 :0) are the R3051 's equivalents of the 
R3000's AccTyp(2) and AccTyp(O). As such they can be 
connected to the Disassembler's AccTyp(2) and 
AccTyp(O) probes. This allows the Disassembler to 
differentiate between cached instructions and data so 
that they can be displayed properly. However, 
AccTyp(2) and Diag(1) are undefined for writes, e.g., 
when the write buffer is full or on partial word stores. So 
if the AccTyp(2) probe is used, in order for the 

Wr 

Diag(1) 

Diag(O) 

ALE 

R3051 Outputs 

I 

~~ 

FCT373 
or 

FCT841 

LATCH 

APPLICATION NOTE AN-93 

Disassembler to interpret write cycles correctly, 
LatchedDiag(1) needs to be AND'ed with Wr as shown in 
Figure 5, so that it is always low during write cycles. 

3. Use the Reset Mode Vector to set the R3051 to use 
single word data refills instead of 4-word data block 
refills. This will allow all 4 words on a data load d-cache 
misses to be seen. 

RdCache _~ ~ 
L 

AccTyp(2) 

AccTyp(O) 

Logic Analyzer Probes 

2883 drw05 

Figure 5. USing Dlag(1 :0) with the Disassembler 

( StatefTiming E ) ( Listing 1 ) ( Invasm ) ( Print )( Run ) 

( Markers ) Off 

DATA II ADDR II CLKN II BAWRRA II ALE II WRNRDN I 
Hex II Hex II Hex II Binary II Binary II Binary I 

274 8C490000 4 1 111110 0 11 
275 8C490000 0 0 111110 0 11 
276 00000000 4 1 110111 1 01 
277 00000000 4 0 110110 0 01 
278 00000000 4 1 110110 0 01 
279 00000000 4 0 110110 0 01 
280 00000000 4 1 110110 0 01 
281 00000000 4 0 110110 0 01 
282 00000000 4 1 110110 0 01 
283 00000000 4 0 110110 0 01 
284 00000000 4 1 110110 0 01 
285 00000000 4 0 100110 0 01 
286 00000000 4 1 100110 0 01 
287 00000000 4 0 111110 0 11 
288 1FC00240 4 1 111101 1 10 
289 1FC00240 4 0 111100 0 10 

2883 drw 06 

Figure 6. R3051 State Trace Listing using CIk2xln 
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Clk2xln 

SysClk 

ALE ------~;:-n\~----------~;==--
\_:_~ ______ --JI 

ND(31:0) 

Addr(3:2) 

-----4(~<Addr&BE»)..--~(Data Input>--C 

__________ ~><~~~--W-O-r-d-A-dd-r-eS-s---------~ 

\~ ____ -.JI 
2883 drw 07 

Figure 7. Choosing a Clock Edge 

Using State Trace Listings and 
Timing Waveforms 

The IDT7RS364 Disassembler is a good tool for easing the 
use of a Logic Analyzer when debugging a target system. 
However, sometimes, even lower level detail is needed to 
examine clock by clock behavior of particular bus cycles. The 
HP16500 performs this function in its State Analyzer mode by 
sampling with the CPU's system clock as shown in Figure 6. 
Because the state analyzer mode has a maximum speed of 35 
MHz, certain restrictions apply. Ideally because the R3051 
uses both edges of its SysClk output to generate control lines 
it is preferable to use Clk2xln or to clock on both edges of 
either SysClk or its buffered/inverted version SysClk. On the 
HP16500, high speed clocks should always use their ground 
shield on the probe to reference the input properly so that the 
probe does not sense signal overdrive. The edge of the 
referen.ce clock should be chosen carefully so that it ideally 
clocks Just before ALE de-asserts as shown in Figure 7. This 
allows the address to be seen along with the data on the 
multiplexed AID bus so that dedicated address lines probes 
are not required. When choosing a clock, keep in mind that the 
HP16500 has 10 nsec setup time and 1 nsec hold time relative 
to the clock. In addition, the HP16500's Time Tagging feature 
if used is limited to 16.67 MHz. 

Systems running with a Clk2xln over 35 MHz (17.5 MHz 
CPU) can either clock the State Analyzer mode less frequently 
or use the Timing Analyzer mode. When clocking less 
frequently, care must be taken to chose a clock edge that 
adequately strobes ALE during its high period so that the 
address can be determined. Because the R3051 only has a 
1/2 clock intercycle memory latency, Rd and Wr and other 
control lines may not be seen to de-assert between memory 
cycles when clocked at the SysClk frequency. 

The HP16500 Logic Analyzer's Timing mode displays 
signals in waveform format as shown in Figure 8 and is 
capable of internally generating a 100 MHz (10 nsec) sample 
clock. To maintain all the functional timing relationships 
relative to the Clk2xln, the timing mode allows asynchronous 
sampling up to 50 MHz CPU speed. The disadvantage of 
using the Timing mode is that the value of busses is hard to 
decipher when shown in waveform format. If necessary, 
HP16500 can be set up in its mixed mode display to display 
both state and timing modes on the same screen. 
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( StatefTiming E) (Waveform 1) ( Print ) ( Run) 

I Sample period = 10.000 ns I 

CLKN 

ALE J n n 
WRNRDN 0 I I I I 
ACKS 0 U ~ 
WRNRDN 1 I 
ACKS U 
BAWRRA5 

A_D all II II II III II 
2883 drw08 

Figure 8. R3051 Timing Mode Waveform 

SUMMARY 
The useofthe HP16500andthe IDT7RS364 Disassembler Similarly, other R3000 software, compilers, as well as other 

is but one example of the availability and compatibility of developmenttoolssuchastheIDT7RS901IDT/sim ROMabie 
R3000 tools and software that can be used on the R3051. The Kernel/Boot Monitorcan also be used on R3051 systems with 
Disassemblerformats logic analyzer state traces into assem- little or no modification. 
bly level mnemonics to allow easier user interpretation. 
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THE IDT79R3081™ WITH THE NOTE 
AN-111 

HP16500 LOGIC ANALYZER 
Integrated Device Technology, Inc. Supplement to Application Note AN-93 

By Gary Szilagyi 

INTRODUCTION 
In Application 'Note-93, the use of lOT's 7RS364 

disassembler with the HP16500 Logic Analyzer for the 
loT79R3051™ RISControlier™ family of CPUs was dis­
cussed in detail. However, the original versions of the 
disassembler were form-fitted for the R3000 CPU interface of 
a 32-bit non-multiplexed bus design. In orderto accommodate 
the high level of integration on-board the R3051 , including the 
4kB-8kB of instruction cache, 2kB of data cache, 4-deep read 
and write buffers and the R3000A execution engine-all in a 
single 84-pin package, the 32-bit bus required multiplexing 
address and data pins. Although the original versions of the 
disassembler remain compatible with the new family of lOT's 
RISControliers, an effort was made to simplify the interface 
between R3051 and the disassembler to accommodate simple 
triggering schemes, as well as future lOT embedded control­
lers that continue in the path of the R3051 family. 

THE IDT7RS364 DISASSEMBLER AND THE 
IDTR3051 

The loT7RS364 Disassembler consists of a software pack­
age that greatly eases the task of debugging software on the 
loTR3051 family of CPUs. The HP16500 allows the capture 
of executed hex/binary machine opcodes in a typical Logic 

( Statemming E) ( Listing 1 ) 

Analyzer State Trace Listing format with the ability to decode 
and display the acquisitions in the R3000 assembly code 
mnemonic format, as seen in Figure 1. Thus, the engineer 
does not have to resort to look-up tables, and can effectively 
determine the exact processor state for easy software debug­
ging. 

The original versions of the disassembler were form-fitted 
to the R3000 CPU interface. Although the derivative products 
of the lOT R3051 family are compatible, the Ro and WR 
signals used for data acquisitions by the disassembler pack­
age causes some confusion during a high-speed burst read. 
As discussed in Application Note AN-93, the work-around was 
to create a more complex read strobe in order to capture a 
four- word burst read by setting up a trigger mechanism on the 
HP16500 that looks like: [(SysClk == i) AND [(ACK == 0) OR 
RoCEN == 0)]. However, this is only applicable to systems 
that bring the ACK signal LOW at precisely the same time the 
RoCEN is LOW, or that don't bring it LOW at all during a four 
word burst read. If, for instance, the ACK signal triggered in 
the phase between two successive RoCENs, a duplicated 
capture would occur. The disassembler was modified a 
second time to remedy this situation. In a read cycle, the Ro 
pin will be asserted LOW for the entire cycle and the RoCEN 
signal toggles to successfully pass each of the four words 
across the bus. The newest version of the disassembler 

ADDR II R3000 Mnemonic II STAT II Time 

Hex II hex II Hex II Absolute 

-6 1FCOOOOO J Ox1FC00220 0010 0 s 
-5 1FCOOO04 Nap 0010 760 ns 
-4 1FC00220 LUI vO,Ox0010 0010 1.52 us 
-3 1FC00224 MTCO vO,$12 0010 2.24 us 
-2 1FC00228 MTCO zero, $13 0010 3.00 us 
-1 1FC0022C LUI vO,OxAOOO 0010 3.76 us 

0 1FC00230 LUI to,OxAAAA 0010 4.52 us 
1 1FC00234 ORI to,tO,Ox5555 0010 5.24 us 
2 1FC00238 sw to,OxOOOO(vO) 0010 6.00 us 
3 1FC0023C SW zero,OxOO04(vO) 0010 6.76 us 
4 00000000 STORE DATA OxAAAA5555 0000 7.40 us 
5 1FC00240 LW t1,OxOOOO(vO) 0010 7.88 us 
6 00000004 STORE DATA OxOOOOOOOO 0000 8.52 us 
7 1FC00244 Nap 0010 9.00 us 
8 00000000 LOAD DATA OxAAAA5555 0010 9.64 us 
9 1FC00248 B Ox1FC00258 0010 10.32 us 

Figure 1. R3051 Address/Data Trace List on a Logic Analyzer 
The lOT Logo Is a registered trademark and RISControlier. IDT79R3051 and IDT79R3081 are trademarks of Integrated Device Technology Inc 
Ali others are trademarks of their respective companies. • . 
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begins "LOAD" captures not on RD, but rather upon the RDCEN. 
For interleaved memory systems that do not toggle the RDCEN 
pin, please refer to section "Hazards" for more details. During 
a write cycle, it triggers upon the rising edge (from LOW-to­
HIGH) of the WR signal. Thus, the newest revision of the 
disassembler now expects the RDCEN and the WR signals as 
clocks to strobe the address and data into the HP16500, as 
well as the WR, DIAG_1 and DIAG_O to verify and decode the 
processor status 

INTERFACING THE HP16500 TO THE 1385 
EVALUATION BOARD 

In order to insure proper operation of the disassembler, the 
correct interface between the R305x target system and the 
HP16500 must be available. The disassembler requires a 
particular pinout setup on the logic analyzer's five 16-channel 
probe pod sets. The interface protocol must be followed for 
correct interpretation of the address, data, and status lines by 
the pre-processor. Table 1 displays the default pod connec­
tions that the HP16500 expects (same setup for the 7RS385 
evaluation board). This information is stored on disk in the 
configuration file "DIS_305x_E". When loaded, this file not 
only loads the disassembler, but also all the state and timing 

information, including the default pod connections expected 
at the system interface. 

Application Note-93 discusses in detail the interface be­
tween typical R305x based systems and the logic analyzer. 
Rather than repeat that discussion, the interface between the 
7RS385 Evaluation board and the disassembler requires 
some elaboration. For instance, the '385 Hardware User's 
Manual shows the connections to be made from the board's 
five 20-pin logic analyzer sockets and the logic analyzer's five, 
16-channel pods. Note however that in section 2-5 of the '385 
Hardware User's Manual, the connections on the status pod 
(pod#5) are incorrect. In order to be consistent with the 
protocol of the disassembler, some of the pins need to be 
connected as follows: 
• WR (J12 pin #17) needs to be on pod #5 channel #4 
• RDCEN (J12 pin #14) needs to be on pod #5 channel #5 

The disassembler also requires status lines for determining 
processor status: WR, RDCEN, DIAG_1, and DIAG_O. The 
WR signal distinguishes between read and write cycles. The 
RDCEN pin is used to identify a false trigger for applications 
that assert the RDCEN signal during writes. In order to avoid 
a duplicate capture, the RDCEN signal is polled to determine 
if it was the cause of the acquisition. If it was, then a trigger-

Table 1. R3051 Default Pod Connections on the HP16500 Logic Analyzer 

POD 5 POD 4 POD 3 POD 2 POD 1 
chan sig chan sig chan sig chan sig chan sig 

15 X 15 AlD(31) 15 AlD(15) 15 A(31) 15 A(15) 

14 X 14 AlD(30) 14 AlD(14) 14 A(30) 14 A(14) 

13 X 13 AlO(29) 13 AlD(13) 13 A(29) 13 A(13) 

12 Oiag_1(2) 12 AID (2S) 12 AlD(12) 12 A(2S) 12 A(12) 

11 X 11 AlD(27) 11 AlD(11 ) 11 A(27) 11 A(11) 

10 Diag_O 10 AlD(26) 10 AlD(10) 10 A(26) 10 A(10) 

9 X 9 AlD(25) 9 AlD(9) 9 A(25) 9 A(9) 

S X S AlD(24) S AlD(S) S A(24) S A(S) 

7 X 7 AlD(23) 7 AlD(7) 7 A(23) 7 A(7) 

6 X 6 AlD(22) 6 AID (6) 6 A(22) 6 A(6) 

5 RDCEN 5 AlD(21) 5 AlD(5) 5 A(21) 5 A(5) 

4 WR 4 AlD(20) 4 AlD(4) 4 A(20) 4 A(4) 

3 X 3 AlD(19) 3 AlD(3) 3 A(19) 3 Addr(3) 

2 X 2 AlD(1S) 2 AlD(2) 2 A(1S) 2 Addr(2) 

1 X 1 AlD(17) 1 AlD(1) 1 A(17) 1 BEN(1) 

0 X 0 AlD(16) 0 AlD(O) 0 A(16) 0 BEN(2) 

NClk WR MClk RDCEN LClk KClk JClk 

NOTES: 
1. Master Clock Format: Nt + Mt (default for the 7AS385 Evaluation Board setup) 
2. POD5(12) is Diag_1 and POD5(1 0) is Diag_O (Diag pins are not latched on the 7AS38S Eval Board). If running uncached, then Diag_1 MUST be grounded 

(GND), and Diag_O is not used by disassembler. 
3. A(31 :4) are connected to the Address Latch outputs. The rest of the Signals are connected to A3051 outputs. X's denote unused probes that can be 

aSSigned by the user. 
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error message, "T.E", and the store instruction along with the 
write data on the bus is displayed (e.g. "T.E. (STORE 
Oxxxxxxxxx)). The diagnostic pin DIAG_1 distinguishes if the 
external memory read was cacheable, and if so, determines 
with DIAG_O if it was an instruction or data read. Note that for 
the newest IDT embedded controller, the R3081, DIAG_1 is 
defined during writes, yielding cache information for "STORE" 
instructions. A second version of the disassembler, 
"DIS_3081 ", exploits this feature for external cache support. 
By defining the DIAG_1 pin during writes, the CPU will signal 
whether the data being written was retained in the on-chip 
data cache. Keep in mind that the DIAG_O pin remains 
undefined during write cycles. This information is extremely 
helpful to the programmer to determine the processor's state 
when tracing through the software. 

The diagnostic pins on the '385 board are NOT LATCHED, 
and therefore are time-multiplexed pins. Thus, the user must 
either latch these pins with an external latch as seen in Figure 
2 or proper decoding of cached code, or connect both diag­
nostic pins to GND. Although the disassembler is capable of 
interpreting the bus transactions of cached code, keep in mind 
that all logic analyzers and disassemblers can only capture 
external CPU memory accesses. The R3051 has large 
internal caches, and is capable of running much of its code 
from within. In orderforthe disassembler to accurately reflect 
the entire instruction/data flow, the R3051 must be ran 
uncached. For more information regarding running cached 
code and data, please refer to Application Note AN-93 for a 
complete discussion. 

LOADING AND RUNNING THE 
DISASSEMBLER 

Included in the software package are two files. The first is 
the disassembler application "DIS_305x". The second is the 
setup file, "DIS_305x_E", containing all the state and timing 
information required by the disassembler, as well as the 
assigned pod connections expected by the HP16500 for the 
R305x target system. 

After the HP operating system boots up completely, the 
system configuration screen as shown in Figure 3 should be 
displayed. To load the disassembler into the HP16500, the 
following steps must be taken: 
1. Insert the disassembler diskette into the front disk drive. 
2. Select the "Configuration" field as shown in Figure 3. A 

pop-up menu with options will appear. Choose the "Front 
Disk" under the pop-up menu. 

3. A new screen will appear that looks like Figure 4. Select 
the "Load" and "StatelTiming" fields, and load in the 
configuration file "Dis_305x_E" by selecting "Execute" as 
shown in Figure 4. 

The HP16500 will then load the disassembler, as well as all 
the state and timing information and the expected pin-configu­
ration as shown in Table 1 previously. Once the disassembler 
application and setup files are loaded into the HP, the logic 
analyzer is ready to set trace conditions for data acquisition. 
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Figure 2. R3051 AddresslData Trace List on a Logic Analyzer 
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Figure 3. HP16500 Screen Display 
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Filename File Type File Description ---
DIS_3051 inverse_assm R305x Inverse Assembler 
DIS_30S1_E 16S10B_config R30Sx Config file 

Figure 4. HP16500 Load Screen Display 
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With the application files loaded, the disassembler is al­
most ready to be triggered by the target system. Follow the 
steps below that describe how to run and trigger the 
disassembler package: 
1. Select the "System" field as shown in Figure 4. A pop-up 

menu will appear with the option of "StatefTiming". Choose 
this field to enter the state and timing mode of acquisition. 

2. A new window will appear that is shown in Figure 5. Under 
the "Configuration" menu lies options that allow the user to 
set display or change the current configuration of the 
interface, clocks, and pod connections. 

3. Trigger the HP16500. 

( Statemming E ) 

E 
E 

Analyzer 1 

Name:~ 

Type: ~ 

Pod 1 

Pod 2 

E-
Pod 3 

E Pod 4 

E- PodS 

~ 
j 
j 
j 
j 

Analyzer 2 

TYPe:~ 
Unassigned Pods 

Figure 5. HP16500 StatefTiming Mode Display 

( StatefTiming E) ( Listing 1) 

Once triggered, the logic analyzer will begin its acquisition, 
and go directly to the "Listing" field. The addresses and 
disassembled data will be displayed. Note however that the 
displayed disassembly may be incorrect. This is due to an 
"unsynchronized" system. The captured data needs to be 
synchronized with the logic analyzer's display to insure cor­
rect disassembly of the bus. The problem of unsynchronized 
captures arises due to the incomplete status of the processor 
state for data loads. As a result, when an instruction fetch is 
scrolled to the top of the screen, and a load data is displayed, 
but the corresponding load instruction was "cut off" or scrolled 
off the screen, the disassembler software looses it reference 
point by which it identifies the load data. As a result, the load 
data may be decoded incorrectly as an instruction as seen in 
Figure 6. Notice in this Figure the instruction on line -2. It was 
disassembled as an instruction instead of as a data load. Also 
notice the address of the instruction in the sequence of the four 
word fetch to main memory. This is an unsynchronized 
display because the corresponding load instruction was scrolled 
off the top of the display, and due to the way the disassembler 
interprets and tags the load datas, the reference point was 
lost. As a result, the load data was interpreted and decoded 
as an instruction. As shown in Figure 7, the correctly synchro­
nized system has the load instruction displayed at the top of 
the screen (identified by its address), and the load data is 
interpreted correctly. 

( Invasm ) ( Print ) ( Run) 

ADDR II R3000 Mnemonic II STAT II Time 

Hex II hex II Hex II Absolute 

-3 1FC00224 NOP 0010 2.24 us 
-2 lFC00228 SRL t4,zero,t8 0010 3.00 us 
-1 1FC0022C NOP 0010 3.76 us 

0 1FC00230 J OX1FC084FO 0010 4.52 us 
1 1FC00234 NOP 0010 5.24 us 
2 1FC00238 LW vO,OxOOOO(sO) 0010 6.00 us 
3 1FC0023C NOP 0010 6.76 us 
4 00000000 STORE DATA OxAAAA5555 0000 7.40 us 
5 1FC00240 LW tl, OxOOOO (vO) 0010 7.88 us 
6 00000004 STORE DATA OxOOOOOOOO 0000 8.52 us 
7 1FC00244 NOP 0010 9.00 us 
8 00000000 LOAD DATA OxAAAA5555 0010 9.64 us 
9 1FC00248 B Ox1FC00258 0010 10.32 us 

Figure 6. Incorrectly Synchronized Capture (Note line -2) 
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( StatefTiming E) ( Listing 1) ( Invasm ) ( Print )( Run ) 

-4 
-3 
-2 
-1 

0 
1 
2 
3 
4 
5 
6 
7 
8 
9 

ADDR(2} 

RD 

WR 

ADDR II R3000 Mnemonic II STAT II Time 

Hex II hex II Hex II Absolute 

1FC00220 LW vO,OxOO08(sO) 0010 2.24 us 
1FC00224 NOP 0010 2.24 us 
lFC0022B LOAD DATA Ox12620003 0010 3.00 us 
lFC0022C NOP 0010 3.76 us 
1FC00230 J OX1FC084FO 0010 4.52 us 
lFC00234 NOP 0010 5.24 us 
lFC00238 LW vO,OxOOOO(sO) 0010 6.00 us 
1FC0023C NOP 0010 6.76 us 
00000000 STORE DATA OxAAAA5555 0000 7.40 us 
lFC00240 LW tl,OxOOOO(vO) 0010 7.88 us 
00000004 STORE DATA OxOOOOOOOO 0000 8.52 us 
1FC00244 NOP 0010 9.00 us 
00000000 LOAD DATA OxAAAA5555 0010 9.64 us 
1FC00248 B Ox1FC00258 0010 10.32 us 

Figure 7. Correctly Synchronized Capture (Note line -2) 

00 01 

RD 

0 
0 

00 01 

ADDR(2} x 

0 
1 
0 
1 

1 

1 
0 
0 NOTE: Signal will remain low while 

0 not in a read cycle 

TRIGGER needs to be double transition 
to capture all four words 

Figure B. Simulated RDCEN signal 

STORE 

t:.y 

If t:.y s; 10ns, a Trigger Error will 
occur (data will be diplayed). and 
the STORE will be missed. 

Figure 9. RDCEN Asserted during STORE 

211 



USING THE IDT79R3051™ AND IDT79R308FM WITH THE HP16500 LOGIC ANALYZER APPLICATIO N NOTE AN-111 

Rd 

RDCEN 

ACK 

Trigger 

Figure 10. Simple Trigger Logic 

To synchronize the system and to insure valid results, the 
following steps must be taken: 
1. Identify the first instruction fetch by its address, not its 

displayed mnemonic, of the captured data and scroll this 
line to the top of the screen display. 

2. At the top of the HP16500 screen is the field "Ivasm". 
Select this, and the currently displayed capture will be 
synchronized. 

3. Always make sure that each new capture, or a jump ahead 
in the analyzer's buffer memory is re-synchronized prop­
erly or erroneous data might be displayed. The same 
applies for any move backwards for any displayed capture. 

HAZARDS 
For interleaved memory systems that do not toggle the 

RDCEN four times, but rather keep it asserted, the only data 
to be captured during quad-word reads will be the last word of 
the transfer. In orderto fix this, the user might wish to simulate 
a RDCEN strobe during the quad-word read by utilizing the 
lower order address pins Addr(3:2). This can be accom­
plished by gating the Addr(2) pin of this 2-bit bus with the RD 
signal from the CPU. Whenever the next word in the se-

quence comes across the bus during a read cycle, the 
transition from LOW-to-HIGH, or HIGH-to-LOW will begin an 
acquisition, and thus simulate the strobbing of RDCEN. Note 
however, the trigger transition on the HP must be set to both 
rising and falling transitions as seen in Figure 8. 

Another hazard to be cautious about is if the RDCEN comes 
at precisely, or within a 1 Ons window (~y) of the rising edge of 
the WR signal. If so, then this would be regarded as an invalid 
write with a trigger error (T.E) ocurring and the data on the bus 
at the time of the invalid capture will be displayed. In this case, 
the capture on the rising edge of write will be missed and the 
data displayed with the T.E. is the valid capture as shown in 
Figure 9. During any case that a RDCEN comes in on a write 
cycle, a T.E. will occur. 

Finally, a feature in HW that would be extremely useful for 
triggering is a specified trigger signal for the H P logic analyzer 
that would distinguish between the status of reads and writes 
triggered by ACK. The trigger would simply be established by 
gating the read and write signals and ORing the results as 
shown in Figure 10. This should eliminate any trigger edge 
problems associated with simple data acquisitions for inverse 
assembly. 

SUMMARY 
The use of the HP16500 and the I DT7RS364 Disassembler 

helps to ease the task of software development and debug­
ging on the R305x and the R3081. The disassembler formats 
logic analyzer state traces into assembly level mnemonics to 
allow easier user interpretation. It is one of the many useful 
development tools already available for IDT's MIPS R3000 
compatatible CPUs. Similarly, other R3000 software, compil­
ers, as well as otherdevelopmenttools such as the I DT7RS901 
IDT/sim ROM able Kernel/Boot Monitor can also be used on 
R3051 and R3081 systems with little or no modification. 
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(;) IOT/e™ BINARY UTILITIES APPLICATION 
NOTE 

AN-125 

Integrated Device Technology, Inc. 

By Evelyn Zhan 

INTRODUCTION 
IDT/C'" is a development package which contains a cross 

compiler, optimizing scheduler, cross assembler, linker, and 
downloader. It is intended for cross-development with an lOT 
RISController'" as the target architecture. The 'C' compiler is 
compliant with ANSI'C' standard and performs the optimiza­
tions available in state of the art 'C' compilers. In version 5.0 
the assembler is compatible with files written for the MIPS. 
The assembler supports the R30xx machine instructions and 
architecture described in the book by Gerry Kane, "MIPS 
RISC architecture." The cross compiler package runs on a 
variety of host machines and operating systems and is part of 
lOT's Cross Development System tools which includes other 
packages such as IDT/SIM"', a debug monitor and diagnostic 
tool; and IDT/KIT"', a set of run time support libraries in source 
form to enable quick implementation of embedded applica­
tions. This application note describes the binary utilities of the 
IDTIC toolchain. 

Archive (gar): 

The gar program creates, modifies, and extracts from 
archives. An archive is a single file holding a collection of other 
files in a structure that makes it possible to retrieve the original 
individual files. Archive files are libraries of files which are 
typically used for the link process. Files are created by a 
compiler into a format known as the object format and can then 
be stored as members in an archive file. These members are 
then used by the link editor to generate a final executable 
code. The gar command is a powerful command that creates 
and manipulates archive libraries. These libraries can help 
user organize development effort and control the generation 
of executables. 

usage: gar {-J switches{mod {relpos]] archive 
... J 

(member 

switches must be one of the following operations: 

d 

m 

p 

q 

Delete modules from archive. Specify the names of 
modules to be deleted as member ... to delete. 
move member in an archive. You can use the 'a', 'b', 
or 'i' modifiers to move them to specified place. If no 
modifiers are used with m, the member ... will be 
moved to the end of the archive. 
Print the specified members of the archive to the 
standard output file. If there are no member 
arguments, all the files in the archive are printed. 
Quick append. Add files member ... to the end of 
archive, without checking for replacement. 
Insert files member ... into archive with replacement. 

x 

a 

b 

c 

o 

5 

u 

By default, new members are added at the end of the 
file; you can use modifiers 'a', 'b', 'i' to request place 
ment relative to some existing member. 
Display a table listing the contents of archive, or those 
of the files listed in member ... that are present in the 
archive. 
Extract members from the archive. If you do not 
specify a member, all files in the archive are 
extracted. 

A number of modifiers (mod) may immediately follow 
the switches keyletter, to specify variations on an 
operation's behavior: 
Add new files ~fter an existing member(relpos) of the 
archive. 
Add new files before an existing member (relpos) of 
the archive. 
Create the archive. 
Add new files before an existing member (relpos)of 
the archive. Same as 'b'. 
Preserve the original dates of the members when 
extracting them. Otherwise it is stamped with the time 
of extraction. 
Write an object file index into the archive, or update 
an existing one. 
Insert only those of the files you list that are newer 
than existing members of the same names. This 
modifier is allowed only for the operation 'r'. i.e. 'gar­
ru' ... 

usage: gar -M { < script file J 
If you use the single command-line option '-M' with gar, you 

can control its operation with a rudimentary command lan­
guage. This form of gar operates interactively if standard input 
is coming directly from a terminal. 

Here are the commands you can use in gar scripts, or when 
using gar interactively. 
ADDLIB archive (module, module, ... module) 
Add all the contents of archive (or, if specified, each named 

module from archive) to the current archive. Requires 
prior use of OPEN or CREATE. 

ADDMOD member, member, ... member 
Add each named member as a module in the current 

archive. Requires prior use of OPEN or CREATE. 
CLEAR 
Discard the contents of the current archive, canceling the 

effect of any operations since the last SAVE. 
CREATE archive 
Creates an archive, and makes it the current archive. The 

new archive is not actually saved as archive until you use 
SAVE. 

The lOT logo Is a reglslered Irademark and IDT/C, IOT/SIM, and lOT/KIT and RISConlrolier are Irademarks of Inleqraled Device Technology, Inc. 
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DELETE module, module, ... module 
Delete each listed module from the current archive. Re-

quires prior use of OPEN or CREATE. 
END 
Exit from gar. This command does not save the output file. 
EXTRACT module, module, ... module 
Extract each module from the current archive. Requires 

prior use of OPEN or CREATE. 
LIST 
Display full contents of the current archive. Requires prior 

use of OPEN or CREATE. 
OPEN archive 
Opens an existing archive for use as the current archive. 
REPLACE module, module, ... module 
In the current archive, replace each existing module from 

files in the current working directory. 
SAVE 
Commit your changes to the current archive, and actually 

save it as a file with the name specified in the last CRE· 
ATE or OPEN command. 

Example of usage of gar: 

add.c: 

int Add(int a, int b) 

int c; 

c = a + b; 
return c; 

sub.c: 

int Sub(int a, int b) 

int c; 

c = a - b; 
return c; 

mult.c: 

int Mult (int a, int b) 

int c; 

c = a * b; 
return c; 

div.c: 

int Div(int a, int b) 

int c; 

c = a / b; 
return c; 

APPLICATION NOTE AN·125 

Sample C code: 

#define SIZE 50 
int a[SIZE] [SIZE], b[SIZE] [SIZE], 

c[SIZE] [SIZE]; 

maine) 
{ 

int i, j, k; 

for (i = 0; i < SIZE; i++) 
for (j = 0; j < SIZE; j++) 

ali] [j] = b[i] [j] = 7; 

printf("Beginning Matrix Multip1ication. 
\n") ; 

for (i = 0; i < SIZE; i++) 
for (j 0; j < SIZE; j++) 

{ 

c[i] [j] 0; 
for (k = 0; k < SIZE; k++) 

c[i] [j] Add(c[i] [j], 
Mult(a[j] [k], b[k] [j]»; 

} 

printf("DONE Matrix Multiplication. \n"); 
} 

Makefile: 

LIBRARY = libmylib 
EXEC = main 
LIBOBJS = add.o sub.o mult.o div.o 
SREC = $(EXEC).srec 

all: $(LIBRARY).a $(EXEC) $ (SREC) 
$(SREC): $ (EXEC) 

objcopy -0 srec $(EXEC) $ (SREC) 
$(LIBRARY).a: $ (LIBOBJS) 

gar -rc $(LIBRARY).a $(LIBOBJS) 
gnm $(LIBRARY).a > $(LIBRARY).nm 

$(EXEC): main.o idt_csu.o $(LIBRARY).a 

214 

gcc -nostdinc -nostdlib -g -msoft-float 
-I/IDTC -L/IDTC -Ttext 80020000 -0 main 
idt_csu.o main.o \ 

.c.o: 

-lmylib -lkil -lc -1m -1lnk -lgcc 
gsize -x $(EXEC) > $(EXEC).size 
objdump -d $(EXEC) > $(EXEC).dis 

gcc -nostdinc -g -msoft-float -c -I/IDTC 
$*.c 

.S.o: 
gcc -nostdinc -g -msoft-float -

xassembler-with-cpp -c -I/IDTC $*.S 
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gar -rc libmylib.a add.o sub.o rnult.o 
div.o 

This creates a library called libmylib.a 
containing the files add.o sub.o rnult.o 
and div.o 

gar -t libmylib.a 
Comes back with: 
add.o 
sub.o 
rnult.o 
div.o 

gar -x libmylib.a 
This extracts the files add.o, sub.o, rnult.o 

and div.o from libmylib.a 

gar -d libmylib.a sub.o 
Deletes sub.o from the archive 

gar -t libmylib.a 
Displays add.o, rnult.o and div.o 

gar -r libmylib.a sub.o 
Add sub.o back into the archive 

Name (gnm): 
The gnm utility generates symbol table for the object file. 

The file can be a simple object file, an executable file, or an 
archive file. Each symbol is preceded by a value which defines 
the characteristics of the symbol itself. The gnm command is 
well used by users to provide information on the structure and 
content of object and executable files. 

usage: gnm [on] objectfile > outfile.nm 

List the symbol table for objectfile, sorted by symbol name ( 
-n option is sorted by symbol address), into file 
outfile.nm. 

For each symbol, gnm shows: 
• The symbol value. 
• The symbol type. If lowercase, the symbol is local; if 

uppercase, the symbol is global. 
A Absolute. 
S BSS (uninitialized data). 
C Common. 
D Initialized data. 
I Indirect reference. 
T Text (program code). 
U Undefined. 

• The symbol name. 
Example of usage of gnm: 

gnrn libmylib.a > libmylib.nrn 
libmylib.nrn contains: 

add.o: 
00000000 T Add 
00000000 t Add 
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00000000 t __ gnu_compiled_c 
00000000 t gcc2_compiled. 

sub.o: 
00000000 T Sub 
00000000 t Sub 
00000000 t __ gnu_compiled_c 
00000000 t gcc2_compiled. 

mult.o: 
00000000 T Mult 
00000000 t Mult 
00000000 t __ gnu_compiled_c 
00000000 t gcc2_compiled. 

div.o: 
00000000 T Div 
00000000 t Div 
00000000 t __ gnu_compiled_c 
00000000 t gcc2_compiled. 

gnrn -n libmylib.a > 
libmylib.nrnl contains: 
add.o: 
00000000 T Add 
00000000 t Add 
00000000 t gcc2_compiled. 

libmylib. nrn1 

00000000 t __ gnu_compiled_c 

sub.o: 
00000000 T Sub 
00000000 t Sub 
00000000 t gcc2_compiled. 
00000000 t __ gnu_compiled_c 

mult.o: 
00000000 T Mult 
00000000 t Mult 
00000000 t gcc2_cornpiled. 
00000000 t __ gnu_compiled_c 

div.o: 
00000000 T Div 
00000000 t Div 
00000000 t gcc2_compiled. 
00000000 t __ gnu_compiled_c 

The addresses above are zeros since the text is 
relocatable. 

Object Copy (objcopy): 
This utility is used to convert ecoff files to S-record, so that 

code can be downloaded to the lOT evaluation board or to a 
PROM burner. 

215 



IDTlC~ BINARY UTILITIES 

usage: objcopy -a srec [-b num] 
[-i bytenum] [-p]objectfile outfile.srec 

objcopy -a srec objectfile outfile.srec 
This converts the ecoff objectfile to Motorola S3 record 

format, for downloading to the evaluation boards. 
objcopy -a srec -b num objectfile outfile.srec 

-b num is useful when programming EPROMS for boards 
which require bytewide EPROMS. 

-b 0 creates S-record files corresponding to Oth byte 
slice of 4-byte word. 

-b 1 creates S-record files corresponding to 1 st byte 
slice of 4-byte word. 

-b 2 creates S-record files corresponding to 2nd byte 
slice of 4-byte word. 

-b 3 creates S-record files corresponding to 3rd byte 
slice of 4-byte word. 
objcopy -0 srec -b num -i bytenum 
objectfile outfile.srec 

-i option must be used in conjunction with -b option. It is 
useful for programming EPROMS for boards that have 
interleaved addressing. 

-i 1 interleave one byte. 
-i 2 interleave two bytes. etc. 

objcopy -0 srec -p -b num objectfile outfile.srec 
-p option is used to create prommable S-records. It should 
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00000000 align 2**4 
SECTION 2 [. text] size 00005f40 vma 

80020000 align 2**4 
ALLOC, LOAD, CODE 

SECTION 3 [ .rdata] : size 000004aO vma 
80025f40 align 2**4 

ALLOC, LOAD, READONLY, DATA 
SECTION 4 [ .data] : size OOOOOcaO vma 

800263eO align 2**4 
ALLOC, LOAD, DATA 

SECTION 5 [ .lit8] size 00000000 vma 
80027080 align 2**4 

ALLOC, LOAD, READONLY, DATA 
SECTION 6 [.lit4] : size 00000000 vma 

80027080 align 2**4 
ALLOC, LOAD, READONLY, DATA 

SECTION 7 [ .sdata] : size 00000080 vma 
80027080 align 2**4 

ALLOC, LOAD, DATA 
SECTION 8 [. sbss] size 00000080 vma 

80027100 align 2**4 
ALLOC 

SECTION 9 [ .bss] size 000078dO vma 
80027180 align 2**4 

ALLOC 

be used with -b to create bytewide PROMS. It orders the objdump -t main > main. sym 
sequence of sections to be .text, .data, .bss and starts 
the address fields from address OxOOOOOOOO. main. sym contains: 

Object Dump (objdump): 
Displays information about ecoff files. This information is 

mostly useful to programmers who are working on the compi­
lation tools, as opposed to programmers who just wnat their 
program to compile and work. 

main: file format ecoff-bigmips 

usage: objdump [-h] [-d] [-t] objectfile > outfile 

objdump -h objectfile > outfile 
Display summary information from the section headers of 

the objectfile. 
objdump -d objectfile > outfile 

Display the assembler mnemonics for the machine instruc­
tions from objectfile. This is very useful when doing 
machine level debugging. User can set a break point at 
a certain virtual address for a corresponding assembly 
instruction. 

objdump -t objectfile > outfile 
Print the symbol table entries of the file. 
Example of usage of objdump: 

objdump -h main> main.od 

main.od contains: 
main: file format ecoff-bigmips 

SECTION 0 [.scommon] 
00000000 align 2**4 

SECTION 1 [.reginfo] 

size 00000000 vma 

size 0000001c vma 

SYMBOL TABLE: 
0] e 80020000 st 

Local symbol: 
1] e 80027100 st 
fbss -
2] e 8002ea50 st 

end 
3] e 8002f080 st 

-gp 
[ 4] e 80020880 st 

init_exc_vecs 
Local symbol: 

5] e 800206a4 st 
config_memory 

Local symbol: 
6] e 80020bb8 st 

config_Icache 
Local symbol: 

7] e 80020b70 st 
config_Dcache 

Local symbol: 
8] e 80020d58 st 

flush_Icache 
Local symbol: 

9] e 80020ce8 st 
flush_Dc ache 
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6 sc 1 indx 1 
195 
1 sc 5 indx fffff 

1 sc 5 indx fffff 

1 sc 5 indx fffff 

6 sc 1 indx 5 

261 
6 sc 1 indx d 

244 
6 sc 1 indx 3 

280 
6 sc 1 indx 1 

278 
6 sc 1 indx 9 

286 
6 sc 1 indx 7 

start 
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Local symbol: 2S4 
[ 10] e S0020660 st 6 sc 1 indx 9 
init_tlb 

Local symbol: 240 

objdump -d main > main. dis 

main. dis contains: 
main: file format ecoff-bigmips 

Disassembly of section .text: 
S0020000 <start> lui $vO,S20S 
S0020004 <start+4> mtcO $vO,$12 
S0020008 <start+8> mtcO $zero,$13 
S002000c <start+c> lui $t3,43690 
80020010 <start+l0> ori $t3,$t3,21845 
S0020014 <start+14> mtcl $t3,$fO 
S002001S <start+1S> mtcl $zero,$fl 
S002001c <start+lc> mfcl $tO,$fO 
S0020020 <start+20> mfcl $tl,$fl 

80020028 <start+2S> bne $tO,$t3,80020040 
<start+40> 

S0020030 <start+30> bnez $tl,S0020040 
<start+40> 

S0020038 <start+3S> j S002004S <start+4S> 

S0020164 <start+164> lui $vO,490S8 
S0020168 <start+168> jr $vO 

S0020170 <main> addiu $sp,$sp,-40 
S0020174 <main+4> sw $ra,36($sp) 
80020178 <main+S> sw $sS,32($sp) 
8002017c <main+c> move $sS,$sp 
S00201S0 <main+l0> jal S0025fOc < __ main> 

S00201S8 <main+1S> sw $zero,16($sS) 
S002018c <main+lc> lw $vO,16($sS) 

S0020194 <main+24> slti $vl,$vO,50 
80020198 <main+2S> beqz $vl,S00202S0 

<main+ll0> 

S00201aO <main+30> sw $zero,20($sS) 
800201a4 <main+34> lw $vO,20($s8) 

S00201ac <main+3c> slti $vl,$vO,50 
S00201bO <main+40> beqz $vl,S0020264 

<main+f4> 
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S00201b8 <main+4S> lw $vO,16($s8) 

Index Archive Library (ranlib): 

Generates an index to the contents of an archive and stores 
it in the archive. Ranlib converts each archive to a form that 
can be linked more rapidly. It does this by adding a table of 
contents called _.SYMDEF to the beginning of the archive. 
Ranlib uses gar to reconstruct the archive. Sufficient tempo­
rary file space must be available in the file system that 
contains the current directory. 
usage: ranlib archive 
An archive with such an index speeds up linking to the 

library and allows routines in the library to call each other 
without regard to their placement in the archive. 

Size (gsize): 

This command is used to get sizes of different sections in 
the object file. It prints the number of bytes required by the 
text, data, and bss portions, and their sum in hex and decimal 
of each object file. 
usage: gsize [-d I -a I -x I radix=number] 

objectfile... > outfile 
Lists the section sizes, and the total size for each of the 

objectfile or archive in its argument list into outfile. The 
size of each section is given in decimal ('-d', or 'ra­
dix=10'); octal ('-a', or 'radix=8'); or hexadecimal ('-x', or 
'radix=16'). 

Example of usage of gsize: 
gsize main > main. size 

main. size contains: 
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text data bss dec hex 
filename 

5f40 llcO 7950 599S4 ea50 main 

SUMMARY 
The IDT/C binary utilities include GAR, GNM, OBJCOPY, 

OBJDUMP, RANLIB and GSIZE. Together, they are very 
useful tools for programmers to develop and debug their 
applications. 
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By Ketan Oeshpande 

INTRODUCTION 
This application note describes the 64-bit C development 

tool chain available from Cygnus. The ELF-64'" tool chain is 
a 64-bit C-compiler tool chain that can be used to generate 
code for the R4600'" (OrionTM) processor operating in an 
embedded application environment. It is based on the GNU 
tool chain available in the public domain. The executable 
created is an ELF (Executable and Linking Format) file. 

TOOL CHAIN COMPONENTS 

The ELF-64 tool chain consists of the following parts: 
1. C-Compiler 
2. Assembler 
3. Linker 
4. Source level Debugger 
5. Librarian I Archiver 
6. Binary Utilities . . 
The C-compiler is ANSI C compliant and performs optimi-

zations found in all state-of-the-art C-compilers. The compiler 
generates an intermediate assembly language file from a C 
file and calls the assembler to generate an ELF object file. The 
assembler supports the entire MIPS™ ISA (described in the 
book by Gerry Kane, "MIPS RISC Architecture"). The words 
"compiler" & "assembler" are used to refer to the cross-
development environment too. . 

The linker links the object files created by the compiler, 
assembler and the librarian to create an ELF "executable". 

The debugger (gdb) provides remote source level debug­
ging capability over a serial link; this is very useful when 
developing embedded applications. 

The librarian/archiver allows the user to create archives of 
code sections that are frequently used, for linking with various 
applications. 

The binary utilities are useful in extracting information 
about the ELF file created, generating a disassembled version 
of the executable, displaying section size information and 
converting to different file formats. 

COMMAND LINE OPTIONS 

The C-compiler and linker support a number of options. 
This application note mentions only a common subset of these 
options. For a complete listing and description of all options, 
the user should refer to the manual. 

_ Compiler options 
1. Options controlling the ISA level: 
The ELF-64 compiler I assembler supports -mips1, -mips2 

and -mips3 switches, to generate code for MIPS ISA I, II 
or III. 

-mips1: Generates code for R30xx processors. This 
generates instructions that access 32-bit data. 
-mips2: Generates code for R4xOO and R60xx proces­
sors. This generates instructions that access 32-bit data, 
and some R4xOO specific instructions. 
-mips3: Generates code for R4xOO processors. This 
generates instructions that access 64-bit data, such as 
double word accesses. 
For best utilization of the 64-bit Orion architecture, the 

mips3 switch should be used, which is also the defa~lt. Whe~ 
using the -mips3 switch, the compiler defaults to uSing 64-blt 
general purpose registers and 64-bit floating point registers. 
Integers and long words are 32-bits long, "long long" words are 
64-bits. All addresses generated are 32-bits long. The com­
piler can be told to use non-default sizes for scalar data types, 
and to use specific processor pipelines for proper instruction 
scheduling. 
2. Optimization & debugging options: 

The most commonly used optimization options are -0 and 
-02, which perform a number of optimizations. The -02 option 
performs all optimizations, except loop unrolling (which can be 
forced by using -funroll-Ioops) and omitting the frame pointer 
(-fomit-frame-pointer). Optimization can be switched off com­
pletely using -00. 

The -g option tells the compilerto insert debugging i~form.a­
tion in the object file. This is necessary when debugging With 
gdb. A debugging level can be specified (1 ,2 or 3), .depending 
on the amount of information the user wants to Insert. The 
default is 2, which is typically sufficient to be able to debug 

using gdb. . " 00" . t" ". 
For debugging purposes, uSing -g - or JUs -g IS 

recommended. If optimization is also specified during debug­
ging, some statements might get moved around, which could 
be confusing to the person doing the debugging. 
3. Options changing the default data sizes: 

The -mlong64 switch forces the compiler to generate code 
using 64 bit wide long words and addresses (pointers). 

The -mint64 switch forces the compiler to generate code 
using 64 bit wide integers. The -mlong64 switch is assumed in 
this case. 

The -mgp32 switch forces the compiler to generate code 
assuming the general purpose registers in the Orion are only 
32 bits long. 

The -mfp32 switch forces the compiler to generate code 
assuming the floating point registers in the Orion are only 32 
bits long. 
4. Options for proper scheduling: 

Using the "-mcpu=" option tells the compiler to use a 
specific processor pipeline while scheduling instructions. -
mcpu=Orion or -mcpu=r4600 tells the compiler to use the 

The lOT logo Is a registered trademarl< and Orion and R4600 are trademarl<s of Integrated Device Technology. Inc. 
The ELF-64 Is a trademarl< of Cygnus Computer Systems, Inc. 
MIPS Is a registered trademarl< of MIPS Computer Systems. Inc. 

218 



THE ELF-64'" TOOL CHAIN 

Orion pipeline, and -mcpu=r4400 tells the compiler to use the 
R4400 pipeline. The compiler defaults to using -mcpu=Orion. 
5. Floating point code generation: 

The ELF-64 compiler defaults to generating hardware 
instructions for performing floating point operations. To force 
the compiler to use an emulation library, the -msoft-float 
option is specified, and the appropriate library used, at link 
time. Since the Orion has a Floating Point Accelerator, a user 
should never need to use this option, though the capability is 
available in the 'tool chain and may be used for future CPU 
products. 
6. Other options: 

-nostdinc: This option tells the compiler not to look in the 
standard include path for the include files. This is useful during 
embedded applications development, when the user needs to 
use non-standard libraries, which have their own include files. 

-Wa or -WI: This option allows the user to pass assembler 
and linker options on the C-compilercommand line. e.g. -Wa,­
alh instructs the compiler to invoke the assembler to list 
assembly and high-level source code to the display. 

Linker options 
1. Options controlling different sections in the executable: 

The ELF-64 linker places the different sections in the ELF 
file at certain default addresses. These addresses can be 
changed using the -T option. To force the linker to place the 
. text section at a specific address, the option -Ttext <address> 
can be used. Similarly, use -Tdataand -Tbss to force the linker 
to locate the .data and .bss at specific addresses. In a case 
where all 3 section addresses are specified, it is the user's 
responsibility to see that the sections do not overlap. The 
linker uses a default script to place the different sections in the 
ELF file. Users can specify their own script files, thus finely 
controlling the appearance of the ELF executable, using the 
-T <scriptfilename> switch. A discussion of linker scripts is 
outside the scope of this application note; a sample linker 
script is shown below: 

OUTPUT_FORMAT ("elf32-bigmips") 

file Format *1 
OUTPU'I'_ARCH (mips) 
_DYNAMIC_LINK = 0; 
SECTIONS 
{ 

1* Output 

1* Read-only sections, merged into text 
segment: *1 

1* • text section begins at address OxbfcOOOOO 
*1 

.text OxbfcOOOOO 
{ 

_ftext = • ; 
* (.text) 

CREATE OBJECT_SYMBOLS 
symbol for each input file *1 

_etext = .; 

.init ALIGN(8}: 
{*(.init) } =0 

1* Create a 

.fini ALIGN(8} 
{*(.fini) } =0 

.ctors ALIGN(8} 
{ * (.ctors) } 

.dtors ALIGN(8} 
{ * (.dtors) } 
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1* Read only data section, aligned on 8-
byte boundary *1 

.rodata ALIGN(8} 
{ * (.rodata) } 

.rodatal ALIGN(8} 
{ 

* (.rodatal) 
• = ALIGN(8}; 

.reginfo • : { *(.reginfo) 

.data • • 
{ 

_fdata 
*(.data) 
CONSTRUCTORS 

.datal ALIGN(8} 
{ *(.datal) } 

_gp = • + Ox8000; 
.lit8 •• { *(.lit8) 
.lit4 •• { *(.lit4) 

1* Keep the small data sections together, 
so single-instruction offsets can access them 
all, and initialized data all before 
uninitialized, so we can shorten the on-disk 
segment size. *1 

.sdata ALIGN(8} : {*(.sdata) 
_edata ., 
__ bss_start = Oxa0000200 ; 
.sbss ALIGN(8} : {*(.sbss) *(.sconunon) 

.bss 
{ 

_fbss 
* (.bss) 

Oxa0000200 

* (COMMON) 1* All uninitialized & 
unallocated data from all 

input files *1 

end = • ; 

1* Debug sections. These should never be 
loadable, but they must have 

zero addresses for the debuggers to work 
correctly. *1 

.line 0 
{ * (.line) 

• debug 0 
{ * (.debug) 
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.debug_sfnames 0: 
{ *(.debug_sfnames) 

.debug_srcinfo 0: 
{ *(.debug_srcinfo) 

• debug_mac info 0: 
{ *(.debug_macinfo) 

.debug-pubnames 0: 
{ *(.debug-pubnames) 

.debug_aranges 0: 
{ *(.debug_aranges) 

The linker puts "small" data into the small bss (.sbss) and 
small data (.sdata) sections. "Small" data is data that is smaller 
than a certain size. This size can be changed from the default 
8 bytes using -G <size>. If -G 0 is used, nothing will be placed 
in .sbss and .sdata. Elements placed in .sbss and .sdata can 
be accessed in a single instruction using _gp that is appropri­
ately set, resulting in fast data access. 
2. Other options: 

-nostdlib: This option tells the compiler not to look in the 
standard library search path for the specified library files. This 
is useful during embedded applications development, when 
the user needs to use non-standard libraries. 

New instructions 

The ELF-64 compiler implements the "branch likely" in­
structions in the Orion, when -mips2 or -mips3 is specified. 
When faced with a choice, the compiler attempts to use the 
conventional branch instruction and fill the branch with a 
branch independent operation. However, if it cannot do that, 
it converts the instruction to a branch likely instruction, and 
copies the target instruction into the branch delay slot. 

Another set of instructions implemented by the compiler 
are those instructions that can give access to unaligned data: 
LWL, LWR, SWL, SWR, LDL, LDR, SDL, SDR. Using 
_attribute_ ((packed)) to declare a variable inside a C 
structure causes the compiler to generate the above instruc­
tions whenever the packed data element is accessed. 

Assembler Directives 

1 .• set mipsn 
This directive allows the user to embed instructions from a 

higher level MIPS ISA, in a sequence of instructions that 
belong to another ISA. e.g .. set mips3 would allow the user to 
specifically enter ISA III instructions in ISA II or ISA I code .. set 
mipsO resets code generation to the default ISA. 

When compiling an assembly file at a specific MIPS ISA, if 
instructions from a higher I SA are used, the assembler reports 
a warning, but assembles them anyway. 
2 .• set noreorder I .set reorder 

Instructions in the block between the above directives are 
left as they are; no attempt is made to schedule them accord­
ing to the pipeline requirements. It is the user's responsibility 
to see that the delay slots are properly filled, and hazards are 
taken care of. The assembler defaults to .set reorder. 
3 .. set noat 

This directive instructs the assembler not to use the "at" 
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register, which is used by the assembler to expand certain 
synthetic instructions. The assembler can be instructed to use 
the at register using .set at. All the instructions between the 
.set noat and .set at should be native instructions, or if 
synthetic instructions are used, should not require the at 
register. The assembler defaults to .set at. 

Binary Utilities 

1. nm 
This utility is used to display the symbol table from an ELF 

file. It lists the symbols from an ELF object file, along with the 
virtual address for each symbol. It also displays the section 
(text, data, bss etc.) in which this symbol was located. 

e.g. nm matmult > mat.nm 
The following is a part of mat.nm 

80012000 
80012000 
800123bO 
80012710 
80012770 

80018010 
8001a720 
8001ce30 

T start 
A _ftext 
T main 
T Mult 
T Add 

B matrix1 
B matrix2 
B matrix3 

The symbols tagged with a T are text symbols, those with 
a Bare uninitialized data that are placed in the .bss section, 
and those with a D are initialized data, and are placed in the 
.data section. The symbols tagged with an A are absolute 
addresses. 

2.objcopy 

This utility is used to convert the ELF executable to S­
record format, suitable for downloading to a board like the IDT 
evaluation board. This utility can also be used to build S­
records from which PROMs can be built (using the -p option). 
This can also be used to create S-records for byte-wide 
PROMs (using the -b option), with an interleaving factor, if 
necessary (using the -i option). 

e.g. objcopy -0 srec matmult matmult.sre 
e.g. objcopy -0 srec -p -b 0 -i 1 myprom myprom.sre 

creates an S-record file that can be used to build the zeroth 
byte-slice of an interleaved PROM. 

3.objdump 

This utility displays information about ELF objectfiles. It can 
be used to generate symbol table information, similar to nm, 
(using the -t switch), generate a disassembly listing (using the 
-d switch) or section header information (using the -h option). 

e.g. objdump -d matmult > matmult.dis 
The following is a part of matmult.dis: 

80012000 <eprol> lui $gp,32770 
80012004 <start+4> addiu $gp,$gp,-352 
80012008 <start+8> lui $vO,32769 
8001200c <start+c> addiu $vO,$vO,32544 
80012010 <start+10> lui $v1,32770 
80012014 <start+14> addiu $v1,$v1,-2032 
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e.g. objdump -h matmult > matmult.hdr 
The following is a part of matmult.hdr: 

SECTION 2 [ • text] : size 00004f50 vma 
80012000 align 2**4 

ALLOC, LOAD, CODE 
SECTION 3 [ .rdata] size 00000330 vma 

80016£50 align 2**4 
ALLOe, LOAD, READONLY, DATA 

SECTION 4 [ .data] size 00000c20 vma 
80017280 align 2**4 

ALLOe, LOAD, DATA 
SECTION 7 [ .sdata] size 00000080 vma 

80017eaO align 2**4 
ALLOC, LOAD, DATA 

SECTION 8 [. sbss] size 00000060 vma 
80017£20 align 2**4 

ALLOe 
SECTION 9 [.bss] size 00007890 vma 

80017£80 align 2**4 
4. size 

This utility is used to display the sizes of all sections in an 
ELF file I in decimal or hex format. It also displays the total size 
of all sections in the ELF file. 

e.g. size matmult displays: 
text data bss dec hex filename 
20304 4048 30960 55312 d810 matmult 
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By Upendra Kulkarni 

Software 

GOB, the source level debugger component of IOT/C™ 5.0, 
allows users to debug programs written in C and/or assembler 
code. GDB provides remote debugging capabilities, where 
the debugger itself runs on a computer such as a Sun or an 
IBM (compatible) PC (the HOST) and the code being de­
bugged runs on a different system (the TARGET). The host 
and the target are connected by, and communicate through, 
a RS232C serial communication link. This application note is 
intended to provide some help in getting started with GOB; 
some of the most commonly asked questions are answered; 
some features not documented elsewhere are discussed. 

Detailed command summaries of all GOB commands can 
be found in documentation of "I OTIC Cross Compiler System 
Version 5.0" specifically in "Cygnus Support GNU Developer's 
Kit Reference Manual Volume 1." 

Detailed description of internal workings of GOB can be 
found in "GNU Debugger Internal Architecture" by Robert 
Pizzi (rpizzi@ IInl,gov). This paper is also useful for people 
who wish to make enhancements to GOB. The paper is 
available via anonymous ftpfrom sisal,llnl,gov (128.115.19.65) 
in the pub/gdb Document directory. 

BEFORE USING GOB 
Hardware 

GOB shipped with IOT/C 5.0 will work only when a serial 
port on the host is hooked up to the "ttyO" port of the target 
board which must be running IOT/SIM™. "ttyO" is the console 
port of the target board. Ordinarily, upon resetting the target 
board, a sign·on message is displayed on the console at 
"ttyO". The sign-on message ends with the prompt "<lOT>" 
provided by IOT/SIM in the target board. GOB tends to send 
a "reset board" command over the serial link to the target in 
case of trouble. GOB, then, looks for the "<lOT>" string to 
return over the serial link. Upon receiving the "<lOT>" string 
GOB recognizes "well ness" of the target board and then 
sends the target board into "debug" mode. Obviously, this 
entire process will work only if the serial link from the host was 
connected to the console ("ttyO") port of the target board. 

Console output presented by the program being debugged 
on the target (using printf, for example), does not interfere with 
the GOB messages even though the same serial link is shared 
by both. The console outputs from user code are also dis­
played on the same screen as the GOB screen. The user is 
expected to be familiar enough with the source code being 
debugged, to be able to distinguish between GOB messages 
and messages printed by the code being debugged. "Hello, 
I reached here" is a message not likely to have come from 
GOB; but "Stack Full" could have come from either source. 

The serial port used by GOB on the host needs to be set for 
baud rate of 9600, 8 bits data, no parity, and 1 stop bit. 

On the MIPS host, the serial device used for GOB needs to 
be in a mode other than the "respawnn mode. In the "respawn" 
mode, the operating system looks for a remote log in from the 
serial device. This conflicts with GOB activities and GOB fails 
to initialize. 

On DOS hosts, the following two lines must be executed 
each time, just before executing GOB: 

\idtc\asynctsr.com 1 (replace 1 by the COM port 
number used by GOB) 

mode COM1: 9600,n,8,1 
appropriate port name used by GOB) 

(replace COM1 by 

On DOS hosts, the above lines can be put in a batch file for 
easy invocation. Note that asynctsr.com uses some memory 
every time you run it. You may wish to invoke it using 
"Ioadhigh" to minimize loss of conventional memory. If you 
start running out of memory, you may have to reboot the 
computer. You may have a TSR manager that knows how to 
remove older instances of asynctsr.com from memory. 

On DOS hosts, it is important to note that GOB will not 
function at all unless SHARE is invoked manually or through 
the AUTOEXEC.BAT file. 

GETTING STARTED 

Init files 

You may wish to use the "init files" feature of GOB to 
execute certain GOB commands automatically at the time of 
invocation of GOB. "Init files" on Sun and MIPS hosts are 
named ".gdbinit". You can have a "init file" in your home 
directory and another one in your current directory as well. 
The "init file" in the home is executed first and the one in the 
current directory is executed after that. 

Currently, the "init file" feature is not implemented for DOS 
hosts. However, GOB can be invoked with the "-command 
filename" (or "-x filename") switch to achieve the same effect. 
Commands in the file "filename" will be executed automati­
cally after starting GOB. In the future, the "in it file" name for 
DOS is likely to be GOB.INI. 

You may suppress the automatic execution of "init files" by 
invoking GOB with the -nx switch. 
Preparing code for GOB 

Source code must be compiled with one of the following 
switches: 

The lOT logo Is a registered trademark and IOTIC, IOT/SIM R3041/51nllB1, R4600 RISCWlndows and RISControiler are trademarks of Integrated Device Technoiosy Inc. 
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-g - Same as -g2 below. 
-g1 - Produces minimum information needed by GOB to be 

able to debug. No information about local variables or 
line numbers is generated. 

-g2 - Produces maximum debugging information. 
-g3 - Accepted but does not do anything more than -g2. 

To debug malfunctioning code in initial stages, optimization 
level of zero (-00 or no -0 switch at all) is recommended 
during compiling and linking. This preserves the source code 
sequence and makes tracing through code easier. -0 switches 
of all levels are, however, accepted in combination with -g 
switches of any level. Substantial experience with compiler 
optimizations is necessary to be able to debug optimized 
code. 

Downloading code to target 
Users familiar with debugging code in local environments 

will be tempted to follow the intuitively natural sequence of 
starting the debugging process: invoke the debugger, load the 
executable, initialize global settings, set a breakpoint, run. 
Strictly speaking this sequence also works for remote debug­
ging. However, reversing the order of first two steps can result 
in substantial savings in time. 

Invoking GOB first and using the "load" command from 
GOB to download code (to be debugged) to the target can take 
more than five times as much time as downloading code first 
and then invoking GOB. The download protocol used by the 
"load" command of GOB is very elaborate and time consum­
ing. It is recommended, therefore, that the s-record file 
generated from the code to be debugged be downloaded first 
using the "load" command of 10T/SIM. This download pro­
cess is no different from that employed during normal running 
of downloaded code. To run the code after downloading it to 
the board, the user would ordinarily enter the 10T/SIM com­
mand "go". The "go" command should NOT be entered if GOB 
is to be used for debugging. 

Afterfinishing the download the next step (which is optional 
but recommended) is to issue the debug command to the 10T/ 
SIM. At the <lOT> prompt, enter: 

debug ttyO 
Next, exit the monitor process or program - a terminal 

emulator in case of ~OS, the "cu" command in case of Sun, 
etc. In the case of MIPS computers this is slightly confusing 
unless RISCWindows is being used. 

In the case of MIPS computers, one needs to hook up a 
physically separate VT100 terminal to the "ttyO" port of the 
board (as opposed to running a terminal emulator on the host). 
"tty1" of the target board is hooked up to the MIPS host. The 
file download takes place over "tty1 ". Once the download is 
over, the user is required to physically disconnect the VT100 
terminal from the "ttyO" port. The user is further required to 
move the cable from "tty 1 " to "ttyO". If two serial ports of the 
host, and two serial cables, are available, then the cable 
hooked to "tty1" may be left where it is. The second serial 
cable from the host can be connected to "ttyO" once the VT100 
terminal is disconnected. Note that whichever serial device of 
the host is finally connected to "ttyO", needs to be in a mode 

223 

APPLICATION NOTE AN-128 

other than "respawn". 
Note that once the code to be debugged has been down­

loaded to the target board, and the optional "debug ttyO" 
command is issued, the target board must not be reset by the 
user using the reset button or in any other way. The next step 
at this point is to start GOB. 

Invoking GOB 

The last stage of an invocation of "gcc" is the linker stage. 
The linker stage is automatically invoked if the "-c" switch is 
not used while invoking "gcc". The linker can be invoked 
explicitly as "Id" (or "gld" via a link on most Unix systems). The 
linker produces a file referred to as the executable file (or 
code). In order to create downloadable s-record file from this 
executable file, use the "objcopy" binary utility. 
To invoke GOB, simply enter: 

gdb FILE 
where, FILE is the name of the executable file as described 

in the previous paragraph. 
After displaying the sign-on message, the (gdb) prompt will 

be displayed and GOB is ready to receive commands from the 
user. 

At this point GOB knows nothing about the target. To 
introduce the target to GOB enter: 

target mips com1 (if you are using ~OS. Use 
the appropriate com port.) 

OR 
target mips /dev/ttya (if you are using Sunos4.1.3. 

Use the appropriate tty device.) 
OR 

target mips /dev/tty1 (if you are using Riscos5.01 on 
MIPS. Use the appropriate tty device.) 

The system may respond with all of the following mes-
sages: 

Timed out waiting for remote packet 
Failed to initialize; trying to reset board 
Remote MIPS debugging using com1/ttya/tty1 
Ignore the first two lines. GOB has been successfully 

initialized and is now ready to receive commands. 
Hitting a "return" at the (gdb) prompt repeats the last 

command issued to GOB. You can use short forms (first few 
letters) of all GOB commands as long as the numberof letters 
are enough to uniquely identify the command and/or the 
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arguments. 

MOST COMMONLY ASKED QUESTIONS 
1. Is there on-line help on GOB? 

Yes. At any point during debugging, you can receive on-line 
help on GOB commands. The starting point is to enter "help" 
at the (gdb) prompt. The main help screen gives instructions 
on how to obtain help in more detail on every specific com­
mand. Successive screens offer increasingly detailed help. 

2. After debugging for some time, I forgot which part of the 
code is currently getting executed. How do I figure out 
where I am? 
Use the GOB command "info frame". This command dis­

plays a lot of useful information including current frame 
pointer, stack pointer, stack level, pc location, saved registers, 
return address, addresses of local variables. 

3. How do I display the current register values? Can I see 
special CPO registers in IOT79R3081™ and 
10T79R3041™ RISControllers™? 
To see current register values, use the GOB command "info 

registers·. This command will display all general purpose 
registers and all CPO registers for the IOT79R305FM 
RISController. CPO registers unique to other RISControllers 
cannot be displayed using this release of GOB. 

4. In the DOS platform compiler, what exactly does 
ASYNCTSR.COM do? 
GOB functions in the ''~OS extender" world, where there is 

no DOS 110. It is difficult to get interrupts, in this case serial 
1/0, delivered in that region. ASYNCTSR.COM is, loosely 
speaking, a device driver which stays memory resident, and 
acts as the missing link between serial 1/0 and GOB. Its job is 
to intercept serial data and make it available to GOB. 

5. Can I set breakpoints identified by line numbers in an 
assembler source file? 
Unfortunately, GOB does not maintain any line number 

information about assembler source code. It is not possible to 
set a breakpoint using line numbers in assembler source as 
can be done with C source code. 

However, there is a work-around, which is not very easy but 
can prove to be useful under some circumstances. To set a 
breakpoint at line number "Iinenum" in an assembler file 
"myasmfile.S" please follow these steps: 
i. Add the following statement at the beginning of the file: 

.file fileno "myasmfile.S" (fileno is any number) 
ii. At line number "Iinenum - 1 ", add the following line: 

.Ioc fileno linenum 
iii. Now, while using GOB, to set a breakpoint at above 

location, at (gdb) prompt enter: 
breakpoint "myasmfile.S":linenum 
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This procedure is rather cumbersome, especially if a num­
ber of breakpoints are desired in a number of assembler files. 
However, until a better solution becomes available, this will 
have to do. 

6. Why does -g switch force less optimization while compil­
ing even though the manual says that -0 switch can be 
used along with -g switch? 
Strictly speaking the -g switch need not perform less 

optimization if -0 switch is used in conjunction with the -g 
switch. However, an exception is made to this rule in order to 
maintain compatibility with the assembler produced by Mips 
Corp. If -g switch is used, the branch delay slots are neverfilled 
with any useful instruction; they are always filled with a "nop", 
even if -02 switch is specified. In the absence of -g switch, an 
effort is made to fill the delay slot with a useful instruction. 

7. Why does GOB time out if the code is doing something 
useful? What does "set timeout" command do? 
GOB assumes that if the target board does not respond to 

any query within 5 seconds, synchronization over the serial 
communication path is lost. Under such circumstances, GOB 
resets the board. This may be undesirable if the board was 
indeed expected to not respond within 5 seconds for a 
legitimate reason. To avoid such undesirable circumstances, 
the GOB manual describes a command called "set timeout 
seconds". A negative number of seconds in the command was 
expected to have GOB never time out under any circum­
stances, a feature useful in debugging real time applications 
where a breakpoint would be expected to be reached only 
under very rare conditions which occurred once every few 
hours or so. 

Unfortunately, the "set timeout" command was not imple­
mented correctly in GOB, and does not work as expected. In 
future releases of GOB, this command will be removed and 
time out will never occur. If the user believes that a malfunction 
on the target board is causing lack of response to GOB, the 
user will be expected to reset the target board manually. GOB 
will have no decision making intelligence regarding resetting 
the board. 
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Integrated Device Technology, Inc. 

By: Ketan Deshpande and Sugavaneswaran Subramanian 

INTRODUCTION 
Writing ROM-able code using IOT/C'" 5.0 or I OTIC 6.0 puts 

restrictions on 'initialized data declarations. Initialized data 
end up in ROM space, making it impossible to change such 
data during program execution. This restriction is neither 
obvious, nor acceptable to a number of C programmers. One 
technique to eliminate this restriction is explained in this 
application note. The most effective implementation requires 
modification to the C compiler utilities, which may be offered 
in future releases of IOT/C. 

OVERVIEW 
lOT's C Compiler tool chains IOT/C 5.0 and 6.0 provide a 

means of developing embedded applications based on the 
lOT R30xx and R4xOO RISControllers"'. I OTIC 5.0 generates 
ECOFF format files; IOT/C 6.0 generates ELF files. For 
purposes of this discussion, both output file formats will be 
referred to as "executable". Any differences in formats I tool 
chains will be noted wherever appropriate. 

I OTIC organizes the executable into sections by default, as 
shown below: 
1) .text: All instructions from all source files. 
2) .rdata (ECOFF) I .rodata (ELF): All initialized data that 

are declared constant. (Most commonly found elements 
here are strings.) 

3) .data: All initialized data. Oata may get moved between 
.rdata and .data depending on what the compiler be­
lieves is constant. 

4) .bss: All un initialized data. 
5) .sdata: All initialized data smaller than the size specified 

by the -G option. 
6) .sbss: All uninitialized data smaller than the size speci­

fied by the -G option. 
The layout of sections and determining what exactly goes 

into which section can be controlled using a linker script file, 
and by adding -T <script filename> in the linker command line. 

Both IOT/C 5.0 and 6.0 allow creation of user-defined 
sections and embedding user-defined symbols in the execut­
able generated, using the linker script. This flexibility is key to 
the technique discussed below. 

PROBLEM 
Initialized data in the .data section get programmed into 

ROM space when the PROMs are created. This is the only 
way that the code can "remember" the initial values of all 
initialized data, in an embedded environment. However, this 
makes it impossible for the user to modify these values. The 
user can get around this by not initializing the variables at the 
point of declaration (making them uninitialized and thus forc­
ing them into the .bss section) and then initializing them in 
code. The drawback of this approach is that the user needs to 

remember where to initialize each such data structure. An­
other way would be to have two structures: one initialized, one 
un initialized, and in the code, copy the one in . data to the one 
in .bss. This method has speed and space disadvantages. 

This Application Note describes a three-step method to 
overcome this problem. Briefly, the logic can be explained as 
(a) build the code assuming that the . data section will be in the 
RAM space; (b) in reality, burn the . data section in the ROM; 
(c) right at the start of code execution, move the . data section 
from ROM to RAM where the code expects it to be already. 

Using IOT/C, the steps would be: 
1. Link the executable program in such a way that the 

instructions look for .data section in the RAM address 
area. 

2. Build S-records using a modified version of objcopy that 
relocates the .data section to ROM area while converting 
the executable to S-record. This "saves" the initialized 
contents of the .data section. 

3. Make the startup code copy this relocated section from 
ROM area to its designated place in RAM area. This is 
the RAM address area where the instructions will be 
looking for the .data section (as explained in step 1 
above). This method has been tested and found to work 
with relocating .data from IOT/sim"'; it can be extended 
easily to cover .rdata I .rodata too. 

ADVANTAGES 
1. Allows software programmers to use initialized data 

without restrictions. 
2. Removes the necessity for additional codeldata spread 

out all over the application for modifying initialized data. 
3. Speeds up program execution, since accesses that used 

to go to ROM are now directed to RAM. 

DISADVANTAGES 
1. Increased startup time because of the code to copy the 

.data section to RAM. However, this is only a one-time 
effort, and hence is not a major overhead. 

STEPS INVOLVED 
1. Oetermine what section(s) of the executable are to be 

relocated. 
2. Modify the linker script to add informational sections (for 

objcopy) and symbols (for the startup code) that define 
the source and target of relocation. 

3. Modify the startup code to copy data from the relocated 
address (ROM) to its real address (RAM). 

4. Compile and link the application using the new linker 
script, such that the .data section now lies in RAM. 

5. Use the version of objcopy that has support for this 
relocation, to build PROMs. 
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SECTIONS TO BE RELOCATED 
Let us assume that only the .data section needs to be 

relocated. 

MODIFYING THE LINKER SCRIPT 
Linker scripts for I OTIC 5.0 and 6.0 are slightly different; the 

modifications done are very similar. 
The following information needs to be inserted into the 

linker script to enable both objcopy and the startup code to 
perform the relocation and data movement. 
a) Sections .start, .endsect 
This is done by inserting section lines in the linker script. 

The program "objcopy" relocates all sections between 
these two sections to the address defined by _src_start. 

b) Symbols _src_start, _src_end: 
This is done by inserting symbol lines in the linker script. 

The startup code copies data from _src_start to 
_tgLstart, until_src_end is reached. 

c) Symbol_tgLstart: 
This is done by inserting a symbol line in the linker script. 

The startup code copies all data that was relocated, to 
this RAM address. 
The modified linker scripts are listed on the following pages, 

with the changes highlighted. 

Sample Linker Script for IOT/C 5.0: 

OUTPUT_FORMAT ("ecoff-bigmips") 
ENTRY (start) 
SECTIONS 
{ 

.text OxbfcOOOOO 
ftext = . I 

* (.init) 
eprol 

* ( . text) 
* (. fini) 
etext 
_etext 

.rdata 
* ( . rdata) 

/* Relocate the sections between .start and 
.endsect, to begin from the current ad­
dress */ 
.start. {} 
_src_start - • 
_tgt_start = Oxa0000200 

/* _tgt_start should be equal to the start 
of the .data section below */ 

.data Oxa0000200 : { 
_fdata = .; 
* (.data) 
CONSTRUCTORS 

edata 
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/* OK, this is all we wanted to relocate */ 
• endsect • • { } 

.reginfo 

.scommon 

.bss . : { 
_fbss = .; 

* (.bss) 
* (COMMON) 

end = .; 
_end = .; 

{} 

{} 

Sample Linker script file for IOT/C 6.0: 

OUTPUT_FORMAT ("elf32-bigmips") 
OUTPUT_ARCH (mips) 
_DYNAMIC_LINK = 0; 
SECTIONS 
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{ 

/* Read-only sections, merged into text 
segment: */ 
.text OxbfcOOOOO 
{ 

_ftext = . ; 
* (. text) 
CREATE_OBJECT_SYMBOLS 
_etext - . I 

.init ALIGN(8) 

.fini ALIGN(8) 

.ctors ALIGN(8) 

.dtors ALIGN(8) 

.rodata ALIGN(8) 

.rodatal ALIGN(8) 
{ 

* ( . rodatal) 
. = ALIGN(8); 

* (. init) 
* (. fini) 
*(.ctors) 
* (.dtors) 
* (.rodata) 

.reginfo . : { *(.reginfo) 

=0 
=0 

/* Relocate the sections between .start and 
.endsect, to begin from the current ad­
dress */ 
.start. {} 
_src_start - • 
_tgt_start = Oxa0000200 

/* _tgt_start should be equal to the start 
of the .data section below */ 

.data Oxa0000200 
{ 

fdata = 
*(.data) 
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CONSTRUCTORS 

.datal ALIGN(8) : { *(.datal) 
_gp = + Ox8000; 
.lit8 . : { *(.lit8) 
.lit4 . : { *(.lit4) 
.sdata ALIGN(8) *(.sdata) } 
_edata 

/* OK, this is all we wanted to relocate */ 
.endsect •• {} 
_src_end = . 

_bss_start = . 
.sbss ALIGN(8) 

* ( . scorrunon) } 
.bss 

fbss 
* (.bss) 
* (COMMON) 
_end = . ; 
end 

.line 

. debug 
} 

.debug_sfnames 
* (.debug_sfnames) 
.debug_srcinfo 

*(.debug_srcinfo) 
.debug_macinfo 

* (.debug_macinfo) 
.debug-pubnames 

* (.debug-pubnames) 
.debug_aranges 

*(.debug_aranges) 

Modifying the startup code 

{ * (.sbss) 

0 * (.line) 

0 * (.debug) 

0 { 

} 

0 { 

} 

0 { 

} 

0 { 

} 

0 { 

} 

Typically, embedded applications have code that performs 
CPU control register initialization, cache flushing, memory 
sizing, initializing .bss etc. With the .data section in its new 
positions in ROM, the code will still look to RAM addresses for 
initialized data. Before any such references are attempted, the 
.data section should be copied out into it's real place. A good 
place to do this is usually after .bss initialization. The code 
segment below demonstrates how this can be done. The 
same code can be used for IDTC/S.O and 6.0; though for the 
R4xOO processors, the user may want to use double-word 
loads and stores for faster execution. 

la to, _src_start 
la tl, _tgt_start 
la t2, _src_end 
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2: lw t3, O(tO) 
nop 
sw t3, O(tl) 
addu to, 4 
addu tl, 4 
blt tl, t2, 2b 
nop 

Modification to OBJCOPY 
The binary utility "objcopy" needs to be modified to make it 

intelligent enough to recognize the sections that the linker 
script was asked to create, and to move the appropriate 
sections to their temporary PROM addresses. Most of the 
code modifications needed to perform this movement are in 
the function setup_sectionO in the file objcopy.c (the main 
source code file for the objcopy utility), and are shown on the 
next page, in boldface. Some adjacent code is shown for 
reference. Initialization of the variables may not be shown 
explicitly; it is mentioned wherever appropriate. 

setup_section( ...... ) 
{ 

..... /* Original variable declarations liere 
*/ 

int sec_addr; 
static int new_data_addr = 0; 
static int move_section = FALSE; 

...... /* Original code here */ 
if (!bfd_set_section_size (obfd, 

osection, 
bfd_section_size (ibfd, 

isection) ) ) 
{ 

err = "size"; 
goto loser; 

/* start_address = bfd_get_start_address 
(ibfd) ; 

in copy_object() */ 
if (Inew_data_addr) new_data_addr 

start_address; 
new_data_addr += bfd_section_size (ibfd, 

isection) ; 

/ * Got section • start? Now remember current 
address 

and keep track of new relocation address 
*/ 

if (Istrcmp(bfd_get_section_name(ibfd, 
isection) , 

".start"» 
move_section = TRUE; 

/* Got section .endsect? Stop relocation 
*/ 

else if (I strcmp (bfd_get_section_name (ibfd, 
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isection), ".endsect"» 
move_section = FALSE; 

if (move_section) sec_addr = new_data_addr; 
else sec_addr bfd_section_ vma (ibfd, 

isection); 

1* Actually do the relocation *1 
if (bfd_set_section_vma (obfd, osection, 

sec_addr) 
== false) 

err = "vma"; 
goto loser; 

if (bfd_set_section_alignment (obfd, 
osection, 

bfd_section_alignment 
(ibfd, isection)) 

== false) 

err = "alignment"; 
goto loser; 

Compile, link the application and build PROMs 
This can be done in the usual manner. The scripts shown 

above setup the. data section to reside in RAM area. The new 
version of objcopy with this option may be available in future 
releases of IDT/C. 

SUMMARY 
This application note described a technique that relocated 

certain sections to ROM and then copied them to their desig­
nated locations in RAM. This method has been demonstrated 
on the . data section; it can very easily be extended to include 
other sections too. 

The advantages are: provide C programmers with the 
ability to use initialized variables much more freely, removal of 
the need for extra code or data, faster access without requiring 
any extra ROM space. 
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Integrated Device Technology. Inc. 

By. Sugavaneswaran (Sugan) Subramanian 

INTRODUCTION 
In general, a compiler has four major components. They 

are Preprocessor, Compiler, Assembler, and Linker. This 
application note explains the "scatter" feature of SGI/MIPS 
compiler in the context of MIPS R3000/R4000 RISC proces­
sors. 

What role does a linker play in an embedded environ­
ment? 
In the embedded environment, the linker plays a major role 

in laying out the application code into RAM/ROM of the target 
system in the most productive manner. In embedded applica­
tions, the code section and the data section reside in known 
fixed memory locations. All compilers that create applications 
for embedded systems have a mechanism to specify the start 
address forthe code section. They also give the programmer 
a choice of either making the data section follow the code 
section or to start the data section at an address before the 
start of the code section or to start the data section at an 
address after the end of the code section. The linker gener­
ally, lets the programmer layout the code in the following 
manner: 
1 . One uncached code section and one uncached data 

section 
2. One cached code section and one uncached data section 
3.0ne uncached code section and one cached data section 
4. One cached code section and one cached data section 

A scatter linker offers more choices, and is, therefore, an 
integral part of the new SGI/MIPS cross-compiler for R30001 
R4000 target running on SUN SPARC host. 

Why do we need multiple sections of code and data? 
Embedded systems usually have slower main memory 

interface than desktop systems. In such systems that have a 
MIPS R3000/R4000based (RISC) CPU, the code that resides 
in the instruction cache executes many times faster than the 
code that is executed from an uncached space (Main Memory). 
Also, the data that reside in the data cache can be accessed 
many times faster the data that reside in Main Memory. The 
following cases may arise: 
1.ln some code-intensive applications, to get the most 

optimal performance out of an instruction cache, the 
programmer must have a section of code that is most 
frequently executed and that is small enough to fit inside 
the instruction cache, always cached, and the rest of the 
code in Main Memory. 

2.ln some data-intensive applications, to get the most 
optimal performance out of a data cache, the program­
mer must have a section of data that is most frequently 
accessed and that is small enough to fit inside the data 

The lOT logo Is a registered trademark of Integrated Device Technology. Inc. 

229 

cache, always cached, and the rest of the data in Main 
Memory. 

3.ln some applications that are code and data intensive a 
combination of the previous two mechanisms should be 
applied. 

What is a Scatter Linker? 
A scatter linker is a linker that lets the programmer develop 

an embedded application such that it has one or more text 
sections. and one or more data sections. The process of 
creating an application that has one or more text sections and 
one or more data sections is called scattering. This is usually 
done with the help of a linker script language. In this applica­
tion note, various features of scatter linker supported by the 
new SGI/MIPS cross compiler are described. 

The new compiler uses a linker script language to layout the 
executable code at the programmer's demand. A switch in the 
link line of the compilation lets you specify the file that contains 
the linker script having the layout information of the execut­
able code. A complete description of the linker script language 
is beyond the scope of this application note. However, an 
illustration of one simple linker script and one complex linker 
script presented here is believed to be sufficient to provide an 
introduction to the scatter linker. 

How do you invoke linker-script in a link line of the SGU 
MIPS compiler? 
The following switches are useful when invoking a linker­

script: 
"-elspec" tells the linker that the following element is going 

to be the name of a ASCII-text file containing linker-script 

"-rom" tells the linker not to pad any sections with UNIX­
based page size 

"-elsmap" tells the linker to generate the map of linker script 
to standard output (screen). The output can be redi­
rected to a file. This switch can be used without "-elspec" 
and "-rom". Gives an elaborate description of the layout 
of various sections of all the objects in the linker line in a 
pseudo linker-script form. 

example1: 
Idr4000 -elspec simple_script -rom -elsmap -0 

app1_simple crto.O file1.0 file2.0 > 
simple_script.map 

example2: 
Idr4000 -elspec complex_script -rom -elsmap -0 
app1_complex crtO.o file1.0 file2.0 > 
simple_script.map 
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How do you create linker script for executable code that has 
one text section and one data section? 

By default, all executable code that is created by the SGII 
MIPS cross compiler has the following set of valid sections: 
1. A ".text" section containing executable instructions. 
2. A ".MIPS.option" section 
3. A ".reginfo" section 
4. A ".rodata" section containing read-only data. Read only 

data include immediate values, char constants, and string 
constants 

5. A ".data" section containing intialized data. Initialized 
data include initialized global variables, initialized vari­
ables with "static" type, and variable with "const" type. 

6. A ".bss" section containing uninitialized data. 
Uninitialized data include uninitialized global variables 
and function names. 

A segment is a collection of sections. Sections 1-4 are 
considered loadable, readable and executable and are grouped 
together and put into a segment with unique attributes. Sec­
tions 5-6 are considered loadable, readable, and writable and 
are grouped together and put into another segment with 
unique attributes. This is the default layout. The programmer 
is free to change the attributes and/or the contents of a 
segment. 

A simple script includes all the default sections. 
The following is an example: 

Example1 (simple_script) : 
# Creates an executable with one text section and one data 

section. 
# It has the text section start at Oxa0020000 and has the 

data section 
# following the text section 
# comment is preceded by a # 
# file: simple_script 

# The following segment contains elements that are 
readable and 

# executable 
beginseg 

segtype LOAD # Makes the segment loadable 
# A segment is considered loadable 
# if its contents can be put in a valid 

section 
# of main memory or cache in the 

target 
# system 

segflags R X # Makes the segment readable and 
# Executable 

vaddr Oxa0020000 # Gives the start address for the 
segment 

# This a valid virtual address in the 
target 

# system 
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segalign Ox1 000 # specifies the UNIX OS based 
page 

contents 

# alignment between the current 
segment 

# and the following segment. It is 
ignored 

# when using "-rom" switch in the 
link line 

# specifies the sections that are 
going to 

# be put in this segment 
# The following link-script command "noheaders" 
# makes sure that the section header information is 
# skipped in the executable code 

noheaders 
default 

endseg 

# Includes are the all the loadable 
# sections that are readable and 
# executable 

# The following segment contains elements that are 
readable and writable 
beginseg 

segtype LOAD 
segflags R W # Makes the segment readable and 

# Writable 
# If you want to make the data section start at a new 

address, 
# then enter the stuff within quotes in the following line 
# ''vaddr <data-start-addr>". 
# where <data-start-addr> is a valid hex number i.e. Ox<8-

hexdigits> 
segalign Ox1000 
contents 
default 

endseg 

How do you create linker script for executable code 
that has more than one text section and more than 
one data section? 
Executable code that is created by SGIIMIPS cross com­

piler has the following set of valid sections: 
1.0ne or more sections containing executable code with 

unique attributes as long as they are all within 256 
MegaByte boundary. Due to the boundary limitation on 
code section, one cannot have a section of 
executable code in Cache and the rest of the executable 
code in Main Memory 

2.A ".MIPS.option" section 
3.A ".reginfo" section 
4.0ne or more sections containing read only data with 

unique attributes. 
5. One or more sections containing initialized data with 

unique attributes. 
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6.0ne or more sections containing uninitialized data with 
unique attributes. 

Whenever you want to create an application that needs to 
have more than one code section and more than one data 
section, itis necessary that you know the unique attributes that 
identify them. And, iftwo sections have similar attributes, they 
should have different names. Moreover, you can have a code 
section inside a data section or a data section inside a code 
section. 

The executable file format for the executable code is ELF. 
Each one of the ELF sections are identified by 
1.Section type 
2. Section flag 

The following is the list of valid ELF sections with the 
attributes for them: 
1 . code section 

Section type: PROGBITS 
PROGBITS ==> Contents are loaded into the memory 

before execution 
Section flag: ALLOC EXECINSTR 
ALLOC ==> Contents have a valid section of memory 

in the target system 
EXECINSTR ==> Contents are executable machine 

instructions 
2. read only data section 

Section type: PROGBITS 
Section flag: ALLOC 

3. initialized data section 
Section type: PROGBITS 
Section flag: ALLOC WRITE 

4. uninitialized data section 
Section type: NOBITS 
NOBITS ==> Contents are not loaded into the 

memory before execution 
Section flag: ALLOC WRITE 

The following example describes how to create linker script 
that hasmultiple text and data sections for the executable 
code. 
Example2 (complex_script): 

beginseg 
segtype LOAD 
segflags R X 
vaddrOxa0020000 
segalign Ox1t,;\)0 
contents 
noheaders 
beginscn . text 

# scntype specifies section type for code section to be 
PROGBITS 

scntype PROGBITS 
# scntype specifies section flag for code section to be 

ALLOC 
# EXECINSTR 

scnflags ALLOC EXECINSTR 
scnalign 4 

# .text is the name of the section 
# It contains code section for object crto.o 
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# read only data section (.rodata) for all objects 
# .MIPS.options section for all objects 
# .reginfo section for all objects 

section .text in crto.o 
section .rodata 
section .MIPS.options 
section .reginfo 
endscn 

endseg 
beginseg 

segtype LOAD 
segflags R W 
segalign Ox1000 
contents 

beginscn .data 
scntype PROGBITS 
scnflags ALLOC WRITE 
scnalign 4 

# .data is the name of the section 
# It contains data section for object crto.o 

section .data in crto.o 
endscn 

endseg 
beginseg 

segtype LOAD 
segflags R X 
segalign Ox1000 
contents 

beginscn . text2 
scntype PROGBITS 
scnflags ALLOC EXECINSTR 
scnalign 4 

# .text2 is the name of the section 
# It is the second code section 
# It contains text section for object file1.o 
# It contains text section for object file2.o 

section .text in file1.0 
section .text in file2.0 
endscn 

endseg 
beginseg 

segtype LOAD 
segflags R W 
segalign Ox1000 
contents 

beginscn .data2 
scntype PROGBITS 
scnflags ALLOC WRITE 
scnalign 4 

# .data2 is the name of the section 
# It contains initialized data section for object file1.0 
# It contains initialized data section for object file2.0 

section .data in file1.0 
section .data in file2.0 
endscn 

endseg 
beginseg 

segtype LOAD 
segflags R W 
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segalign Ox1000 
contents 

beginscn .bss 
scntype NOB ITS 
scnflags ALLOC WRITE 
scnalign 4 

# .bss is the name of the section 
# It contains un initialized data section for all objects 

section .bss 
endscn 

endseg 

CONCLUSION: 
In embedded systems with SGIIMIPS R3000/R4000 CPU, 

having some sections of code in Instruction cache and some 
sections of code in Main Memory, and some portion of data in 
data cache and the rest in Main Memory can greatly improve 
performance in data intensive and/or code intensive applica­
tions. The scatter linker is an integral part of the new SGI/ 
MIPS compiler and has the ability to produce such code. 
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(;) SETTING UP THE SGllNDyTM AS TECHNICAL 

A DOWNLOAD PLATFORM FOR NOTE 

IDT'S Rise EVAL BOARDS TN-16 

Integrated Device Technology, Inc. 

By Ketan Oeshpande 

This note explains how to set up the SGIINDYn.t worksta­
tion as a platform for downloading code onto an lOT 
evaluation board. 

You will need the following items: 
1. An SGIINDY workstation running IRIXn.t 5.1.1 or higher, 

with at least one serial port. Two ports are necessary if 
you want to do terminal emulation from the SIM. 

2. A RISC evaluation board from lOT. The board must have 
IDT/SIMn.t 4.0 or later. 

3. A software development tool chain that will produce 
executable code for MIPS RISC processors, and S­
records from that executable code. 

4. The UUCP utility on the INDY workstation. If this is not 
installed, it should be available on one of the CD-ROMs 
containing IRIX software. The UUCP utility is available on 
the IRIX Operating System CD-ROM as package 
eoe2.sw.uucp. 

5. An RS232C cable that plugs into the serial port on an 
INDY. MINI DIN 8 cables can be used. One cable is 
sufficient, two are needed if you want to do terminal 
emulation. 

ASSUMPTION 
It is assumed that: 
1. The software tool chain is set up on the workstation 

properly. 
2. You have created a small software program, and com­

piled and linked it with the appropriate libraries from your 
tool chain. 

3. You also have created S-record files from the execut­
able. You will need to download the S-record file to the 
evaluation board. 

HARDWARE 
To set up the hardware for downloading the S-record file 

from the INDY to the target board, you need to set up a serial 
link between the workstation and the board. This is a one-time 
effort only. 

Locate the serial ports on the back of the INDY. They are 
next to the mouse and keyboard ports, and are marked" 1 " and 
"2". By default, IDT/SIM uses the ttyO port of the board to 
communicate with a terminal. (To display prompts, echo the 
keyboard input, etc.) Hence, this port needs to be connected 
to the host. Locate the ttyO port of the lOT evaluation board. 
Connect it to a serial port on the INDY using the serial cable 
mentioned above. Once the cable is hooked up, connect the 
power supply to the board and switch it on. 

Let us assume for further discussion that the INDY's serial 
port 2 has been connected to the board's ttyO. 

SOFTWARE 

Setting up the serial port 
In the INDY, serial port "n" is associated with the device file 

Idev/ttydn. Make sure the access permissions forthe file Idevl 
ttyd2 are set to "rw-rw-rw-". You can view the current mode 
using "Is -l/dev/ttyd2". If the mode is different, you will need 
to log in as root and use "chmod 666 Idev/ttyd2" to set the 
proper mode. Also, still working as root, in the letc/inittab file, 
look for the line that has ttyd2. If necessary, change it so that 
it the third field is "off", rather than "respawn" or "on". The line 
now should look like this: 

t2:23:off:/sbin/getty -N ttyd2 co_9600 

If you want to do terminal emulation from the SIM (not really 
necessary since you have the capability to open multiple 
windows on the INDY), connect the serial port 1 to tty2 (or 
AUX) on the evaluation board and make sure that the line (in 
letc/inittab) for tty1 looks like the one below: 

tl:23:respawn:/sbin/gatty ttydl co_9600 

After changing the letc/inittab file, type ''telinit q" to make 
those changes known to IRIX. 

Setting up UUCP 
Log in as root on the INDY. This can be done easily by 

opening another window and using the command "su - roof 
or "login root". Change current directory to the UUCP directory 
(/etc/uucp or lusr/lib/uucp). 

Add the following line to the file Systems: 

board Any dev Any 

Add the following line to the file Devices: 

dev ttydl - 9600 direct 

The above two lines inform UUCP that there is a device 
called board of type dev that is directly connected to ttyd1 and 
communicates at 9600 baud. 

The above changes need to be made only once, and now 
it is assumed that there is a working serial connection between 
the INDY and the board. 

Now, working as yourself (not as root), change directory to 
where your S-Record file exists, and at the shell prompt, type: 

cu board 

The lOT logo is a registered trademark and IDT/SIM is a trademark of Integrated Device Technology, Inc. 
INDY and IRIX are registered trademarks of SGI Inc. 
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The system will respond in a minute, saying "Connected". 
Press <RET> a couple of times. You should see the IDTI 

81M prompt "<IDT>". If you do not see this prompt, the serial 
connection has not been set up properly. Please go over the 
steps mentioned above and check that all steps have been 
taken. You may try resetting the board too. 

To download over the serial port, at the 81M prompt, type: 

load -a ttyO 

The cursor will go to the next line and freeze there. Now, 
type: 

-$cat your-srec-filen~e 

In the process of typing, you will notice that your hostname 
suddenly appears in between the - and the $. This is done by 
cu, and is expected. Another way to download over the serial 
port would be as follows: 

At the SIM prompt, type: 

load -a ttyO 

In another window, type: 

cat your-srec-filen~e > /dev/ttyd2 

After you type in the command and press Enter, there may 
be a pause of a few seconds, and after that you will see rows 
of dots showing that the file is being downloaded. 

After the download is complete, a message like the follow­
ing will be displayed: 

Done. (num) records, initial pc: (address) 

and the <IDT> prompt will return. At this point you can start 
using the SIM commands again. 

To disconnect from the board, type "-" and press Enter. 
This is a tilde (-) followed by a period (.). The display will say 
Disconnected and the shell prompt will reappear. 
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(;) USING HplS R4XOO TECHNICAL 

DISSEMBLER SOCKET FOR NOTE 

HIW AND SIW DEBUG TN-17 
Integrated Device Technology, Inc. 

By Sami Khan 

INTRODUCTION 
The IDT79R4600Thl is the newest member of IDT's 

RISControlierThl family and provides full applications upward 
compatibility with the earlier members of the MIPS family. 

This note explains the use of Hewlett-Packard Logic Ana­
lyzer preprocessor pod for R4000PC as a debugging tool. An 
important part of system design involves choosing the correct 
design and debugging tools which can help the system 
designers debug their system with ease and efficiency. 

THE HP E2438A PREPROCESSOR 
The HP E2438 Preprocessor provides a complete interface 

for state analysis between any target system and an HP 
1660A"', HP 16540/16541A,DThI

, or HP 16550 Logic Ana­
lyzerThl. The package includes a preprocessor socket and 
system software. The software includes configuration files 
and disassembler software for both little end ian and big 
endian systems. 

SYSTEM SETUP 
The preprocessor socket has two configuration switches. 

Switch SW1 is used to select processor operating frequency. 
If the target system is operating above 35Mhz, SW1 must be 
in the ON position. If the target is operating between 10Mhz 
and 35Mhz, switch SW1 must be OFF. 

( 100/S00MHz LA E ) ( Listing 1 )( 
( ) ( ) ( Markers TrigtoX 

Time o s 

Similarly, switch SW2 is used to select interface clocking 
mode. The ON position is for state-per-clock mode, which 
means that every microprocessor clock cycle will clock the 
logic analyzer. When SW2 is in the OFF position, the interface 
is in state-per-bus-cycle mode, meaning that only valid data 
transfers (microprocessor bus cycles) are clocked into the 
logic analyzer. Note that in the state-per-clock mode, disas­
sembly is not available. 

The setup involves plugging the preprocessor interface 
connector into the microprocessor socket. Please refer to the 
"Preprocessors Interface User's Guide" from HP for connect­
ing the interface socket to the logic analyzer pods. Next, load 
the configuration file into the logic analyzer. This would 
automatically load the inverse assembler file for a big end ian 
system (file I R4K_BE). For a little endian system, load inverse 
assembler file I R4K_LE. If the configuration file is saved to the 
disk with the current inverse assembler, the next time that 
configuration is loaded, the current inverse assembler will also 
automatically be loaded with it. 

Setting up the logic analyzer also involves setting up the 
triggering point. The triggering point depends on the type of 
cycle the system designer is trying to capture. The triggering 
point can be set on any Address, Data, or Control signals or 
any bus activity. 

Invasm ) ( Print ) ( Group Run ) 

) Trig to 0 ( XtoO ) o s o s 

I 
ADDRLO R4000 Inverse Assembly DATA ~ 

Hex I A[7: 0] Mnemonic 

-2 1FC1EE94 94 SW sOO, 3978 (at) 
- 1 1FC1EE98 98 

0 lEQlEE96 RESET: Mode Elit Q 
1 1FC1EE98 RESET: Mode Bit= 1 
2 1FC1EE98 RESET: Mode Bit = 1 
3 1FC1EE98 RESET: Mode Bit=O 
!1 1FC1EE98 RESET: Mode Bit=O 
5 1FC1EE98 RESET: Mode Bit=O 
6 1FC1EE98 RESET: Mode Bit=O 
7 1FC1EE98 RESET: Mode Bit=O 
8 1FC1EE98 RESET: Mode Bit= 1 
9 1FC1EE98 RESET: Mode Bit=O 

10 1FC1EE98 RESET: Mode Bit=O 
11 1FC1EE98 RESET: Mode Bit=O 
12 1FC1EE98 RESET: Mode Bit=O 
13 1FC1EE98 RESET: Mode Bit=O 

Figure 1 

The lOT logo Is a registered trademal1< and RISControlier and R4600 are trademarks of Integrated Device Technology. Inc. 
HP 1660A. HP 16540116541A,D. and HP 16550 Logic Analyzer are trademal1<s of Hewlett-Packard Co. 
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Hex ~ 
AC303978 AC 
02000000 02 
EZEQlQ;3E ~Q 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
F7EC103F 20 
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DEBUGGING AN R4600 SYSTEM 
Debugging of an R4600 system starts with the debugging 

of CPU's reset interface. This involves debugging of warm 
and cold reset logic, debugging the mode bit interface and 
fetching the reset vector. 

Debugging the CPU reset interface involves getting the 
CPU to read the correct mode bits. To capture mode bits using 
the disassembler software, trigger the logic analyzer on the 
"COLD RESET" signal being low. After 256 mode bits read 
cycles, the processor shou Id fetch the reset vector from virtual 
address OxbfcOOOOO ( Ox1 fcOOOOO physical). Figures 1 and 2 
show the mode bits read sequence atthe reset interface. After 
256 read cycles, the processor fetches the reset vector from 
physical address Ox1 fcOOOOO, as shown in Figure 2. 

The preprocessor interface can then be used for software 
debugging. The instruction can be run cached or uncached. 
For full execution trace, the software must be run uncached, 
so that the disassembler sees all executed instructions. The 
logic analyzer captures all bus activity and every instruction 
executed can be seen on the display. 

Figures 3 and 4 explain the execution trace for uncached 
instructions and data. The code starts executing from physi­
cal address Ox00020000 ( OxA0020000 virtual). Sequential 
fetches can be seen on the bus interface which explains the 
execution flow of the code. 

When configured as a timing analyzer, the timing relation­
ship for CPU signals can be read which is helpful in debugging 
hardware, as shown in Figure 5. 

Code can be run cached, but full execution trace informa­
tion will not be available. Internal caches are used most of the 
time and only external bus activity can be seen by the 
analyzer. Mostly, this external activity corresponds to the 
refilling of the internal caches. Only during the initial filling of 
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caches, the analyzer can capture all the bus activity. More­
over, this does not guarantee that every instruction fetched is 
executed. For example, CPU supports SUb-block ordering for 
block refill. This only guarantees that the first instruction for a 
block refill will be executed. Figures 6 and 7 explain this fact. 
Figure 6 shows the initial cache refill cycles for the code fetch. 
Once caches are filled, code continues to execute from it and 
the only bus activities that can be captured by the analyzer are 
the data load or store operations or cache refill operations as 
shown in Figure 7. 

Note that whether or not the software is executed through 
the cache, the order of loads and stores seen on the bus will 
be the same as the order in which they are executed by the 
CPU. The R4600 insures strong ordering, which guarantees 
this order. Also note, however, that the R4600 integrates an 
on-chip write buffer. Thus, data being written may not be due 
to the most recent store instruction executed, but rather due 
to a previous store instruction which was executed, and 
whose data was captured by the on-chip write buffer. Once a 
load operation is required, all such pending writes will be 
executed prior to the data load. 

SUMMARY 
The use of HP's preprocessor socket is one example of the 

debugging tools for an R4600 system. The logic analyzer is 
useful for initial debugging of the system and it can be used 
further for software and hardware debug. The Disassembler 
formats logic analyzer state traces into assembly level mne­
monics to allow easier user interpretation. 

When used in conjunction with tools such as an embedded 
monitor program, a ROM emulator, and/or remote target high­
level language debug tools, overall development time can be 
reduced substantially. 

~~(====L=ist=in=g=1==~)(~===I=nv=a=sm====~)~(==~_p_rin_t~~~~)~(===G=r=ou=p=R=un==~) 
'--___ T_ri_g_~_~ _____ ) (",, ___ T_r_ig_~O_~ ____ ) ( X ~ ~ ) 

~=========lll R4000 Inverse Assembly 
~ ________ ~I~IA~[7~:~O~1========~M=ne=m=o=n~iC====~========~ 

RESET: 
RESET: 
RESET: 
RESET: 

Mode Bit-O 
Mode Bit=O 
Mode Bit=O 
Mode Bit = a 

00 J 
04 NOP 
88 LUI 
8C MTCO 
90 MTCO 
94 ADDIU 
98 MTCO 
9C ADDIU 
AO BNE 
A4 ADDIU 
AO BNE 
A4 ADDIU 

01 FC00388 

vOO, 2001 
vOO, SR 
rOO, Cause 
vOO, rOO, 0003 
vOO, r16, rsvd 
vOO, rOO, 0080 
vOO, rOO, 01 FC003AO 
vOO, vOO, FFFF 
vOO, rOO, 01 FC003AO 
vOO, vOO, FFFF 

Figure 2 
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STAT ~ 
Hex ~ 

FF1BCBF4 02 
FF1BCBF4 02 
FF1BCBF4 02 
FF1BCBF4 02 
101BFBEO OB 
101BFBE4 00 
101BFBE8 3C 
101BFBEC 40 
101BFBEO 40 
101BFBE4 24 
101BFBE8 40 
101BFBEC 24 
101BFBEO 14 
101BFBE4 24 
101BFBEO 14 
101BFBE4 24 
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( 100/500MHz LA E ) ( Listing 1 )( Invasm ) ( Print )( Run ) 

( Markers ) Acquisition Time 
Time 22 Jun 1994 16:56:33 

ADDRLO II R4000 Inverse Assembly STAT ~ 
Hex II A[7:0] Mnemonic Hex ~ 

-1 00001604 08 Nap 001BEFE4 00 
0 00020000 00 MTCO vOO, SR 001BEFEO 3C 
1 00020004 04 LUI vOO, 2001 001BEFE4 3C 
2 00020008 08 ADDIU vOO, ROO, 0003 001BEFE8 40 
3 002000C OC MTCO rOO, Cause 001BEFEC 40 
4 00020010 10 ADDIU vOO, rOO, 0080 001BEFEO 40 
5 0020014 14 MTCO vOO, r16, rsvd 001BEFE4 40 
§ 00020018 18 ADDIU vOO,vOO, FFFF 001BEFE8 14 

7 0002001C 1C BNE vOO,rOO,OOO02001C 001BEFEC 14 

8 00020018 18 LUI vOO, vOO, FFFF 001BEFE8 14 

9 0002001C 1C LUI vOO, rOO, 00002001 C 001BEFEC 14 

10 00020018 18 SW vOO, vOO, FFFF 001BEFE8 14 

11 0002001C 1C ADDIU vOO, rOO, 00002001 C 001BEFEC 14 

12 00020018 18 LW vOO, vOO, FFFF 001BEFE8 14 

13 0002001C 1C SW vOO, rOO, 00002001 C 001BEFEC 14 

14 00020018 18 BEQ vOO,vOO,FFFF 001BEFE8 14 

3122 drw03 

Figure 3 

( 100/500MHz LA E ) ( Listing 1 )( Invasm ) ( Print )( Run ) 

( Markers ) Acquisition Time 
Off 23 Jun 1994 08:45:49 

ADDRLO II R4000 Inverse Assembl:i [ STAT ~ 
Hex II A[7 :0] Mnemonic I Hex ~ 

264 00020020 20 LUI tOO, AAAA 001BEFEO 3C 
265 00020024 24 LUI vOO, AOOO 001BEFE4 3C 
266 00020028 28 SW tOO, 0000 (vOO) 001BEFE8 25 
267 0002002C 2C ADDIU tOO, tOO, 5555 001BEFEC 25 
268 00020030 30 LW t01, 0000 (vOO) 001BEFEO AC 
269 00000000 00 memwrite AAAA5555-·····-- 405BEFCO AA 

~~~ 00020034 38 SW rOO, 0008, (vOO) 001BEFE4 AC 
00000008 08 mem write 00000000 - - - - - - - - 405BEFC8 00 

272 00000000 00 mem read AAAA5555-------- 001BEFEO M 
273 00020038 38 BEQ t01, tOO, 000020048 001BEFE8 00 
274 0002003C 3C Nap 001BEFEC 00 
275 00020040 40 BEQ rOO, rOO, 000020040 001BEFEO 00 
276 0002004C 4C Nap 001BEFEC 00 
277 00020050 50 SW rOO, 0008 (vOO) 001BEFEO AC 
278 00020054 54 SW tOO, 0010, (vOO) 001BEFE4 AC 
279 00000010 10 mem write FFFFFFFF-------- 001BEFEO FF 

3122 drw04 

Figure 4 
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100/500MHz LA E ) ( Listing 1 )( Invasm )( Print )( Run ) 
Markers ) Acquisition Time 

Off 22 Jun 1994 17:50:17 

ADDRLO II R4000 Inverse Assembly STAT ~ 
Hex II Mnemonic Hex ~ 

-1 00001604 08 NOP 0018EFE4 00 
0 00020000 00 MTCO vOO, SR 8011EFEO 3C 

04 LUI vOO, 2001 3C 
00020000 08 ADDIU vOO, rOO, 0003 8011EFEO 40 

OC MTCO rOO, Cause 40 
2 00020000 10 ADDIU vOO, rOO, 0080 8011EFEO 40 

14 MTCO vOO, r16, rsvd 40 
3 00020000 18 ADDIU vOO, vOO, FFFF 0011EFEO 14 

1C 8NE vOO, rOO,00002001C 14 
4 00020020 20 LUI tOO, AAAA 8011EFEO 14 

24 LUI vOO,AOOO 14 
5 00020020 28 SW tOO,OOOO(vOO) 8011EFEO 14 

2C ADDIU toO, toO, 5555 14 
6 00020020 30 LW t01,0000(vOO) 8011EFEO 14 

34 SW rOO,0008(vOO) 14 
7 00020020 38 BEQ to1, tOO,000020048 0011EFEO 14 

3122 drw06 

Figure 6 
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( 100/500MHz LA E ) ( Listing 1 )( Invasm )( Print )( Run ) 

( Markers ) Acquisition Time 
Off 22 Jun 1994 16:30:45 

ADDRLO II R4000 Inverse Assembly STAT ~ 
Hex II A[7: 0] Mnemonic Hex ~ 

3 00020000 18 ADDIU vOO, vOO, FFFF 0011EFEO 14 
1C SNE vOO, rOO,00002001C 

4 00020020 20 LUI tOO, AAAA 8011EFEO 3C 
24 LUI vOO, AOOO 

5 00020020 28 SW tOO, OOOO(vOO) 8011EFEO 25 
2C ADDIU tOO, tOO, 5555 

§ 00020020 30 LW t01, OOOO(vOO) 8011EFEO AC 
34 SW rOO, 0008,(vOO) 

7 00020020 38 SEQ to1, tOO, 000020048 0011EFEO 00 
3C NOP 

8 00000000 00 mem write AAAA5555 ------------- 4058EFCO AA 
9 00000008 08 mem write 00000000 ------------- 5058EFC8 00 

10 00000000 00 mem read AAAA5555 ------------ 0018EFEO AA 
11 00020040 40 SEQ rOo, rOO, 000020040 8011EFEO 00 

44 NOP 
12 00020040 40 ADDIU tOO, rOO, FFFF 8011EFEO 00 

3122 drw 07 

Figure 7 
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(;) EMBEDDING ASSEMBLY TECHNICAL 

INSTRUCTIONS INSIDE 
NOTE 
TN-18 

C-SOURCE CODE 
Integrated Device Technology, Inc. 

By Sugan Subramanian 

INTRODUCTION 
This is a tech note on how to embed assembly instructions 

inside C source code. It is targeted towards programmers who 
have some knowledge of C-Ianguage and R3000 assembly 
language. 

In IDT/C"'" 5.0, assembly instructions can be inlined inside 
any genuine block of C-code. A genuine block of C-code is a 
section of C-code enclosed by open and closed curly braces. 
The inlined assembly may include synthetic assembly instruc­
tions. These instructions are expanded during compile/as­
sembly phase of the compiler. The format agreed by the IDT/ 
C 5.0 compiler depends on whether or not the in lined assem­
bly lines require arguments, and whether these arguments are 
read, written, or both. 
Specifically there are 4 cases to consider: 
- inline without any parameters 
- in line with read only parameters 
- inline with write only parameters 
- in line with read and write parameters 

These four cases will be discussed elaborately in the 
following sections. 

INLINE ASSEMBLY LINES WITHOUT ANY 
PARAMETERS 

Format: 

asm("<asm instrct1> ; <asm istrct2> ; <asm instrct2>; 
... <asm instrctn>") 

e.g: 
unsigned int get_addr{) 
{ 

asm{"li $2,Ox80020000 ; lui $3, 0"); 
) 

Description: 

1. "geCaddr" is a function that takes no arguments and 
returns an unsigned integer. 

2. The in lined portion of the function body computes the 
return value == (Ox80020000) that is saved at $2 (or) vO 
and initializes $3 (or) v1 with zero. 

Constraints: 
All assembly instructions including synthetic instructions 

are allowed. 
All register names should have hardware mnemonics. 
Le.: 

General registers are $0, $1, .. , $31 
Coprocessor 0 registers (has TLB, configuration 

The lOT logo Is a registered trademark and IOTIC Is a trademark 01 Integrated Device Technology. Inc. 
R3000 Is a trademark 01 MIPS Computer Systems. Inc. 

specific registers) are $0,$1, ... , $31 
Coprocessor 1 registers (has Floating Point Accelerator 
specific registers) are $0, $1, ... , $31 
Coprocessor 2 registers are $0, $1, ... , $31 
Coprocessor 3 registers are $0, $1, ... , $31 

INLINE ASSEMBLY LINES WHICH USE 
WRITE-ONLY PARAMETERS 

Format: 

asm("<asm instrct1> ; <asm istrct2> ; <asm instrct2>; ... 
<asm instrctn>" 
: "=<write-only_param1 format>" «write-only-param1 
name», 
"=<write-only_param2 format>" «write-only_param2 
name», 
... "=<write-only_paramk format>" «write-only-paramk 
name>)); 

e.g: int J., J; 

void maine) 
{ 

Intialize_Globals{); 
printf{"value of i 

%d\n",i,j); 

void Initialize_Globals{) 
{ 

%d and 

asm{"ori %0,$0,3 ; ori %1, $0, 4" 
"=r" (i), "=r" (j»; 

Description: 

j 

1. "lnitialize_Globals" is a function that takes no arguments 
and returns nothing. 

2. The inlined portion of the function body initializes the 
global variables "i" and "j". Uses "i" and "j" as write-only 
parameters. Parameter "i" is referenced by %0 and "j" is 
referenced by %1. "=r" is the format for both "i" and "j". 
"=r" specifies that the following write-only parameter has 
a general register associated with it. 

Constraints: 

All assembly instructions including synthetic instructions 
are allowed. 

All register names should have hardware mnemonics. 
In R3000, the following are the possible hardware 
mnemonic: 
General registers are $0, $1, .. , $31 
(has TLB, configuration specific registers) 
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Coprocessor a registers are $0, $1, ... , $31 
(has Floating Point Accelerator specific registers) 
Coprocessor 1 registers are $0, $1, ... , $31 
Coprocessor 2 registers are $0, $1, ... , $31 
Coprocessor 3 registers are $0, $1, ... , $31 
Write-only parameters can be either global or local vari­

ables. Write-only parameters are indexed from a to n-1 , where 
n is the number of parameters used in the inlined code. Inside 
the in lined code, write_only_parameter1 is accessed by %0, 
write_only-parameter2 is accessed by % 1 , and so on. These 
are the formats that are allowed for write-only parameters: 

"=r" _ Specifies that the write-only parameter has a 
general register assigned to it. 
"=f" _ Specifies that the write-only parameter has a 
floating point register assigned to it. 

INLINE ASSEMBLY LINES WHICH USES 
READ-ONLY PARAMETERS 
Format: asm("<asm instrct1> ; <asm istrct2> ; <asm 

instrct2>; ... <asm instrctn>" 
:: "<read-only_param1 format>" «read-only-param1 
name», 
"<read-only_param2 format>" «read-only_param2 

name», 
... "<read-only_paramk format>" «read-only-paramk 
name»); 

e.g: 
void main() 
{ 

print ("INLINE VAL = %d\n", return_3 () ); 
} 

int return_3() 

asm("ori $2,$0,%0 ori $3, $0, %1" 
•• lin" (3), "n" (4»; 

TECHNICAL NOTE TN-18 

Coprocessor a registers (has TLB, configuration specific 
registers) are $0, $1, ... , $31 
Coprocessor 1 registers (has Floating Point Accelerator 
specific registers) are $0, $1, ... , $31 
Coprocessor 2 registers are $0, $1, ... , $31 
Coprocessor 3 registers are $0, $1, ... , $31 
Read-only parameters are indexed from a to n-1, where n 

is the number of parameters used in the inlined code. Inside 
the in lined code, Read-only_parameter1 is accessed by %0, 
Read-only_parameter2 is accessed by %1, and so on. These 
are the formats that are allowed for read-only parameters: 

"r" _ Specifies that the parameter has a general 
register assigned to it. 
"f" _ Specifies that the parameter has a floating point 
register assigned to it. 
"n" _ Specifies that the parameter is an immediate 
value. 
"m"_ Specifies that the parameter is a memory ad­
dress. 
"0" _ Specifies that the parameter is an offsettable 
memory address. 
"X" _ Specifies that the parameter can be any of the 
above. 

INLINE ASSEMBLY LINES THAT USES 
WRITE-ONLY AND READ-ONLY PARAM­
ETERS 

Format: 

asm("<asm instrct1> ; <asm istrct2> ; <asm instrct2>; ... 
<asm instrctn>" 
: "=<outpuCvar1 format>" «outpuCvar1 name», 
"=<outpuCvar2 format>" «outpuCvar2 name», 
... "=<output_vark format>" «outpuCvark name» 
: "<inpuCvar1 format>" «input_var1 name», 
"<input_var2 format>" «inpuCvar2 name», 
... "<inpuCvark format>" «input_vark name»); 

e.g: 

Description: 
1. "return_3M is a function that takes no arguments and 

returns integer value 3. 
2. The inlined portion of the function computes the return 

value. 
3. Whenever we use read only parameters without write 

only parameters, we have to use two colons "::" preced­
ing them to specify that there are no write only param­
eters. 

Constraints: 
All assembly instructions including synthetic instructions 

are allowed. 
All register names should have hardware mnemonics. 
i.e. 

General registers are $0, $1, .. , $31 
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#define ARRAY_SIZE IN BYTES 40 
int b[20]; 
void main() 
{ 

int a[10]; 
int i,j,k; 
{asm 

.set noreorder 
Ii $11,%2; 
addiu %0,%3; 

1:; 
sw $11,0(%0); 
addiu $11,-4; 
bnez $ll,lb; 
addiu %0,-4; 
Ii %1,%4; 

.set reorder" 
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:: "r" (a), "r" (j), "n" 
(ARRAY_SIZE_IN_BYTES), 

"nn (10*4), "m" (b) 
: "$11");} 

printf ("return val %d\n",j)i 
i=-li 

while (++i < 10) 
printf("a[%d] = %d\n",i,a[i])i 

Description: 
1. This program initializes an integer array of 10 with values 

starting from 0 through 36 by an increment of 4 and 
displays the array. 

2. The in lined portion not only initializes the array but 
demonstrates one peculiar inline feature, how to use 
read-write parameter. 

3. We are allowed to use registers inside inlined assembly 
lines as long as we declare that they will be clobbered. 
This is done by giving register name(s) preceded by 
three colons (":::") if there are no write-only and read-only 
parameters, a colon (":") following the read only 
parameter(s) if there are read-only parameters, and two 
colons ("::") following the write only parameter(s) if there 
are only write-only parameters. 

Constraints: 
All assembly instructions including synthetic instructions 

are allowed. 
All register names should have hardware mnemonics. 

i.e. 
General registers are $0, $1, .. , $31 
Coprocessor 0 registers (has TLB, configuration specific 
registers) are $0, $1, ... , $31 
Coprocessor 1 registers (has Floating Point Accelerator 
specific registers) are $0, $1, ... , $31 
Coprocessor 2 registers are $0, $1, ... , $31 
Coprocessor 3 registers are $0, $1, ... , $31 
Whenever a parameter is used for reading and writing, 

declare such parameters to be either read-only or write-only 
and not both. This convention eliminates a lot of confusion. In 
the previous example, parameter "j" and "a" are declared to be 
read-only and used for both reading and writing. It is appropri­
ate because both "j" and "a" are of type "r" (have general 
registers associated with them). Only read-only parameters 
that have registers associated with them are writable. 

TECHNICAL NOTE TN-18 

GENERAL RULES WHILE INLINING ASSEM­
BLY LINES 

Always enclose your in lined assembly lines by a block of 
".set noreorder" and ".set reorder" directives so that compiler 
leaves the inlined assembly lines untouched even if the entire 
code is optimized. However, some harmless warning mes­
sages are generated by the assembler (I OTIC 5.0) when the 
synthetic assembly instructions are expanded; they can sim­
ply be ignored. 

Declare all your variables that are read from and the 
immediate values that are used inside in lined assembly to be 
read-only parameters. Declare all variables that are written to 
as write-only parameters. Whenever a temporary register is 
used inside inlined assembly code always make sure it gets 
declared as clobbered. 

SUMMARY 
Inlining assembly lines inside of c-code is a boon in itself if 

the only way of optimizing your c-code is through having 
different sections of it in assembly. In IDTIC 5.0, inlining 
assembly lines is complemented by the ability to use local and 
global variable names as aliases to the registers assigned to 
them. 
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G IOT/e™ BINARY UTILITIES TECHNICAL 
NOTE 
TN-19 

Integrated Device Technology, Inc. 

By Evelyn Zhan 

INTRODUCTION 
This note briefly explains the most important binary utilities 

of IDT/C'" 5.0. This technical note lists all valid switches in 
each utility, and is intended to be useful as a quick reference 
card. 

gar: Create, modify and extract from archives. 

gar -rc archive member1 member2 ... 
Create an archive library whose contents are member1 
member2 ... that can be linked with different application 
programs. 

gar -t archive 
List contents of an archive. 

gar -x archive member1 member2 ... 
Extract member1, member2 ... from an archive. If no 
member is specified, then all files in the archive are 
extracted. 

gar -d archive member1 member2 ... 
Delete member1, member2 ... from the archive. If no 
member is specified, the archive is untouched. 

gar -r archive member1 member2 ... 
Insert member1, member2 ... into archive with replace­
ment of the original members. 

gar -q archive member1 member2 ... 
Quick append the member1, member2 ... to the end of the· 
archive without checking for replacement. 

gnm: Generate symbol table for the object file. 

gnm objectfile > outfile.nm 
This lists the symbol table for objectfile, sorted by symbol 
name, into file outfile.nm. 

gnm -n objectfile > outfile.nm 
This lists the symbol table for objectfile, sorted by symbol 
address, into the file outfile.nm. 

Note: objectfile above can be any of the following: 
ecoff-file, object-file, or an archive of ecoff-file. 

objcopy: Used to convert ecoff files to S-record. 

The lOT logo Is a registered trademark and IDTIC is a Ira demark of Integrated Device Technology, Inc. 

objcopy -0 srec objectfile outfile.srec 
This converts the ecoff objectfile to Motorola S3 record 
format, for downloading to the evaluation boards or 
PROM programmers. 

objcopy -0 srec -b num objectfile outfile.srec 
-b num option is always used with "-0 srec" option. It is 
useful when programming EPROMS for boards which 
require bytewide EPROMS. 
-b 0 creates S-record files corresponding to the oth byte 
slice of 4-byte word. 
-b 1 creates S-record files corresponding to the 1 st byte 
slice of 4-byte word. 
-b 2 creates S-record files corresponding to the 2nd 
byte slice of 4-byte word. 
-b 3 creates S-record files corresponding to the 3rd byte 
slice of 4-byte word. 

objcopy -0 srec -b num -i bytenum objectfile outfile.srec 
-i option is only applicable when creating S-records (with 
the "-0 srec" option), and must be used in conjunction 
with the -b option. It is useful for programming EPROMS 
for boards that require interleaved EPROMS. 
-i 1 interleave one byte. 
-i 2 interleave two bytes. etc. 

objcopy -0 srec -p -b num objectfile outfile.srec 
-p option is used to create prom mabie S-records. It 
should be used with -b to create bytewide PROMS. It 
orders the sequence of sections to be .text, .data and 
.bss, and sets the address fields of the S-records created 
to begin from OxOOOOOOOO. 

Note:objcopy only supports S-records now. 

objdump: Display information about ecoff files. 

objdump -h objectfile > outfile 
Display summary information from the section headers of 
the objectfile, such as 
.text, .rdata, .data, .sdata, .sbss and .bss. 

objdump -d objectfile > outfile 
Display the assembler mnemonics for the machine 
instructions from objectfile. 

objdump -t objectfile > outfile 
Print the symbol table entries from objectfile. 
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ranlib: Generate an index to the contents of an archive and 
stores it in the archive. 

ranlib archive 
An archive with such an index speeds up linking to the 
library and allows routines in the library to call each other 
without regard to their placement in the archive. 

gsize: Create a table of starting address and size for 
various sections of the code (.text, .data, .bss). 

gsize [-d I -0 I -x I radix=number] objectfile ... > outfile 
Lists the section sizes, and the total size for each of the 
objectfile or archive in its argument list into outfile. The 
size of each section is given in decimal ('-d', or 'ra­
dix=10'); octal ('-0', or 'radix=8'); or hexadecimal ('-x', or 
'radix=16'). 

TECHNICAL NOTE TN-19 
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(;) IDT/SIM™ 5.1 SOURCE CODE TECHNICAL 
NOTE 
TN-20 

Integrated Device Technology, Inc. 

By Upendra Kulkarni 

This Technical Note offers a quick overview of the source 
code environment of 10T/SIMThi (System Integration Man­
ager) (version 5.1). 

lOT offers a number of RISC evaluation boards each with 
a variety of unique features. Consequently, the 10T/SIM on 
each board has some features which are uniquely tailored for 
that specific board and some features which are common to 
all boards. The source code for 10T/SIM for all boards is 
maintained in a single directory tree structure. 

Source code for 10T/SIM (version 5.1) is expected to be 
used by individuals who have designed boards using a 
memberof lOT's RISCont~ollerThi family and are in the process 
of modifying 10T/SI M to achieve compatibility with their boards. 
The capabilities of lOT /S I M are described in its data sheet and 
user's manual. 

A good number of source files are common to all SIMs; 
there is absolutely nothing specific to a particular board in 
these files. There are other files which are common but have 
parts of code in them which are unique to specific boards - a 
feature implemented using "#if definedO" or "#ifdef" condi­
tional compilation directives. There is a third variety of files 
which bear the same name but exist in different directories; 
this indicates that the files contain code which performs 
similar tasks for different target boards, but the implementa­
tions are so different that conditional compiling would lead to 
confusion instead of ease of understanding. Finally there are 
files which are entirely specific only to one particular board. 
These files have no conditional compile statements, no 
equivalents in any other subdirectory, and are called for 
compilation and linking only for one specific SIM for one 
specific board. 

Evaluation boards currently supported are 79S385"', 
79RS381"", 79S341 ThI, and 79S460Thl

• Specific "Makefiles" for 
each board are provided. 

From the top-most level of directories, there are 3 main 
directories - COMMON, SIM3000, SIM4000. 
COMMON directory has two subdirectories: 
• header - contains common header (#include) files used 

by all SIMs for all evaluation boards. 
• c_asm - contains "C" and "assembler" files which are 

common to all versions of SIM for all evaluation boards. 
Most of these files use conditional compiling for different 
boards. 
SIM3000 directory contains source code specific to boards 

designed with R3000 derivatives in mind. Currently, these 
boards include 79S385, 79S381, and 79S341. There are a 
number of subdirectories containing "Makefile"s specific for 
each evaluation board and possibly different tool-chains. The 
directory names are suggestive of which tool-chain or which 

evaluation board the Makefile in that directory supports. 
For example, a directory name "_RS385C50" suggests 

that there is a Makefile in this directory which will create a SIM 
for the 79S385 board and will use 10T/C'" 5.1 tool-chain for 
compiling, etc. Oirectory names are appropriately abbreviated 
for ~OS. In addition to the directories for Makefiles, there is 
also a "header" directory containing header (#include) files 
related to R3000-derivative based boards. 

After making changes to the source code, the user needs 
to go into the directory appropriate for the intended target 
board and tool-chain, and simply run "make" (or "gmake" in 
case of OOS). All of the object files, and s-record files are built 
in the same chosen directory. The name(s) ofthe final product 
file(s} can be obtained by studying the Makefile(s}. Typically, 
for a board using four ROMs (79S385, 79S381 ) the file names 
of the final s-record files are idtmonbO, idtmonb1, idtnionb2, 
and idtmonb3. For the 79S341 board, the final s-records are 
in file "idtmon.prm". Each Makefile also creates a version of 
code which can be run out of RAM on the target board. (the 
RAM-version). The RAM-version allows the user to debug or 
test modifications to SIM without actually having to program a 
new set of ROMs every time a change is made to the source 
code. The board may contain older version of SIM in its ROM, 
and the user downloads the newly created RAM-version into 
the RAM using the "load" command as if the RAM-version 
were a user application program. Issuing a "go" after the 
download is completed invokes the new RAM-version SIM. 

The SIM4000 directory is similarto the SIM3000 directory; 
the only difference is that the code pertains to R4000 deriva­
tives. Currently the 79S460 board is supported. The Makefile 
for this board can be found in the directory "IOTELF64". 

Following is a list of global symbols which are used exten­
sively in the source files to achieve conditional compiling for a 
specific CPU or a specific evaluation board. Please review 
these symbols in the context of the files you are likely to 
modify. Conforming to these conditional compiling rules is 
critical to a successful port of the SIM code to a new board 
design. Additional symbols can be defined in the Makefiles 
with "-0" switches and can be used to uniquely identify and 
support specific features of specific boards in future. Although 
new global symbols can also be defined in the source files, it 
is highly recommended that they be defined in the Makefiles 
to facilitate easy access to software developers other than the 
creator of the symbols. 

CPU_R4000: to identify code specific to R4000 and its 
derivatives. 

CPU_R3000: to identify code specific to R3000 and its 
derivatives. 

The IDT logo Is a registered trademark and IDTISIM, RISController, 79S385, 79S38t, 79S341, 79S460, and IDT/C are trademarks of Integrated Device Technology, Inc, 
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R381: to identify code specific to 79RS381 board. 
RS341 : to identify code specific to 79S341 board. 
P4000: to identify code specific to 79S460 board. 
INET: to indicate code to be executed only if ethernet 

support is available on the target board. 
PROM: to indicate that networking code is running out of 

PROM. 
IOTSIM: to indicate modifications to industry standard 

ethernet drivers for IOT-SIM compatibility. 
KERNEL: related to ethernet drivers. 
XOS: IOTIC 4.1.1 compatibility-specific code modifications. 

Obsolete. 

TECHNICAL NOTE TN-20 
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This technical note describes the various device drivers currently available from IDT in IDT/sim and IDT/kitTM. 
Of course, these software tools are constantly being enhanced, and additional drivers implemented. For current informa­

tion, IDT recommends you work with your local sales representative. 
In addition, many third-party companies provide additional software support, including real-time operating systems, net­

work protocol support, and device drivers. Information on these products is available through the Advantage-IDT program. 

Device Drivers Listing 
All drivers listed below can currently be found in IDT/sim 5.1 source code. Overall, support for 9 different devices is cur­

rently available. 
In addition to shortening development time for systems using the specific devices listed here, these functions can also be 

used as templates for systems requiring identical functions, but using different peripheral devices to implement them. 
Finally, note that this listing does NOT include a listing of devices for which initialization-only functions are available in 

IDT/sim. Examples of these include start-up routines for the CPUs themselves, initialization of external DRAM controller 
devices (such as the one found on the '381 board), and memory sizing routines. While these functions tend to be system­
specific, firmware engineers can use the source code provided with IDT/sim as a template for these functions. 

8251: 
Serial I/O device driver. 
Source code in: SIM3000/drivers/drv_8251 

8254: 
Programmable interval timer driver: Contains code to install the driver (call to instaILnew_dev() - SIM function}, as well 
as the driver itself. Since this device does not trasnsfer any data, there are no read/write functions. As such it is not the 
most representative driver - However it is an i-o device present on the original R3000A evaluation board, the 7RS382. 
Source code in: SIM3000/drivers/drv_8254 

8530: 
SCC Driver. (Serial Communications Controller). This driver implements the standard asynchronous UART functions 
contained in the 8530/85C30. 
Source code in: SIM4000/drivers/drv_8530 and SIM3000/drivers/drv_8530 

Centronics Driver. 
Parallel port driver for old IBM/PC centronics interface. The driver works with the hardware implementation of Centronics 
found in the 79S385A evaluation system, which uses a parallel register/FIFO structure to receive data. 
Source code in: SIM3000/drivers/drv_centron 

SCSI Driver. 
Source code in: SIM4000/drivers/scsi & SIM3000/drivers/scsi 

PC Backplane ISA va 16-bit Driver. 
This driver was implemented to support the use of the '341 board in a PC/AT. There is a support program called 
pci015.exe, which allows the PC/AT to act as a terminal for the '341 board. 
Source code can be found in: COMMON/c_asm: pci016asm.S pci016asm.s pci016drv.c 

The lOT logo Is a registered trademark and Orlan. IDT/sim. IDTlkit and RISControlier are trademarks of Integrated Device Technology, Inc. 
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68681/2681 : 
DUART driver. A function called timer_startO sets tty1 (for all R3000 based boards except '381) to 9600 baud. A function 
called timer_stopO calculates elapsed time based on baud rate. It changes the baud rate of the unit in io->icb_di­
>dev_unit. This also has timecstart and timer_stop that are subsets of those in the c_asm dir. 
Source code can be found in: COMMON/c_asm/s68681 cons.c 
Code can also be found in SIM3000/drivers/drv_68681 

SONIC: 
Ethernet Controller. Implements UDP protocol. Source code for this function is found in SIM4000/netlnetinetludp*. Ether­
net address resolution protocol code is found in SIM4000/netlnetinetliCether.c 
The driver supports the "ping" command using the "ICMP" protocol; source code for this is found in SIM4000/netlnetinetl 
*icmp* 
TFTP routines in SIM4000/netlcmdsi/tftplib.c 
Source code can be found in SIM4000/netldrivers 
Support functions are in SIM4000/netlnet 

uPD72001 (NEC): 
Serial (DUART) I/O controller. This Duart is contained in the 79S460 evaluation system for the R4600. 
Source code is found in SIM4000/mpsccons.c 
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